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Abstract

The global data sphere is expanding exponentially, projected to hit 180 Zettabytes by
2025, whereas current technologies are not anticipated to scale at nearly the same rate.
DNA-based storage emerges as a crucial solution to this gap, enabling digital informa-
tion to be archived in DNA molecules (where the DNA letters are A,C,G, and T). This
method enjoys major advantages over magnetic and optical storage solutions such as
exceptional information density, enhanced data durability, and negligible power con-
sumption to maintain data integrity.

This research delves into intrinsic error characteristics of DNA-based storage sys-
tems to devise robust coding strategies and innovative algorithms for enhanced relia-
bility, efficiency, scalability, and cost-effectiveness. This Ph.D. research propels DNA
storage feasibility while contributing to the foundation of this theory.

The work analyzes combinatorial structures tied to errors that are common in DNA-
based storage systems, like insertions and deletions. In particular, the work offers
a meticulous analysis of the sizes of error balls under the Fixed-Length Levenshtein
(FLL) metric, which is the metric to consider when the number of insertions is equal
to the number of deletions. The size of anticodes under the FLL metric, as well as the
size of the intersections between insertion and deletion balls, are also being studied.
These explorations illuminate DNA storage’s unique error behavior, offering insights
into its fundamental limits and capabilities.

Moreover, to advance DNA storage-related coding techniques, this work introduces
novel and efficient coding schemes in addressing challenges unique to DNA-based
storage systems, such as DNA fragmentation. Moreover, the work delves into the
problem of almost-balanced sequences. This problem addresses a fundamental chal-
lenge in constrained coding and carries significant implications for the reliability of
DNA storage systems. Specifically, maintaining approximately balanced GC content
(typically between 45% and 55% GC ratio) within stored sequences emerges as a pow-
erful strategy for error mitigation. These efforts underscore coding techniques’ pivotal
role in DNA storage advancement.

Bridging theory with application, this work introduces a pioneering proof-of
-concept for a scalable DNA-based storage pipeline that integrates Deep Neural Net-
works with coding strategies. To reduce sequencing costs and latency while maintain-
ing high retrieval accuracy, the DNA coverage depth problem, a delicate balance in-
volving sequencing costs, latency, and retrieval accuracy, is introduced and addressed.

1



Lastly, this work introduces a novel theoretical framework for representing informa-
tion using DNA molecules, aiming to bypass the need for DNA synthesis, a slow and
expensive process in traditional DNA-based storage methods.

In conclusion, this research enriches DNA-based storage methodologies by ad-
dressing inherent error characteristics and proposing innovative coding schemes. The
integration of Deep Neural Networks offers scalability, while a novel theoretical frame-
work aims to mitigate the time and costs associated with DNA sequencing and synthe-
sis, marking significant strides toward practical DNA storage solutions.
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Abbreviations and Notations

Abbreviations and Notations for Chapter 3
n — Sequence (word) length
Zq — The set of integers {0, 1, . . . , q− 1}
Zn

q — The set of all sequences of length n over the alphabet Zq
Z∗q —

⋃∞
n=0 Zn

q
[n] — The set of integers {1, 2, . . . , n}
wt(x) — The Hamming weight of the sequence x
dH(x, y) — The Hamming distance between two sequences x, y ∈ Zn

q
Ht(x) — The Hamming t-ball centered at x
Dt(x) — The deletion t-sphere centered at x
Dq(n, t) — The size of the largest deletion t-sphere in Zn

q
It(x) — The insertion t-sphere centered at x
|S| — The cardinality of the set S
ρ(x) — The number of runs in x
dL(x, y) — The Levenshtein distance between two words x, y ∈ Z∗q
dE(x, y) — The edit distance between two words x, y ∈ Z∗q
L̂t(x) — The Levenshtein t-ball centered at x
dℓ(x, y) — The Fixed Length Levenshtein (FLL) distance between two

words x, y ∈ Zn
q

Lt(x) — The FLL t-ball centered at x
x[i, j] — The substring of x from index i to index j, i.e., xixi+1 · · · x j
A(x) — The number of maximal alternating segments of the sequence x
si — The length of the i-th maximal alternating segment of x, for 1 ≤ i ≤ A(x)
|x| — The length of x
xI — The projection of x on the ordered indices of I ⊆ [|x|]
σn — The sequence with n consecutive σ’s, for a symbol σ ∈ Zq
SCS(y1, . . . , yτ ) — The set of all shortest common supersequences of y1, . . . , yτ ∈ Z∗q
SCS(y1, . . . , yτ ) — The length of the shortest common supersequence (SCS) of y1, . . . , yτ
LCS(y1, . . . , yτ ) — The set of all longest common subsequences of y1, . . . , yτ
LCS(y1, . . . , yτ ) — The length of the longest common subsequence (LCS) of y1, . . . , yτ
C ⊆ Zn

q — A code
DIt1 ,t2(x) — The set of all words that can be obtained from x by t1 deletions

and t2 insertions
x(α) — Anα-balanced sequence

A — arg max1≤α≤n

{∣∣∣L1

(
x(α)

)∣∣∣}
3



ζ(x) — The number of entries in x which are contained in exactly two alternating
segments

x′ ∈ Zn−1
q — The difference vector of x ∈ Zn

q
Zeros(x) — The number of zeros in x
χ(s) — The number of maximal alternating segments of length s over all the

sequences x ∈ Zn
q

χ1(s) ⊆ χ(s) — The number of alternating segments that do not overlap with the preceding
segment and the succeeding segments

χ2(s) ⊆ χ(s) — The number of alternating segments that overlap with the preceding segment
and the succeeding segments

χ3(s) ⊆ χ(s) — The number of alternating segments that overlap only with the
succeeding segment

χ4(s) ⊆ χ(s) — The number of alternating segments that overlap only with the
preceding segment

A ⊆ Zn
q — An anticode

A′ ⊆ Zn−1
q — The puncturing of an anticode A ⊆ Zn

q in the n-th coordinate

4



Abbreviations and Notations for Chapter 4
n — Sequence (word) length
Σq — The set of integers {0, 1, . . . , q− 1}
Σn

q — The set of all sequences of length n over the alphabet Σq
Σ∗q —

⋃∞
n=0 Σ

n
q

|x| — The length of x
[n] — The set of integers {1, 2, . . . , n}
x[i, j] — The substring of x from index i to index j, i.e., xixi+1 · · · x j
xU — The projection of x ∈ Σn

q on the ordered indices of U ⊆ [n]
dL(x, y) — The Levenshtein distance between two words x, y ∈ Σ∗q
Dt(x) — The t-deletion ball centered at x
It(x) — The t-insertion ball centered at x
ρ(x) — The number of runs in x
ID(y1, y2, n) — In−|y1 |(y1) ∩ D|y2 |−n(y2), for y1, y2 ∈ Σ∗q and n ∈ N

such that |y1| ≤ n ≤ |y2|
|U| — The cardinality of the set U

R(y1, y2) —


0 dL(y1, y2) > 2

1 dL(y1, y2) = 2 and y2
1−→ y1

2 dL(y1, y2) = 2 and y2
2−→ y1

,

for y1 ∈ Σn−1
q , y2 ∈ Σn+1

q ,where y2
i−→ y1 denotes the case

where y1 can be obtained from y2 by deletion(s) from i run(s).
A(y1, y2) — If y1 can be obtained from y2 by deleting two consecutive

symbols and shortening a maximal alternating segment of
m symbols in y2 to a maximal alternating segment of m− 2
symbols in y1 then A(y1, y2) = m− 2, and A(y1, y2) = 0
otherwise

CS(y1, . . . , yt) — The set of all common subsequences of y1, . . . , yt
LCS(y1, . . . , yt) — The length of the longest common subsequence (LCS)

of y1, . . . , yt
LCS(y1, . . . , yt) — The set of all longest common subsequences of y1, . . . , yt
U (y1, y2) — {U ⊆ [|y2|] : (y2)U = y1}
Uright(y1, y2) ⊆ U (y1, y2) — The set of all right-most index sets of y2 in U (y1, y2)
LCS(i, j) — The length of the LCS of x[i] and y[ j], for two words x and y
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Abbreviations and Notations for Chapter 5
Σ — A finite alphabet of size q
Σn

q — The set of all sequences of length n over the alphabet Σq
Σ∗ — The set of all finite strings over Σ
[n] — The set of integers {0, 1, . . . , n− 1}
|x| — The length of x
supp(x) — {i ∈ [n] : xi ̸= 0}
∥x∥ — |supp(x)|
x ◦ y — The concatenation of x and y
{{a, a, b, . . .}} — A multiset
Xn,k — {S = {{x0, . . . , xk−1}} : ∀i, xi ∈ Σn}
Lmin — The minimum length of a substring
Lmax — The maximum length of a substring
T Lmax

Lmin
(x) — The (Lmin, Lmax)-segmentation spectrum of a string x

T Lmax
Lmin

(S) — The (Lmin, Lmax)-segmentation spectrum of a set of strings S
Tℓ(x) — T ℓ

ℓ (x)
Tℓ(S) — T ℓ

ℓ (S)
C ⊆ Xn,k — A code
R(C) — The rate of C
red(C) — The redundancy of C
log — The base-q logarithm
x ⊥s y — Denotes the case where x, y have no common s-segment
x(i) — The s-segment of x at location i
Op —

{
c ∈ Σn/m : c ⊥s p

}
(ci)i∈[qI ] — For an integer I, ci ∈ ΣI are the codewords of a q-ary Gray code,

in order
c′i — The concatenation of ci with a single parity symbol
c′′i — The result of inserting ‘1’s into c′i at every location divisible by f (n)
Ind(u) — The index of u
BT Lmax

Lmin
(x; t) — The t-error torn-paper ball centered at x

Bt(x) — The radius-t Hamming ball centered at x
T +

Lmin
(u) — The multiset of non-overlapping Lmin-segments of u,

where the last segment is of length ℓ, Lmin ≤ ℓ < 2Lmin
T +

Lmin
(U ) — {{T +

Lmin
(u) : u ∈ U}}

Ind′(w) — The decoding of the selected encoded index using Algorithm 4

Z(U ) —
{
(Ind′(w), w) : w ∈ T +

Lmin
(U ) is valid

}
Z ′(U ) ⊆ Z(U ) — The subset of Z(U ) that includes only the shortest, lexicographically-least,

segments for each index
DT Lmax

Lmin
(x; t) — The t-deletion torn-paper ball centered at x

BL
BE(x; t) — The t-burst L-erasures ball centered at x
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Abbreviations and Notations for Chapter 6
Σq — {0, 1, . . . , q− 1}, a finite alphabet of size q
Σn

q — The set of all sequences of length n over the alphabet Σq
w(x) — The Hamming weight of a sequence x
x ◦ y — The concatenation of x and y
#σ (x) — The number of occurrences of the symbol σ ∈ Σq in x
Ix ⊆ [0, 1) — The interval that represents the sequence x
f (ac)
p — The encoder of the arithmetic coding with parameter p ∈ (0, 1)

g(ac)
p — The decoder of the arithmetic coding with parameter p ∈ (0, 1)
C(n,ε(n)) —

{
x ∈ Σn

2

∣∣ w(x) ∈
[ n

2−ε(n),
n
2 +ε(n)

]}
F(n,α) — |C(n,α

√
n)|

2n

CL(n,α
√

n) —
{

x ∈ Σn
2

∣∣ w(x) ≤ n
2 +α

√
n
}

CH(n,α
√

n) —
{

x ∈ Σn
2

∣∣ w(x) ≥ n
2 −α

√
n
}

din(v) — The in-degree of a node v

C(pb)
q (n,ε(n)) —

{
x ∈ Σn

q
∣∣ ∑

q
2−1
i=0 #i(x) ∈

[ n
2 −ε(n),

n
2 +ε(n)

]}
F(pb)(n,α) —

|C(pb)
q (n,α

√
n)|

qn

C(pb)
q,L (n,α

√
n) —

{
x ∈ Σn

q
∣∣ ∑

q
2−1
i=0 #i(x) ≤ n

2 +α
√

n
}

C(pb)
q,H (n,α

√
n) —

{
x ∈ Σn

q
∣∣ ∑

q
2−1
i=0 #i(x) ≥ n

2 −α
√

n
}

f (pb-ac)
q,p — The encoder of the modified arithmetic coding with parameter p ∈ (0, 1)

g(pb-ac)
q,p — The decoder of the modified arithmetic coding with parameter p ∈ (0, 1)
C(sb)

4 (n,ε(n)) —
{

x ∈ Σn
4

∣∣ #σ (x) ∈
[ n

4 −ε(n),
n
4 +ε(n)

]
, ∀σ ∈ Σ4

}
C(pb)

0,i —
{

x ∈ Σn
4

∣∣ #0(x) + #i(x)∈
[

n
2 −

α
√

n
2 , n

2 + α
√

n
2

]}
f (pb-ac)
4,p,i — The encoder of the modified arithmetic coding with parameter p ∈ (0, 1)

that associates the first two intervals in each partition with 0 and i
g(pb-ac)

4,p,i — The decoder of the modified arithmetic coding with parameter p ∈ (0, 1)
that associates the first two intervals in each partition with 0 and i

C(pb)
L,0,i —

{
x ∈ Σn

4

∣∣ #0(x) + #i(x) ≤ n
2 + α

√
n

2

}
C(pb)

H,0,i —
{

x ∈ Σn
4

∣∣ #0(x) + #i(x) ≥ n
2 −

α
√

n
2

}
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Abbreviations and Notations for Chapter 7
Σ = {A,C,G,T} — The DNA alphabet
Σn — The set of all sequences of length n over the alphabet Σ
Σ∗ — The set of all sequences of any length over Σ
[n] — The set of integers {1, 2, . . . , n}
S = (s1, . . . , sn) ∈ Σn — A reference sequence
S[i;ℓ] — (si , . . . , si+ℓ−1), for 1 ≤ i ≤ n− ℓ+ 1
Wℓ(S) — {S[i;ℓ] : 1 ≤ i ≤ n− ℓ+ 1}
Λ ∈ Σ∗ — A label
Λ(S) — The λ-labeling of a sequence S
t, T — Number of labels
Λ = {λ1, . . . , λt} — A set of t labels
Λ(S) — λ1(S) ∨ λ2(S) ∨ · · · ∨ λt(S)
Λ1 ≡S Λ2 — The labeling of S with Λ1 is identical to the labeling of S with Λ2
M(S) — max{ |C| : C is S-uniquely-decodable}
CS — An S-uniquely-decodable code with maximum size, i.e. |CS| = M(S)
V = {λ1, λ2, . . . , λT} — Executable labels
P(V) — the power set of V
M(S,V) — max{|C| |C is S-uniquely-decodable, C ⊆ P(V)}
M(n,V) — maxS∈Σn{M(S,V)}
S(n,V) ∈ Σn — A reference sequence such that M(S(n,V),V) = M(n,V)
C(n,V) ⊆ P(V) — An S(n,V)-uniquely decodable code
σ — A symbol in Σ
π(S) — The minimal period of the sequence S
ℓ — Label length
Mℓ(S) — M(S, Σℓ)
Mℓ(n) — M(n, Σℓ)
S(n,ℓ) — S(n,Σℓ)

C(n,ℓ) — C(n,Σℓ)

Tℓ — The set of all binary sequences in which any run of ones is of length at
least ℓ

RLL — Run-Length Limited
Cd,k(n) — The set of all sequences of length n that satisfy the (d, k)-RLL constraint
Tℓ(n) — Tℓ ∩ {0, 1}n

X, Y — Binary sequences (X, Y ∈ Tℓ(n))
ΛX — The encoding of X obtained by Construction 7.1
A — The set of binary strings of length n in which each run of ones is

of length at least ℓ
A0 — {(x1, . . . , xn) ∈ A : x1 = 0}
A1 — {(x1, . . . , xn) ∈ A : x1 = 1}
|A| — The cardinality of the set A
A0

r , A0
r — The set of all sequences in A0, A1, respectively, that have exactly r runs

r0, r1 — The number or runs of zeros, ones, respectively (in a binary sequence)((m
b
))

— The number of b-element combinations of m objects, with repetitions
C(S) — {Λ ∩Wℓ(S) : Λ ∈ C}
Nℓ — Non-overlapping code of length ℓ over Σ
N(ℓ,S) — Nℓ ∩Wℓ(S)

8



Abbreviations and Notations for Chapter 8
DNN — Deep Neural Networks
ECC — Error-Correcting Codes
TP — Tensor-Product
Σ = {A,C,G,T} — The DNA alphabet
PCR — Polymerase Chain Reaction
RS — Reed Solomon
CPL — Conditional Probability Logic
BMA — Bitwise Majority Alignment
SOTA — State-of-the-art
α — The number of erroneous predictions with less than 4 errors

in the decoder’s input
β — The number of erroneous predictions with at least 4 errors

in the decoder’s input
γ — The number of missing predictions in the decoder’s input
GPU — Graphics Processing Unit
NCI — Non-Coherent Integration
SNR — Signal to Noise Ratio
λi — Hyperparameters of the loss function
Θi — The model prediction probabilities
yn, y[n] — The n-th symbol of the vector y
L — The length of encoded sequences
M — The output of the DNN (a 4× L matrix)
Mi, j — The value of the i-th entry in the j-th column of M
m(M) — 1

L ∑
L
j=1 max{M1, j, M2, j, M3, j, M4, j}

c(M, cluster size) — m(M)2·cluster size

C — The input to the CPL algorithm (a cluster)
t — The number of reads in a cluster
yi — The reads in C
EV(y1, yk) — A vector of edit operations that describes how to obtain yk from y1
EVy1

(C) — The set of all vectors EV(y1, yk) (for 2 ≤ k ≤ t)
|y| — The length of the vector y
EVCDS(y1, yk), EVI(y1, yk) — An auxiliary vectors used by the CPL algorithm

p
y j ,C
i (σ |σ ′) — An estimated conditional probability used by the CPL algorithm

Post
y j ,C
i,σ ′ — A set of symbols that can be achieved on the (i + 1)-th index of an

error vector in EVy j
(C), given that the i-th symbol was σ ′

Gy j ,C — An edit graph used by the CPL algorithm
b — The number of bits in the encoder’s input
M — The number of encoded sequences in the decoder’s output
u — The length of the encoded sequences excluding the index
EInd, DInd — Index encoder and decoder
EDRS, DDRS — Diagonal-column encoder and decoder
ECons, DCons — Encoder and Decoder of the constrained code
ETP, DTP — Encoder and Decoder of the TP code
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BCH — Bose–Chaudhuri–Hocquenghem
r1, r2, r3 — The redundancy of the Diagonal-column, BCH, RS code, respectively
x — The binary data (the input for the encoder)
X — The codeword matrix
bℓ, bs — Parameters of the encoder (used for input processing)
I — Matrix in which the i-th row contains the i-th index
Xb — An auxiliary matrix for the encoder that contains the indices and the

binary input
A′, A′′, B′ — Sub-matrices of Xb which correspond to the binary input and are used

by the encoder
C′ — A Sub-matrix of Xb which corresponds to the EDRS
A, B, C — The sub-matrices which correspond to the encoding of A′, A′′, B′

and C′ using ECons
H — A parity-check matrix of a BCH code over the 4-ary alphabet

(can correct 3 substitution errors)
X — The input to ETP
S — An auxiliary matrix used by ETP and DTP
X̂, Ŝ, Â, B̂, ĈÂ′, B̂′, Ĉ′ — Erroneous versions of X, S, A, B, C, A′, B′, and C′ used by the encoder
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Abbreviations and Notations for Chapter 9
CCP — Coupon Collector’s Problem
Σ = {A, C, G, T} — The DNA alphabet
ℓ — Vector length
Σℓ — The set of all sequences of length ℓ over the alphabet Σ
Σ∗ —

⋃∞
ℓ=0 Σ

ℓ

[n] — The set of integers {1, 2, . . . , n}
C — A code
U = (u1, u2, . . . , uk) ∈ (Σℓ)k — The input to the encoder (information sequences)
X = (x1, x2, . . . , xn) ∈ (Σℓ)n — The output from the encoder (encoded sequences)
U ◦V — The concatenation of U and V
(n, k) — Code parameters
[n, k] — MDS code parameters
S — The DNA storage channel
M — Sample size
YM = {{y1, y2, . . . , yM}} — The output of the DNA storage channel
NGS — Next-Generation Sequencing
p = (p1, . . . , pn) — The channel probability distribution, where pi is the probability

to sample a read of xi
t — The minimal number of reads needed for reconstructing a cluster
ν

p
t (C) — The random variable that governs the number of reads that should

be sampled for successful decoding of U
ν

p
t (n, k) — ν

p
t (C) for the case C is an [n, k] MDS code

pu — ( 1
n , . . . , 1

n )
νt(C) — ν

pu
t (C)

νt(n, k) — ν
pu
t (n, k)

τi(C) — The random variable that governs the number of samples to recover
the i-th information strand assuming noiseless channel with uniform
distribution

TCmax — max1≤i≤k E[τi(C)]
Tmax — TCmax in the case where no coding is uded
TCavg — 1

k ∑
k
i=1 E[τi(C)]

Tavg — TCavg in the case where no coding is uded
Hn — The n-th harmonic number
γ — The Euler–Mascheroni constant
et(x) — ∑

t
i=0

xi

i!
[uq]Q(u) — The coefficient of uq in a polynomial Q(u)
R = k

n — Code rate
supp(p) — The support of the vector p
r(n, k, t) — n log

(
n

n−k

)
+ nt log log n + 2n log(t + 1)

E(r)
t — The event where after r rounds, there exists a set St, of n− k + 1

urns, each containing less than t balls
zi(n, r) — The random variable that governs the number of balls in the i-th urn,

after r draws
Y — The random variable that governs the number of urns with less

than t balls

11



r f (n, k = Rn, t) — n log
(

1
1−R

)
+ nt f (n) + 2n(t + 1)

rL(n, k, c) — n log
(

n
n−k

)
− nc

Gν1(n,k)(x) — The generating function of the geometric random variable ν1(n, k)
Bh — The h-th Bernoulli number
X(r) — The random variable that governs the number of urns that are not filled with

at least t balls after r rounds
D(a||p) — The Kullback–Leibler divergence

rE(n, k = Rn, t) — n(t− 1)− n log 2 log(1− R) + n(t− 1)
√
− 2 log 2

t−1 log(1− R)
ωα(n, k) — The random variable describing the required sample size to ensure successful

decoding in case a single noiseless copy from k out of the n synthesized strands
τ̂i(C) — The random variable governs the required sample size to retrieve the i-th

encoded strand
τ̂J(C) — maxi∈J τ̂i(C), for J ⊆ [n]
D̂(i) — The set of all retrieval sets of ui
D(i) — The set of all minimal retrieval sets of ui (with respect to the inclusion relation)
Er−1 — The random variable that represents the number of unique strands that were

sampled in the first r− 1 draws
C(2k,k) — The (2k, k) code obtained by Construction 9.1
Cγ — The γ-block code of C
EC — The encoder of the code C
CMDS

n,k,p — An [n(1− p) + k, k] systematic MDS code
Ck

n,p — The (n, k) code obtained by Construction 9.2
ni(v), — The minimum read index h which allows retrieving the i-th information strand ui,

given a sequence of reads v
ti(v) — The time to collect the i-th new sample (after collecting the previous one), given

a sequence of reads v
t j(C) — The random variable that governs the time to collect the j-th new sample

(after collecting the previous one)
Wk,n — The random variable that represents the number of samples needed to obtain

k distinct coupons where each draw is taken from a pool of n total coupons
Wk,n(x) — The generating function for Wk,n
Vr,n — The random variable that represents the number of distinct coupons in the first

r draws, where each coupon is taken from a pool of n total coupons
Dk,i,n — The random variable that represents the required number of draws to obtain k

distinct coupons or to retrieve coupon i (whichever occurs first), where each draw
is taken from a pool of n total coupons

Dk,i,n(x) — The generating function for Dk,i,n

D( j)
k,i,n — For 0 ≤ j ≤ k− 1, the random variable that represents the number of samples

needed to obtain j distinct coupons (each not equal to the i-th coupon), followed by
the i-th coupon

D(k)
k,i,n, — The random variable that represents the number of samples needed to obtain

k distinct coupons (each not equal to the i-th coupon)
ψ — The digamma function
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Chapter 1

Introduction

The amount of digital data being generated and stored is increasing rapidly. Accord-
ing to a study by the International Data Corporation (IDC), the global data sphere is
expected to grow from 33 Zettabytes (ZB) in 2018 to 175 ZB by 2025, an increase
of more than five times [18]. The demand for storage capacity already exceeds the
supply, and the gap continues to grow exponentially. This growth is driven by vari-
ous factors, including the increasing use of smartphones, the growth of the Internet,
and the increasing adoption of technologies such as the Internet of Things (IoT) and
artificial intelligence (AI). This explosion of data creates the need for more storage
capacity and more effective ways to manage and analyze data. Hence, traditional stor-
age methods, such as hard drives and tapes, are becoming less suitable for long-term
data storage. This is where new technologies like DNA storage come in as a potential
solution, offering high data density, durability, and security.

The idea of using DNA molecules for ultra-dense storage was first suggested in the
1960s by Richard Feynman in his famous talk, “There is plenty of room at the bot-
tom” [26]. DNA possesses unique properties that make it well-suited for non-volatile
recording media; among them are its high capacity and density and its robust stability.
Additionally, recent technological advancements for writing and reading DNA, such
as synthesizing artificial DNA and sequencing DNA, have greatly improved their effi-
ciency and accuracy. As a result, it is anticipated that DNA-based storage systems will
become a reality in the near future [21, 48].

In general, DNA consists of four structural chemical building blocks called nu-
cleotides - adenine (A), cytosine (C), guanine (G), and thymidine (T), arranged in an
ordered sequence to form a single DNA strand or oligonucleotide. With modern DNA
synthesizers, DNA strands can be chemically synthesized by concatenating the four
DNA nucleotides, allowing digital data to be stored in the strands. The length of the
DNA strands is typically limited to 250-300 nucleotides to maintain an acceptable er-
ror rate, and each strand has multiple synthesized copies, where each of them is a
noisy version of one of the designed strands. The synthesized strands are all stored
together unordered in a storage container. Later, to read back the data, common DNA
sequencers that use DNA polymerase enzymes or nanopore-based sequencing can be
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used. To allow the error-free retrieval of the stored information, additional algorithmic
and computational steps should be utilized. These include the encoding and decoding
of the data using error-correcting codes (ECC) and constrained codes. Additionally, it
is important to design retrieval algorithms that process the unordered set of reads from
the sequencing machine as part of the decoding process. A schematic description of a
DNA storage system can be found in Figure 1.1.

Figure 1.1: A schematic presentation of a DNA storage system. This figure was created with
BioRender.com.

DNA storage has several unique attributes that distinguish it from its digital coun-
terparts. The synthesis and sequencing processes introduce a unique error behavior
dominated by deletions, substitutions, and insertions of symbols. Additionally, the
strands are not ordered in the storage container, which means that the order in which
they were stored is unknown. Every strand has multiple copies, which provides inher-
ent redundancy that can be used during decoding. To use this inherent redundancy in
the decoding process, the noisy copies should first be grouped by their original strands
through a clustering step. The clustering is usually done by encoding indices on each
of the strands as part of the coding scheme and then utilizing them in the clustering
step. Reconstruction algorithms are then used to estimate the designed strand for each
cluster, utilizing the inherent redundancy to correct errors. Finally, any remaining er-
rors are corrected using the pre-defined ECC.

1.1 Deletion and Insertion Errors

The rapid development of DNA storage has brought the deletion and insertion channels
to the front line of research. Part I highlights various aspects related to such errors
through a couple of related works.

The size of a ball is one of the most fundamental parameters in any distance met-
ric. A better understanding of the error balls corresponding to insertion and deletion
types of errors is the first step in constructing codes that correct multiple deletions and
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insertions.
For an integer q ≥ 2, let Σq denote the q-ary alphabet {0, 1, . . . , q− 1} and let Σn

q
be the set of all sequences of length n over the alphabet Σq. For an integer t, 0 ≤ t ≤ n,
a sequence y ∈ Σn−t

q is a t-subsequence of x ∈ Σn
q if y can be obtained from x by

deleting t symbols from x. We say that y is a subsequence of x if y is a t-subsequence
of x for some t. Similarly, a sequence y ∈ Σn+t

q is a t-supersequence of x ∈ Σn
q if x is

a t-subsequence of y and y is a supersequence of x if y is a t-supersequence of x for
some t.

Definition 1.1. The radius-t deletion ball centered at x ∈ Σn
q , Dt(x) ⊆ Σn−t

q , is the
set of all t-subsequences of x.

Definition 1.2. The radius-t insertion ball centered at x ∈ Σn
q , It(x) ⊆ Σn+t

q , is the
set of all t-supersequences of x.

Let x ∈ Σn
q be a sequence. The size of the insertion ball |It(x)| does not depend

on x for any 0 ≤ t ≤ n. To be exact, it was shown by Levenshtein [41] that

|It(x)| =
t

∑
i=0

(
n + t

i

)
(q− 1)i. (1.1)

While the size of the insertion ball was found by Levenshtein [41] more than 50 years
ago, much less is known about the size of deletion balls, and even less is known about
balls that correspond to the combination of these two types of errors. Calculating the
exact size of the deletion ball is one of the more intriguing problems when studying
codes for deletions. Deletion balls, unlike substitutions and insertions balls, are not
regular. That is, the size of the deletion ball, |Dt(x)|, depends on the choice of the
sequence x.

It was shown in [32] that the alternating sequences1 have the largest deletion ball,
denoted by Dq(n, t), which is given by

Dq(n, t) =
t

∑
i=0

(
n− t

i

)
Dq−1(t, t− i)

where n is the sequence length, q is the alphabet size and t is the number of deletions.
In particular, D2(n, t) = ∑

t
i=0 (

n−t
i ) and D3(n, t) = ∑

t
i=0 (

n−t
i )∑

t−i
j=0 (

i
j). The value

D2(n, t) satisfies also the following recursion

D2(n, t) = D2(n− 1, t) + D2(n− 2, t− 1).

Definition 1.3. A run is a maximal subsequence composed of consecutive identical
symbols. For a sequence x ∈ Σn

q , the number of runs in x is denoted by ρ(x).

1In the nonbinary case, an alternating sequence refers to a sequence that is composed of a periodical repetition
of a permutation of all the alphabet symbols.
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There are upper and lower bounds on the size of the deletion ball, which depend
on the number of runs in the sequence [32, 41, 44].

Let Σ∗q ≜
⋃∞

n=0 Σ
n
q denote the set of all the sequences of any length. The Leven-

shtein distance between two words x, y ∈ Σ∗q , denoted by dL(x, y), is the minimum
number of insertions and deletions required to transform x into y. Similarly, for two
sequences x, y ∈ Σ∗, dE(x, y) denotes the edit distance between x and y, which is
the minimum number of insertions, deletions and substitutions required to transform x
into y.

Definition 1.4. Let 0 ≤ t ≤ n be integers. For a sequence x ∈ Σn
q , the radius-t

Levenshtein ball centered at x ∈ Σn
q , L̂t(x), is defined by

L̂t(x) ≜ {y ∈ Σ∗q : dL(x, y) ≤ t}.

In case x, y ∈ Σn
q , for some integer n, the FLL distance between x and y, dℓ(x, y),

is the smallest t for which there exists a t-subsequence z ∈ Σn−t
q of both x and y, i.e.

dℓ(x, y) = min{t′ : Dt′(x) ∩Dt′(y) ̸= ∅}. (1.2)

In other words, t is the smallest integer for which there exists z ∈ Σn−t
q such that

z ∈ Dt(x) and y ∈ It(z). Note that if x, y ∈ Σn
q and x is obtained from y by t1

deletions and t2 insertions, then t1 = t2 which implies the following observation.

Observation 1.5. For any integer n ≥ 0 and sequences x, y ∈ Σn
q , it holds that

dL(x, y) = 2dℓ(x, y).

Definition 1.6. Let 0 ≤ t ≤ n be integers. For a sequence x ∈ Σn
q , the radius-t

FLL-ball centered at x ∈ Σn
q , Lt(x) ⊆ Σn

q , is defined by

Lt(x) ≜ {y ∈ Σn
q : dℓ(x, y) ≤ t}.

We say that a subsequence x[i, j] ≜ xixi+1 · · · x j is an alternating segment if x[i, j]
is a sequence of alternating distinct symbols σ ,σ ′ ∈ Zq. Note that x[i, j] is a maximal
alternating segment if x[i, j] is an alternating segment and x[i−1, j], x[i, j+1] are not. The
number of maximal alternating segments of a sequence x will be denoted by A(x).

Example 1.7. If x = 0000000 then A(x) = 7 since x has seven maximal alternating
segments, each of length one, and for x = 1120212 we have that A(x) = 4 and the
maximal alternating segments are 1, 12, 202, 212.

The following formula to compute |L1(x)| as a function of ρ(x) and A(x) was
given in [63]

|L1(x)| = ρ(x) · (n(q− 1)− 1) + 2−
A(x)

∑
i=1

(si − 1)(si − 2)
2

, (1.3)
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where si for 1 ≤ i ≤ A(x) denotes the length of the i-th maximal alternating segment
of x.

Part I focuses on these balls, where Chapter 3 presents a comprehensive discussion
and exact computation on the balls with radius one and the anticodes with diameter
one in the FLL metric. The chapter investigates fundamental parameters, such as min-
imum, maximum, and average ball sizes with radius one under the FLL metric over
Zq, along with the analysis of maximal binary anticodes of diameter one. Additionally,
Chapter 4 addresses the unexplored intersection of insertion and deletion balls, deter-
mining the maximum intersection size of any two insertion and deletion balls in the
binary case. In the special scenario of one-insertion and one-deletion balls, we deter-
mine the intersection size for all pairs of sequences and derive the largest and average
values of this intersection size. An efficient algorithm for computing the intersection
of any t1-insertion ball and t2-deletion ball is also presented.

1.2 Coding for DNA Storage

DNA-based storage systems introduce new challenges that are unique to such systems
and efficient coding techniques are paramount for ensuring reliable data retrieval and
utilization. These challenges include DNA fragmentation, where information-carrying
DNA strands may disintegrate during storage and retrieval processes, as well as the
need for enforcing specific constraints such as almost-balanced GC content.

To address the challenge of DNA fragmentation, the torn-paper channel, [59, 66],
also known as the chop-and-shuffle channel [55], is considered. The torn-paper chan-
nel involves segmenting a long information string into non-overlapping substrings with
known distributions and then shuffling them. Previous studies have contributed in-
sights into the torn-paper channel, focusing on probabilistic settings. The geometric
distribution was first studied in [66], and later in [55]. Subsequently, [59] considered
almost arbitrary distributions while, additionally, extending the problem by introduc-
ing incomplete coverage, i.e., assuming some of the substrings are deleted with some
probability.

Our focus in Chapter 5 is on studying the adversarial torn-paper channel. This
model extends the previously researched probabilistic setting to the worst-case sce-
nario. Namely, it is assumed that an information string is adversarially segmented
into non-overlapping substrings, where the length of each substring is between Lmin
and Lmax, for some given Lmin and Lmax. Under this setup, code constructions for any
parameters of the channel for which a non-vanishing asymptotic rate is possible are de-
veloped, and it is shown that our constructions achieve an asymptotically optimal rate
while allowing for efficient encoding and decoding. Finally, the results are extended
to related settings including multi-strand storage, presence of substitution errors, or
incomplete coverage.

Continuing the exploration of coding strategies for DNA storage, in Chapter 6 we
tend our attention toward constrained coding, which serves as a fundamental tool in
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mitigating errors in any storage system. Under this topic, our focus is the almost-
balanced sequences problem. The almost-balanced sequences problem generalized
the CG-content constraint that is needed for DNA storage. During the storage phase
in DNA strands, media degradation, and in particular breaks, can arise in DNA due
to factors that include radiation, humidity, and high temperatures. One approach to
dealing with media degradation is to generate strands of DNA that have approximately
balanced GC-content (usually between 45% to 55% of GC ratio), and this approach
has been leveraged in several existing works such as [24, 81, 83]. The construction
of efficient balanced codes has been extensively studied; see e.g. [33, 37, 70, 71, 76],
and extensions to non-binary balanced codes have been considered in [49, 50, 68, 77].
Codes that combine the balanced property with certain other constraints, such as run-
length limitations, have also been addressed, for example, in [34].

Nevertheless, the problem of almost balanced sequences with Hamming weight
between 0.5n±ε(n) has received much less attention. Under this framework, the goal
is to find the optimal number of redundant bits as a function of ε(n), where ε(n) can
be a function of n, e.g. linear in n, log n, or a constant. No less important is the design
of such algorithms. While Knuth’s algorithm [37] is an efficient scheme to strictly
balance an arbitrary sequence with log n + o(log n) redundancy bits, designing an
efficient encoder and decoder with less redundancy or even only a single bit is a non-
trivial task. The best-known approach for minimizingε(n) is enumerative coding [16],
which can achieve the lower bound of ε(n) = Ω(

√
n), however optimizing it for

efficient memory and time usage requires sophisticated and cumbersome techniques
(see e.g., [61]). In contrast, simpler solutions with linear time complexity result in
ε(n) that is linear with n [57]. In Chapter 6, we present an explicit encoder that uses
a single redundancy bit to balance binary sequences for ε(n) = Θ(

√
n). On average

our algorithm requires O(n) operations of rational numbers’ multiplications.

1.3 Towards Practical DNA Storage Systems

The Zettabyte era, which we already experience in current days, is characterized by
the explosive growth of digital data and requires advanced storage solutions capable of
accommodating and processing such vast amounts of data. DNA emerges as a viable
solution to accommodate that data growth, however, there are still several computa-
tional challenges that have to be addressed to make it possible.

Recall that the current synthesis methods typically limit the generated strands to a
length of up to 300 bases [39]. Therefore, storing digital data in DNA requires split-
ting the information into small chunks, which are stored on multiple DNA molecules.
Based on previous experiments and publications [7, 58], storing, for example, 1TB of
information requires designing roughly 30 billion unique DNA strands. In addition to
the high costs and low throughput of current synthesis and sequencing technologies,
this amount of strands poses significant challenges in data retrieval, as it requires read-
ing an enormous number of noisy reads, which is a linear multiplication of the number
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of designed strands. Common approaches involve computationally expensive cluster-
ing and reconstruction methods, while other techniques that consider only noise-free
reads also face challenges due to the extremely large required number of reads.

The special characteristics of DNA storage systems, such as the length limita-
tion of synthesized strands, the need to store each information unit on multiple un-
ordered strands, and the unique error characteristics, make the encoding and decoding
tasks much more challenging compared to traditional data storage. Designing coding
schemes that assist the data retrieval process and enhance the decoding performance
are open problems that require further investigation. Another important factor that
should be considered when designing a scalable DNA storage system is how to utilize
the inherent redundancy of DNA synthesis using algorithmic methods and/or biolog-
ical techniques, see e.g. [5], to improve both the information rate and the retrieval
efficiency. It should be noted that since the inherent redundancy is unique to DNA
storage systems, as of today, most practical solutions do not utilize this property.

Part III presents a series of contributions that address the computational and fi-
nancial challenges in making DNA storage a practical solution for the Zettabyte era.
Chapter 7 introduces a theoretical framework for an alternative representation of in-
formation using DNA molecules. Most existing DNA storage approaches rely on the
4-ary alphabet of DNA nucleotides, which requires DNA synthesis, a costly and time-
consuming process. To overcome this limitation, alternative methods that can poten-
tially eliminate the need for synthesis should be considered. Hence, inspired by DNA
punch cards [69] and DNA composite [3,14,54], in Chapter 7, we present a theoretical
framework for modeling DNA labeling, specifically tailored for data storage purposes.
This approach involves leveraging patterns induced by a set of designed labels to rep-
resent information encoded into DNA molecules. The study explores various aspects
of this labeling channel and provides upper bounds on the maximal size of the cor-
responding codes. An efficient encoder-decoder pair that is optimized for maximum
code size under specific conditions is also presented.

In Chapter 8, DNAformer is introduced - a groundbreaking fusion of deep learning
and coding theory techniques that significantly enhances error correction capabilities
for DNA-based data retrieval. By harnessing the power of a Deep Neural Network
trained on simulated data, DNAformer mitigates errors during synthesis, PCR, se-
quencing, and clustering, resulting in a 3200x increase in speed and 40% improvement
in accuracy compared to current approaches. Lastly, Chapter 9 initiates the study of
the DNA coverage depth problem, aiming to reduce the required number of sequencing
reads and thereby lower the costs and latency of DNA storage. Through comprehen-
sive analysis of the interplay between error correction codes, retrieval algorithms, and
coverage depth, the work establishes theoretical bounds and explores optimal code-
algorithm pairings, including for random-access setups.
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Chapter 2

Research Methods

This chapter provides an overview of several tools and techniques which were used
in this dissertation. These tools stem from the areas of combinatorics, constrained
systems, coding theory, discrete mathematics, algorithms, machine learning, and graph
theory. The following subsections specify which methods are used in each chapter.

Research Methods Invoked in Chapter 3

The methods used in Chapter 3 mainly stem from the fields of combinatorics, calculus
and arithmetics. To analyze the size of the maximum FLL 1-balls we utilized the
formula for the size of a 1-FLL ball that was given in [63] (see (1.3)). While in the non-
binary case, the expression in (1.3) can be maximized using simple arithmetic steps,
the analysis of the binary case required a more sophisticated approach. For this case,
we first defined the concept of α-balanced sequences for an integer α and proved that
among all the binary sequences of length n with exactly α alternating segments, the
α-balanced sequences have the largest 1-FLL ball. Then, we found the optimal value
of α using calculus and arithmetics. The average size of a 1-FLL ball was obtained
by applying the linearity of the expectation on (1.3) and then using combinatorics and
counting techniques to evaluate each term separately.

For the study of binary anticodes with diameter one under the FLL metric, we used
a result by Levenshtein [43] regarding the maximum size of an intersection between
two deletion balls with radius one or two insertion balls with radius one. By exploit-
ing this result, we were able to prove several fundamental properties of anticodes in
the FLL metric, which were then used in a thorough analysis of the maximum and
minimum sizes of a maximal anticode with diameter one under this metric.

Research Methods Invoked in Chapter 4

The theoretical results on the size of the intersection of insertion and deletion balls
in Chapter 4 are based on careful evaluation of all the possible cases of pairs of words,
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considering their structure and distance from each other. For the size of the maximal
intersection of binary insertion and deletion balls, we also exploit an upper bound
on the size of a binary deletion ball that was given in [31, 41]. Our algorithm for
computing the intersection of insertion and deletion balls is inspired by the dynamic
programming implementation of the LCS problem [35]. To improve running time, we
also used simple set theory arguments to work with an equivalent set of sequences,
which is much smaller.

Research Methods Invoked in Chapter 5

In Chapter 5, we harnessed principles from coding theory, constrained systems, and
calculus to address the challenge of DNA molecule fragmentation into non-overlapping
substrings.

For studying the upper bounds on achievable rates of corresponding channels and
conducting cardinality analyses of the presented codes, we employed techniques from
combinatorics and calculus. Initially, we examined code construction for the proba-
bilistic torn-paper channel, as described in [66], and assessed its performance under
adversarial conditions. Utilizing tools such as the Lov’asz local lemma [67] and other
combinatorial methods (similarly to techniques used independently in [85] and [22])
we demonstrated that this construction is suboptimal in adversarial scenarios.

Subsequently, we developed encoding and decoding algorithms for various related
channels. We presented efficient constructions for different setups, encompassing
noiseless channels, two versions of noisy channels, and a multi-stranded channel. Our
primary strategy involved interleaving input strings with intelligently generated in-
dices and synchronization markers. Leveraging Gray codes for indices and run-length-
limited (RLL) strings [40, 84] as fundamental building blocks ensured marker unique-
ness. To mitigate noise, we incorporated error-correcting codes and burst-erasure-
correcting codes into our constructions.

Research Methods Invoked in Chapter 6

In Chapter 6, we developed several constructions for almost-balanced sequences. Our
point of departure is our previous work [38], in which the constraint of no windows
with small period was studied. Diverging from conventional methods (see e.g., [65,
72, 73]), our encoding algorithm in [38] breaks away from monotonic progression
during input encoding. Instead, efficiency and convergence stem from a novel re-
duction to a graph problem. Drawing inspiration from this innovative technique, our
presented work proposes an iterative approach for encoding sequences into almost-
balanced forms, eliminating the need for progress between algorithm steps.

In conjunction with this approach, we introduced a modified version of arithmetic
coding [60], a well-established lossless compression algorithm tailored to suit our con-
structions. To validate the correctness of our modified arithmetic encoder within our
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encoding framework, we demonstrated its capability to compress any non-balanced
input using tools from calculus and arithmetic. Additionally, tools from calculus were
utilized to analyze the obtained codes.

Research Methods Invoked in Chapter 7

Our theoretical model in Chapter 7 draws inspiration from various proof-of-concept
demonstrations in the field, including innovative approaches like DNA punch cards [69]
and DNA composites [3,14,54]. Leveraging insights from these alternative DNA stor-
age methods, we propose a new approach based on enzymatic DNA labeling.

Despite enzymatic DNA labeling being a widely-used technique in biochemistry,
molecular biology, biotechnology, medical science, and genomic research [12, 20, 36,
45, 52, 86], its application specifically for storage remains relatively unexplored.

In our exploration, we propose a theoretical model that introduces a novel approach
to utilize enzymatic DNA labeling for information storage, distinct from the model dis-
cussed in [29]. While [29] focuses on labeling for storage, its proposed framework de-
viates significantly from ours. Nonetheless, certain insights from [29] have influenced
our work and are integrated into our proposed methodology.

Within our analysis, we primarily focus on a setup where all labels have uniform
lengths, leveraging the (d, k)-RLL constraint [47]. Furthermore, we incorporate con-
cepts from repeat-free sequences [22] and non-overlapping codes [8,40,42,82] to form
the basis of our encoding strategies and facilitate our analysis. Combinatorial tech-
niques and calculus play a crucial role in our study, enabling the cardinality analysis
of our codes and the development of upper bounds.

Research Methods Invoked in Chapter 8

Our solution in Chapter 8 presents an end-to-end method to the DNA information re-
trieval problem. As part of this approach, it was divided into several components, each
with its own functionality: encoding of sequences prior to DNA synthesis, clustering
of reads post-sequencing, reconstruction, and decoding back to the original data. In
addition, the interplay and interface between the different components were also taken
into consideration as part of a complete system-level, optimized solution. The solution
combines coding theory and deep learning methods to create a holistic and coherent
pipeline to encode and decode the DNA data.

Our coding scheme is a modular pipeline composed of several components, each
addressing a different purpose: index encoding, diagonal column encoding, constrained
code, and tensor-product (TP) code [79]. The complete encoding and decoding pipeline
is designed to integrate these four components in an interleaving order that allows each
of them to achieve its designed goal without hindering the others. Our diagonal col-
umn encoding is based on Reed-Solomon (RS) code, and our TP code is composed
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of RS code and Bose-Chaudhuri-Hocquenghem (BCH) code [46]. The suggested con-
strained code is based on a block encoding technique.

Our clustering step was optimized for speed rather than accuracy, and hence, we
adopted a naı̈ve approach based on simple and fast binning of the reads based on their
index. For the reconstruction task, we introduced DNAformer, a solution based on
Deep Neural Network (DNN) and algorithmic tools. Due to the high costs of synthesis
and sequencing, and the lack of available datasets, we generate simulated training
data for DNN-based reconstruction using statistics from real-world experiments [11,
62]. This strategy offers negligible training costs while generalization to real-world
settings, a known challenge when using simulated data.

Our DNN employs a combination of convolutions and transformers within
a Siamese network architecture. We adopt the concept of early convolutions before
a transformer block to improve training stability and performance [80]. To learn the
required alignment for each read independently, we introduce an alignment module
that uses an Xception [15] inspired architecture with depthwise separable convolutions
and multiple kernel heads. To learn the correlations between the different reads in a
cluster and prepare the data for the Transformer module we used NCI aligner layer that
includes an embedding module whose architecture is similar to the alignment module.
The transformer module is a multi-head transformer architecture, used with Multi-
Layer Perceptron as feedforward layers [74]. Our DNN architecture also includes a
fusion layer which is a vector of learnable parameters with a length of the required
encoded sequence. This layer combines the predictions of the two branches into a
single prediction before a softmax operator, which transforms this representation into
probabilities. For training, we employ a combination of cross-entropy and consistency
loss functions, optimizing model performance and adaptability.

In addition to the DNN, our DNAformer incorporates the Conditional Probability
Logic (CPL) algorithm to handle clusters with low confidence from the DNN out-
put. This algorithm predicts the encoded sequence directly from the cluster, bypassing
DNN predictions and prior knowledge of error rates. The CPL algorithm employs dy-
namic programming to estimate errors in a cluster and constructs a directed acyclic
graph based on these estimates. The algorithm then identifies the longest path in this
graph, representing the sequence with maximum probability based on its estimations.

The incorporation between the DNN, the CPL, and the decoder is facilitated by
the confidence filter mechanism. Our confidence filter mechanism enables decision-
making regarding DNN output reliability by classifying clusters as erasures or direct-
ing them to the CPL algorithm based on confidence scores and cluster sizes. This
mechanism allows us to balance accuracy and runtime considerations effectively.

Furthermore, to ensure robust performance under varying conditions, we introduce
the concept of a safety margin. The safety margin, derived from the error-correcting
capabilities of the decoder, serves as a metric describing the DNAformer’s robustness
under specific working conditions. We achieve the desired safety margin through two
control parameters: the minimum cluster size and a confidence threshold. Adjusting
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these parameters allows us to calibrate the DNAformer’s performance to meet specific
requirements and adapt to different levels of noise and uncertainty in the input data.

Research Methods Invoked in Chapter 9

In Chapter 9, we introduce and tackle the DNA coverage depth problem, seeking to
minimize the number of reads needed for information retrieval from the storage sys-
tem. This challenge is reminiscent of the coupon collector’s, dixie cup, and urn prob-
lems [23,25,27,56], and some of our explorations draws on insights and methodologies
from these domains.

Throughout our investigation, we explore the coverage depth under different error-
correcting codes, employing advanced tools from probability theory, combinatorics,
and calculus. Many of our derivations rely on results concerning the geometric dis-
tribution and harmonic numbers [64], particularly their series and integral representa-
tions.

By employing Lagrange multipliers, we demonstrate that for Maximum Distance
Separable (MDS) codes, coverage depth is minimized if and only if the channel is
uniform. To analyze the noisy channel, we adopt a technique introduced by Erdős and
Rényi in [23]. Additionally, we utilize the Chernoff bound [13], the Kullback–Leibler
divergence [19], and the Lambert W function [10, 17].

In our examination of the random access setup, we utilize tools such as the inclusion-
exclusion principle, generating functions, recursive formulas, and the complete prob-
ability theorem. Furthermore, we incorporate insights from results concerning the
digamma function [4].
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Deletion and Insertion Errors
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Chapter 3

On the Size of Balls and Anticodes of
Small Diameter under the
Fixed-Length Levenshtein Metric

Daniella Bar-Lev, Tuvi Eztion, and Eitan Yaakobi

Abstract

The rapid development of DNA storage has brought the deletion and insertion channel to the
front line of research. When the number of deletions is equal to the number of insertions,
the Fixed Length Levenshtein (FLL) metric is the right measure for the distance between two
words of the same length. Similar to any other metric, the size of a ball is one of the most
fundamental parameters. In this work, we consider the minimum, maximum, and average size
of a ball with radius one, in the FLL metric. The related minimum and the maximum size of a
maximal anticode with diameter one are also considered.

3.1 Introduction

Coding for DNA storage has attracted significant attention in the previous decade due to recent
experiments and demonstrations of the viability of storing information in macromolecules [2,
4,9,12,14,15,27,34,37]. Given the trends in cost decreases of DNA synthesis and sequencing,
it is estimated that already within this decade DNA storage may become a highly competitive
archiving technology. However, DNA molecules induce error patterns that are fundamentally
different from their digital counterparts [17,18,21,29]; This distinction results from the specific
error behavior in DNA and it is well-known that errors in DNA are typically in the form of
substitutions, insertions, and deletions, where most published studies report that deletions are
the most prominent ones, depending upon the specific technology for synthesis and sequencing.
Hence, due to its high relevance to the error model in DNA storage coding for insertion and
deletion errors has received renewed interest recently; see e.g. [5–8,10,13,16,25,26,28,32,33,
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35]. This paper takes one more step in advancing this study and its goal is to study the size of
balls and anticodes when the number of insertions equals to the number of deletions.

If a word x ∈ Zn
q can be transferred to a word y ∈ Zn

q using t deletions and t insertions
(and cannot be transferred using a smaller number of deletions and insertions), then their Fixed
Length Levenshtein (FLL) distance is t, which is denoted by dℓ(x, y) = t. It is relatively
easy to verify that the FLL distance defines a metric. Let G = (V, E) be a graph whose set of
vertices V = Zn

q and two vertices x, y ∈ V are connected by an edge if dℓ(x, y) = 1. This
graph represents the FLL distance. Moreover, the FLL distance defines a graphic metric, i.e.,
it is a metric and for each x, y ∈ Zn

q , dℓ(x, y) = t if and only if the length of the shortest path
between x and y in G is t.

One of the most fundamental parameters in any metric is the size of a ball with a given
radius t centered at a word x. There are many metrics, e.g. the Hamming metric, the Johnson
metric, or the Lee metric, where the size of a ball does not depend on the word x. This is not
the case in the FLL metric. Moreover, the graph G has a complex structure and it makes it
much more difficult to find the exact size of any ball and even the size of a ball with minimum
size and the size of a ball with maximum size. In [30], a formula for the size of the ball with
radius one, centered at a word x, in the FLL metric was given. This formula depends on the
number of runs in the word and the lengths of its alternating segments (an alternating segment
is a substring of consecutive alternating symbols). Nevertheless, while it is easy to compute the
minimum size of a ball, it is still difficult to determine from this formula what the maximum
size of a ball is. In this paper, we find explicit expressions for the minimum and maximum
sizes of a ball when the ball is of radius one. We also find the average size of a ball when
the radius of the ball is one. Finally, we consider the related basic concept of anticode in the
FLL metric, where an anticode with diameter D is a code where the distance between any two
elements of the code is at most D. Note, that a ball with radius R has diameter 2R and hence it
is an anticode with diameter 2R. We find the maximum size and the minimum size of maximal
anticodes with diameter one, where an anticode with diameter one is maximal if any addition
of a word to it will increase its diameter.

This paper is the first one which considers a comprehensive discussion and exact compu-
tation on the balls with radius one and the anticodes with diameter one in the FLL metric. The
rest of this paper is organized as follows. Section 3.2 introduces some basic concepts, presents
some of the known results on the sizes of balls, presents some results on equivalence of codes
correcting deletions and insertions, and finally introduce some observations required for our
exposition. The minimum size of a ball of any given radius in the FLL metric over Zq is dis-
cussed in Section 3.3. Section 3.4 is devoted for the discussion on the maximum size of a ball
with radius one in the FLL metric over Zq. The analysis of non-binary sequences is discussed
in Section 3.4.1. It appears that contrary to many other coding problems the binary case is
much more difficult to analyze and it is discussed in Section 3.4.2. For the binary case, the
sequence for which the maximum size is obtained is presented in Theorem 3.25 and the max-
imum size is given in Corollary 3.26. The average size of the FLL ball with radius one over
Zq is computed in Section 3.5 and proved in Theorem 3.39. In Section 3.6, we consider binary
maximal anticodes with diameter one. The maximum size of such an anticode is discussed in
Section 3.6.1 and Section 3.6.2 is devoted to the minimum size of such anticodes. The results
can be generalized for the non-binary case, but since they are more complicated and especially
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messy, they are omitted.

3.2 Definitions and Previous Results

In this section, we present the definitions and notations as well as several results that will be
used throughout the paper.

For an integer q ≥ 2, let Zq denote the set of integers {0, 1, . . . , q− 1} and for an integer
n ≥ 0, let Zn

q be the set of all sequences (words) of length n over the alphabet Zq, let Z∗q =⋃∞
n=0 Zn

q , and let [n] denote the set of integers {1, 2, . . . , n}. For two sequences x, y ∈ Zn
q , the

distance between x and y, d(x, y), can be measured in various ways. When the type of errors is
substitution, the Hamming distance is the most natural to be considered. The Hamming weight
of a sequence x ∈ Z∗q , denoted by wt(x), is equal to the number of nonzero coordinates in x.
The Hamming distance between two sequences x, y ∈ Zn

q , denoted by dH(x, y), is the number
of coordinates in which x and y differ. In other words, dH(x, y) is the number of symbol-
substitution operations required to transform x into y. The Hamming distance is well known
to be a metric on Zn

q (also referred as the Hamming space), as it satisfies the three conditions
of a metric (i.e., coincidence, symmetry and the triangle inequality). Given a distance d on a
space V, the t-ball centered at x ∈ V is the set {y : d(x, y) ≤ t}. The t-sphere centered at
x ∈ V is the set {y : d(x, y) = t}. A code C ⊆ V is a subset of words from V. A related
concept is an anticode with diameter D which is a code in V for which the distance between
any two elements is at most D. Clearly, a t-ball is an anticode whose diameter is at most 2t.
The Hamming t-ball centered at x ∈ Zn

q will be denoted by Ht(x). For x ∈ Zn
q , the number

of words in the Hamming t-ball is a function of n, q and t. The number of such words is

|Ht(x)| =
t

∑
i=0

(
n
i

)
(q− 1)i. (3.1)

For an integer t, 0 ≤ t ≤ n, a sequence y ∈ Zn−t
q is a t-subsequence of x ∈ Zn

q if y
can be obtained from x by deleting t symbols from x. In other words, there exist n− t indices
1 ≤ i1 < i2 < · · · < in−t ≤ n such that y j = xi j , for all 1 ≤ j ≤ n− t. We say that y is a
subsequence of x if y is a t-subsequence of x for some t. Similarly, a sequence y ∈ Zn+t

q is a
t-supersequence of x ∈ Zn

q if x is a t-subsequence of y and y is a supersequence of x if y is a
t-supersequence of x for some t.

Definition 3.1. The deletion t-sphere centered at x ∈ Zn
q , Dt(x) ⊆ Zn−t

q , is the set of all t-
subsequences of x. The size of the largest deletion t-sphere in Zn

q is denoted by Dq(n, t). The
insertion t-sphere centered at x ∈ Zn

q , It(x) ⊆ Zn+t
q , is the set of all t-supersequences of x.

Let x ∈ Zn
q be a sequence. The size of the insertion t-sphere |It(x)| does not depend on x

for any 0 ≤ t ≤ n. To be exact, it was shown by Levenshtein [22] that

|It(x)| =
t

∑
i=0

(
n + t

i

)
(q− 1)i. (3.2)
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On the other hand, calculating the exact size of the deletion sphere is one of the more intriguing
problems when studying codes for deletions. Unlike substitution balls and insertions spheres,
not all deletion spheres are of the same size. That is, the size of the deletion sphere, |Dt(x)|,
depends on the choice of the sequence x. Let {σ1, . . . ,σq} be the symbols of Zq in some order
and let c(n) = (c1, c2, . . . , cn) be a sequence in Zn

q such that ci = σi for 1 ≤ i ≤ q and
ci = ci−q for i > q. It was shown in Hirschberg and Regnier [19] that c(n) has the largest
deletion t-sphere and its size is given by

Dq(n, t) = |Dt(c(n))| =
t

∑
i=0

(
n− t

i

)
Dq−1(t, t− i)

In particular, D2(n, t) = ∑
t
i=0 (

n−t
i ) and D3(n, t) = ∑

t
i=0 (

n−t
i )∑

t−i
j=0 (

i
j). The value D2(n, t)

also satisfies the following recursion

D2(n, t) = D2(n− 1, t) + D2(n− 2, t− 1),

where the values for the basic cases can be evaluated by D2(n, t) = ∑
t
i=0 (

n−t
i ).

Definition 3.2. A run is a maximal subsequence composed of consecutive identical symbols.
For a sequence x ∈ Zn

q , the number of runs in x is denoted by ρ(x).

Example 3.3. If x = 0000000 then ρ(x) = 1 since x has a single run of length 7 and for
y = 1120212 we have that ρ(y) = 6 since y has six runs, the first is of length two and the
others are of length one.

There are upper and lower bounds on the size of the deletion ball which depend on the
number of runs in the sequence. Namely, it was shown by Levenshtein [22] that(

ρ(x)− t + 1
t

)
≤ |Dt(x)| ≤

(
ρ(x) + t− 1

t

)
.

Later, the lower bound was improved in [19]:

t

∑
i=0

(
ρ(x)− t

i

)
≤ |Dt(x)| ≤

(
ρ(x) + t− 1

t

)
. (3.3)

Several more results on this value which take into account the number of runs appear in [24].
The Levenshtein distance between two words x, y ∈ Z∗q , denoted by dL(x, y), is the min-

imum number of insertions and deletions required to transform x into y. Similarly, for two
sequences x, y ∈ Z∗q , dE(x, y) denotes the edit distance between x and y, which is the mini-
mum number of insertions, deletions, and substitutions required to transform x into y.

Definition 3.4. Let t, n be integers such that 0 ≤ t ≤ n. For a sequence x ∈ Zn
q , the

Levenshtein t-ball centered at x ∈ Zn
q , L̂t(x), is defined by

L̂t(x) ≜ {y ∈ Z∗q : dL(x, y) ≤ t}.
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In case x, y ∈ Zn
q , for some integer n, the Fixed Length Levenshtein (FLL) distance be-

tween x and y, dℓ(x, y), is the smallest t for which there exists a t-subsequence z ∈ Zn−t
q of

both x and y, i.e.

dℓ(x, y) = min{t′ : Dt′(x) ∩Dt′(y) ̸= ∅} = dL(x, y)
2

. (3.4)

In other words, t is the smallest integer for which there exists z ∈ Zn−t
q such that z ∈ Dt(x)

and y ∈ It(z). Note that if x, y ∈ Zn
q and x is obtained from y by t1 deletions and t2

insertions, then t1 = t2.

Definition 3.5. Let n, t be integers such that 0 ≤ t ≤ n. For a sequence x ∈ Zn
q , the FLL

t-ball centered at x ∈ Zn
q , Lt(x) ⊆ Zn

q , is defined by

Lt(x) ≜ {y ∈ Zn
q : dℓ(x, y) ≤ t}.

We say that a subsequence x[i, j] ≜ xixi+1 · · · x j is an alternating segment if x[i, j] is a
sequence of alternating distinct symbols σ ,σ ′ ∈ Zq. Note that x[i, j] is a maximal alternating
segment if x[i, j] is an alternating segment and x[i−1, j], x[i, j+1] are not. The number of maximal
alternating segments of a sequence x will be denoted by A(x).

Example 3.6. If x = 0000000 then A(x) = 7 since x has seven maximal alternating seg-
ments, each of length one, and for x = 1120212 we have that A(x) = 4 and the maximal
alternating segments are 1, 12, 202, 212.

The following formula to compute |L1(x)| as a function of ρ(x) and A(x) was given
in [30]

|L1(x)| = ρ(x) · (n(q− 1)− 1) + 2−
A(x)

∑
i=1

(si − 1)(si − 2)
2

, (3.5)

where si for 1 ≤ i ≤ A(x) denotes the length of the i-th maximal alternating segment of x.
Note that |L̂1(x)|, |L̂2(x)| can be deduced from equations (3.2), (3.3), (3.4), and (3.5),

since

L̂1(x) = D1(x) ∪ I1(x) ∪ {x},
L̂2(x) = L1(x) ∪D2(x) ∪ I2(x) ∪D1(x) ∪ I1(x),

and the length of the sequences in each ball is different which implies that the sets in these
unions are disjoint. However, not much is known about the size of the Levenshtein ball and the
FLL ball for arbitrary n, t and x ∈ Zn

q .
For x ∈ Z∗q , let |x| denote the length of x and for a set of indices I ⊆ [|x|], let xI denote

the projection of x on the ordered indices of I, which is the subsequence of x received by the
symbols in the entries of I. For a symbol σ ∈ Zq, σn denotes the sequence with n consecutive
σ’s.
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A word x is called a common supersequence (subsequence) of some sequences y1, . . . , yτ
if x is a supersequence (subsequence) of each one of these t words. The set of all shortest com-
mon supersequences of y1, . . . , yτ ∈ Z∗q is denoted by SCS(y1, . . . , yτ ) and SCS(y1, . . . , yτ )
is the length of the shortest common supersequence (SCS) of y1, . . . , yτ , that is,

SCS(y1, . . . , yτ ) = min
x∈SCS(y1 ,...,yτ )

{|x|}.

Similarly, LCS(y1, . . . , yτ ) is the set of all longest common subsequences of y1, . . . , yτ and
LCS(y1, . . . , yτ ) is the length of the longest common subsequence (LCS) of y1, . . . , yτ , that
is,

LCS(y1, . . . , yτ ) ≜ max
x∈LCS(y1 ,...,yτ )

{|x|}.

This definition implies the following well-known property.

Claim 3.7. For x1, x2 ∈ Zn
q , Dt(x1) ∩Dt(x2) = ∅ if and only if LCS(x1, x2) < n− t.

Combining (3.4) and Claim 3.7 implies the following result.

Corollary 3.8. If x1, x2 ∈ Zn
q then

LCS(x1, x2) = n− dℓ(x1, x2).

For two sequences x ∈ Zn
q and y ∈ Zm

q , the value of LCS(x, y) is given by the following
recursive formula [20]

LCS(x, y) =


0 n = 0 or m = 0
1 + LCS(x[1,n−1] , y[1,m−1]) xn = ym

max
{
LCS(x[1,n−1] , y), LCS(x, y[1,m−1])

}
otherwise

. (3.6)

A subset C ⊆ Zn
q is a t-deletion-correcting code (t-insertion-correcting code, respectively)

if for any two distinct codewords c, c′ ∈ C we have that Dt(c) ∩Dt(c′) = ∅
(It(c) ∩ It(c′) = ∅, respectively). Similarly, C is called a (t1, t2)-deletion-insertion-
correcting code if for any two distinct codewords c and c′ of the code C, we
have that DIt1 ,t2(c) ∩ DIt1 ,t2(c

′) = ∅, where DIt1 ,t2(x) is the set of all words that can
be obtained from x by t1 deletions and t2 insertions. Levenshtein [22] proved that C is a t-
deletion-correcting code if and only if C is a t-insertion-correcting code and if and only if C is
a (t1, t2)-deletion-insertion-correcting code for every t1, t2 such that t1 + t2 ≤ t. A straight-
forward generalization is the following result [11].

Lemma 3.9. For all t1, t2 ∈ N, if C ⊆ Zn
q is a (t1, t2)-deletion-insertion-correcting code, then

C is also a (t1 + t2)-deletion-correcting code.

Corollary 3.10. For C ⊆ Zn
q , the following statements are equivalent.

1) C is a (t1, t2)-deletion-insertion-correcting code.

2) C is a (t1 + t2)-deletion-correcting code.
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3) C is a (t1 + t2)-insertion-correcting code.

4) C is a (t′1, t′2)-deletion-insertion-correcting code for any t′1, t′2 such that

t′1 + t′2 = t1 + t2.

We further extend this result in the next lemma.

Lemma 3.11. A code C ∈ Zn
q is a (2t+ 1)-deletion-correcting code if and only if the following

two conditions are satisfied
• C is a (t, t)-deletion-insertion-correcting code

and also
• if exactly t + 1 FLL errors (i.e., t + 1 insertions and t + 1 deletions) occurred, then C can

detect these t + 1 FLL errors.

Proof. If C is a (2t + 1)-deletion-correcting code, then by definition for any c1, c2 ∈ C we
have that

D2t+1(c1) ∩D2t+1(c2) = ∅.

Therefore, by Claim 3.7 for any two distinct codewords c1, c2 ∈ C we have that

LCS(c1, c2) ≤ n− (2t + 1).

Hence, by Corollary 3.8, dℓ(c1, c2) ≥ 2(t + 1). Since the FLL metric is graphic, it follows
that C can correct up to t FLL errors and if exactly t + 1 FLL errors occurred it can detect
them.

For the other direction, assume that C is a (t, t)-deletion-insertion-correcting code and
if exactly t + 1 FLL errors occurred, then C can detect them. By Lemma 3.9, C is a (2t)-
deletion-correcting code which implies that D2t(c1) ∩D2t(c2) = ∅ for all c1, c2 ∈ C, and
hence by (3.4) we have that

∀c1, c2 ∈ C : dℓ(c1, c2) > 2t.

Let us assume to the contrary that there exist two codewords c1, c2 ∈ C such that dℓ(c1, c2) =
2t + 1. Since the FLL metric is a graphic metric, it follows that there exists a word y ∈ Zn

q
such that dℓ(c1, y) = t and dℓ(y, c2) = t + 1. Hence, if the received word is y, then the
submitted codeword can be either c1 (t errors) or c2 (t + 1 errors) which contradicts the fact
that in C up to t FLL errors can be corrected and exactly t + 1 FLL errors can be detected.
Hence,

∀c1, c2 ∈ C : dℓ(c1, c2) > 2t + 1,

and by definition, C can correct 2t + 1 deletions.

3.3 The Minimum Size of an FLL Ball

In this section, the explicit expression for the minimum size of an FLL t-ball of any radius t
is derived. Although this result is rather simple and straightforward, it is presented here for
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the completeness of the problems studied in the paper. Since changing the symbol in the i-th
position fromσ toσ ′ in any sequence x can be done by first deletingσ in the i-th position of x
and then inserting σ ′ in the same position of x, it follows that

∀x, y ∈ Zn
q : dH(x, y) ≥ dℓ(x, y).

Since y ∈ Ht(x) if and only if dH(x, y) ≤ t and y ∈ Lt(x) if and only if dℓ(x, y) ≤ t, the
following results are immediately implied.

Lemma 3.12. If n ≥ t ≥ 0 are integers and x ∈ Zn
q , thenHt(x) ⊆ Lt(x).

Corollary 3.13. For any two integers n ≥ t ≥ 0 and any sequence x ∈ Zn
q , |Ht(x)| ≤

|Lt(x)|.

Lemma 3.14. If n > t ≥ 0 are integers, then Ht(x) = Lt(x) if and only if x = σn for
σ ∈ Zq.

Proof. Assume first w.l.o.g. that x = 0n and let y ∈ Lt(x) be a sequence obtained from x by
at most t insertions and t deletions. Hence, wt(y) ≤ t and y ∈ Ht(x), which implies that
Lt(x) ⊆ Ht(x). Therefore, Lemma 3.12 implies thatHt(x) = Lt(x).

For the other direction, assume that Ht(x) = Lt(x) and let x ∈ Zn
q where x ̸= σn for

all σ ∈ Zq. Since by Lemma 3.12, Ht(x) ⊆ Lt(x), to complete the proof, it is sufficient to
show that there exists a sequence y ∈ Lt(x)\Ht(x). Denote x = (x1, x2, . . . , xn) and let i be
the smallest index for which xi ̸= xi+1. Let y be the sequence defined by

y ≜ (y1, y2, . . . , yi−1, xi+1, xi, yi+2, . . . , yn),

where y j ̸= x j for the first t − 1 indices (for which j /∈ {i, i + 1}) and y j = x j otherwise.
Clearly, y differs from x in t + 1 indices and therefore y /∈ Ht(x). On the other hand,
y can be obtained from x by first deleting xi and inserting it to the right of xi+1 and then
applying t− 1 deletions and t− 1 insertions whenever y j ̸= x j (where j /∈ {i, i + 1}). Thus,
y ∈ Lt(x)\Ht(x) which completes the proof.

The following simple corollary is a direct result of Corollary 3.13, Lemma 3.14 and (3.1).

Corollary 3.15. If n > t ≥ 0 and q > 1 are integers, then the size of the minimum FLL t-ball
is

min
x∈Zn

q

|Lt(x)| =
t

∑
i=0

(
n
i

)
(q− 1)i,

and the minimum is obtained only by the balls centered at x = σn for any σ ∈ Zq.

3.4 The Maximum FLL Balls with Radius One

The goal of this section is to compute the size of a ball with maximum size and its centre.
For this purpose it is required first to compute the size of a ball. The size of the FLL 1-ball
centered at x ∈ Zn

q was proved in [30] and given in (3.5). In the analysis of the maximum ball
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we distinguish between the binary case and the non-binary case. Surprisingly, the computation
of the non-binary case is not a generalization of the binary case. That is, the binary case is not a
special case of the non-binary case. Even more surprising is that the analysis of the non-binary
case is much simpler than the analysis of the binary case. Hence, we start with the analysis of
the non-binary case which is relatively simple.

3.4.1 The Non-Binary Case

By (3.5), the size of a ball with radius one centered at x depends on ρ(x), the number of runs
in x. For a given number of runs 1 ≤ r ≤ n, the size of a ball depends on the lengths of
the maximal alternating segments in x. The following lemma is an immediate consequence of
(3.5).

Lemma 3.16. If n > 0 and 1 ≤ r ≤ n, then

arg max
x∈Zn

q
ρ(x)=r

|L1(x)| = arg min
x∈Zn

q
ρ(x)=r

{
A(x)

∑
i=1

(si − 1)(si − 2)
2

}
.

Proof. Let x ∈ Zn
q be a sequence with exactly r runs. Since r(n(q− 1)− 1) + 2 is a constant

and
A(x)

∑
i=1

(si − 1)(si − 2)
2

≥ 0,

the claim follows immediately from (3.5).

Corollary 3.17. If n > 0 and 1 ≤ r ≤ n, then

max
x∈Zn

q
ρ(x)=r

|L1(x)| = r(n(q− 1)− 1) + 2− min
x∈Zn

q
ρ(x)=r

{
A(x)

∑
i=1

(si − 1)(si − 2)
2

}
.

Note that

A(x)

∑
i=1

(si − 1)(si − 2)
2

= 0 ⇐⇒ ∀1 ≤ i ≤ A(x) : si ∈ {1, 2}. (3.7)

The following claim is a straightforward result from the definitions of a run and an alternating
segment.

Lemma 3.18. Let n > 0 and let x ∈ Zn
q . For 1 ≤ i ≤ ρ(x), denote by ri the length of the

i-th run and by σi ∈ Zq the symbol of the i-th run. Then all the maximal alternating segments
of x have lengths at most two (si ≤ 2 for each i) if and only if for each 1 ≤ i ≤ ρ(x)− 2,
σi ̸= σi+2 or ri+1 > 1.

The maximum value of |L1(x)| for non-binary alphabet was given in [31] without a proof.
For q = 2 the value of |L1(x)| given in [31] without a proof is not accurate and we will give
the exact value with a complete proof.
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Theorem 3.19. For q > 2, the maximum FLL 1-balls are the balls centered at x ∈ Zn
q , such

that the number of runs in x is n (i.e., any two consecutive symbols are different) and xi ̸= xi+2
for all 1 ≤ i ≤ n− 2. In addition, the maximum size of an FLL 1-ball is,

max
x∈Zn

q

|L1(x)| = n2(q− 1)− n + 2.

Proof. Corollary 3.17 implies that

max
x∈Zn

q

|L1(x)| = max
r∈{1,...,n}

 max
x∈Zn

q
ρ(x)=r

|L1(x)|


= max

r∈{1,...,n}

r(n(q− 1)− 1) + 2− min
x∈Zn

q
ρ(x)=r

{
A(x)

∑
i=1

(si − 1)(si − 2)
2

}.

Clearly, r(n(q− 1)− 1) + 2 is maximized for r = n and therefore, using (3.7), we conclude
that maxx∈Zn

q
|L1(x)| can be obtained for each x ∈ Zn

q such that ρ(x) = n and si ≤ 2 for
each i. Note that σi = xi since r = n. By Lemma 3.18, it implies that xi ̸= xi+2 or ri+1 > 1
for each 1 ≤ i ≤ n− 2. Since q > 2, it follows that there exists such an assignment for the
symbols of each run such that xi ̸= xi+2 for each 1 ≤ i ≤ r− 2. It follows that

max
x∈Zn

q

|L1(x)| = n2(q− 1)− n + 2.

3.4.2 The Binary Case

The analysis to find the maximum ball for binary sequences is more difficult, since by definition
of a run, there is no sequence x with n runs such that xi ̸= xi+2 (see Theorem 3.19) for some i.
Note also that since in the binary case two maximal alternating segments cannot overlap it
holds that ∑

A(x)
i=1 si = n for any binary sequence x.

For a sequence x ∈ Zn
2 , the alternating segments profile of x is (s1, s2, . . . , sA(x)). Note

that each alternating segments profile defines exactly two binary sequences.

Lemma 3.20. If x ∈ Zn
2 then ρ(x) = n + 1− A(x).

Proof. Let x ∈ Zn
2 be a sequence and let x[i, j] and x[i′ , j′] be two consecutive maximal alter-

nating segments such that i < i′. Since x is a binary sequence, it follows that two maximal
alternating segments cannot overlap, and hence i′ = j + 1. Now, let α = A(x) and we con-
tinue to prove the claim of the lemma by induction onα for any given n ≥ 1. Forα = 1, there
is one maximal alternating segment whose length is clearly n which consists of alternating
symbols, i.e., there are ρ(x) = n runs as required. Assume the claim holds for anyα′ such that
1 ≤ α′ < α and let x ∈ Zn

2 be a sequence with exactly α maximal alternating segments. De-
note by x′ the sequence that is obtained from x by deleting its last maximal alternating segment
x′′. By the induction hypothesis

ρ(x′) = (n− sα) + 1− (α − 1) = n + 2− sα −α,
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where sα is the length of x′′. Clearly, the first symbol of x′′ is equal to the last symbol in x′.
Thus,

ρ(x) = ρ(x′x′′) = ρ(x′) + sα − 1
= n + 2− sα −α + sα − 1 = n + 1−α.

Notice that ρ(x) = n + 1 − A(x) does not hold for alphabet size q > 2. To clarify,
consider the sequences x1 = 0120, x2 = 0101 and x3 = 0102, each of the sequences has
four runs even though they differ in the number of maximal alternating segments; A(x1) = 3,
A(x2) = 1 and A(x3) = 2.

Definition 3.21. For a positive integer α, x(α) ∈ Zn
2 is an α-balanced sequence if A(x) = α

and si ∈ {⌈ n
α ⌉, ⌈

n
α ⌉ − 1} for all i ∈ {1, . . . ,α}.

Lemma 3.22. If n is a positive integer andα ∈ {1, . . . , n} then

arg max
x∈Zn

2
A(x)=α

|L1(x)| = {x ∈ Zn
2 : x is anα-balanced sequence}.

Proof. For a sequence x ∈ Zn
2 such that A(x) = α, Lemma 3.20 implies that ρ(x) = n + 1−

α. Hence, by Lemma 3.16,

arg max
x∈Zn

2
A(x)=α

|L1(x)| = arg min
x∈Zn

2
A(x)=α

α

∑
i=1

(si − 1)(si − 2)
2

= arg min
x∈Zn

2
A(x)=α

α

∑
i=1

(s2
i − 3si + 2)

= arg min
x∈Zn

2
A(x)=α

(
α

∑
i=1

s2
i − 3

α

∑
i=1

si + 2α

)

(a)
= arg min

x∈Zn
2

A(x)=α

(
α

∑
i=1

s2
i − 3n + 2α

)

= arg min
x∈Zn

2
A(x)=α

α

∑
i=1

s2
i ,

where (a) holds since alternating segments cannot overlap for binary sequences and therefore
∑
α
i=1 si = n.

Assume x ∈ Zn
2 is a sequence such that A(x) = α, (s1, . . . , sα) is the alternating segments

profile of x and ∑
α
i=1 s2

i is minimal among all sequences in Zn
2 . Assume to the contrary that
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x is not an α-balanced sequence. Then there exist indices i ̸= j such that si ≤
⌈ n
α

⌉
− 1 and

s j >
⌈ n
α

⌉
or there exist indices i ̸= j such that si <

⌈ n
α

⌉
− 1 and s j ≥

⌈ n
α

⌉
. Consider a

sequence x′ with the alternating segments profile (ν1, . . . ,να) where

νk =


si + 1 if k = i
s j − 1 if k = j
sk otherwise.

Therefore,
α

∑
k=1
ν2

k −
α

∑
k=1

s2
k =

α

∑
k=1

(
ν2

k − s2
k

)
= (ν2

i − s2
i ) + (ν2

j − s2
j )

=
(
(si + 1)2 − s2

i

)
+
(
(s j − 1)2 − s2

j

)
=
(

s2
i + 2si + 1− s2

i

)
+
(

s2
j − 2s j + 1− s2

j

)
= 2(si − s j + 1)

< 2
(⌈n
α

⌉
− 1−

⌈n
α

⌉
+ 1
)
= 0,

and hence ∑
α
k=1 ν

2
k < ∑

α
k=1 s2

k . This implies that if x is not an α-balanced sequence, then
∑
α
k=1 s2

k is not minimal, a contradiction. Thus,

arg max
x∈Zn

2
A(x)=α

|L1(x)| = arg min
x∈Zn

2
A(x)=α

α

∑
i=1

s2
i = {x ∈ Zn

2 : x is anα-balanced sequence}.

Lemma 3.23. Let x(α) be anα-balanced sequence of length n. Then,∣∣∣L1

(
x(α)

)∣∣∣ = (n + 1−α)(n− 1) + 2

− k
2

(⌈n
α

⌉
− 1
)(⌈n

α

⌉
− 2
)

− α − k
2

(⌈n
α

⌉
− 2
)(⌈n

α

⌉
− 3
)

,

where k ≡ n (mod α) and 1 ≤ k ≤ α.

Proof. By (3.5) we have that∣∣∣L1

(
x(α)

)∣∣∣ = ρ
(

x(α)
)
· (n− 1) + 2−

α

∑
i=1

(si − 1)(si − 2)
2

, (3.8)

and Lemma 3.20 implies that ρ
(

x(α)
)
= n + 1 −α. Let k be the number of entries in the

alternating segments profile of x(α) such that si = ⌈ n
α ⌉. Note further that ∑

α
i=1 si = n and

si ∈ {⌈ n
α ⌉, ⌈

n
α ⌉ − 1} for 1 ≤ i ≤ α. Hence,

k
⌈n
α

⌉
+ (α − k)

(⌈n
α

⌉
− 1
)
= n,
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which is equivalent to
k = n−α

(⌈n
α

⌉
− 1
)

.

Therefore, k is the value between 1 to α such that k ≡ n (mod α). Thus, by (3.8) we have
that

∣∣∣L1

(
x(α)

)∣∣∣ = (n + 1−α)(n− 1) + 2

− k
2

(⌈n
α

⌉
− 1
)(⌈n

α

⌉
− 2
)

− α − k
2

(⌈n
α

⌉
− 2
)(⌈n

α

⌉
− 3
)

.

By Lemma 3.22 we have that

max
x∈Zn

2

|L1(x)| = max
1≤α≤n

 max
x∈Zn

2
A(x)=α

|L1(x)|


= max

1≤α≤n

{∣∣∣L1

(
x(α)

)∣∣∣},

and the size
∣∣∣L1

(
x(α)

)∣∣∣ for 1 ≤ α ≤ n is given in Lemma 3.23. Hence, our goal is to find the
set

A ≜ arg max
1≤α≤n

{∣∣∣L1

(
x(α)

)∣∣∣},

i.e., for which values of α the maximum of |L1

(
x(α)

)
| is obtained. The answer for this

question is given in the following lemma whose proof can be found in the Appendix.

Lemma 3.24. Let x(α) be anα-balanced sequence of length n > 1. Then,∣∣∣L1

(
x(α)

)∣∣∣ > ∣∣∣L1

(
x(α−1)

)∣∣∣
if and only if n > 2(α − 1)α.

Theorem 3.25. If n is an integer, then

A = arg min
α∈N

{∣∣∣∣α − 1
2

√
1 + 2n

∣∣∣∣},

and the maximum FLL 1-balls are the balls centered at theα-balanced sequences of length n,
forα ∈ A. In addition, the size of the maximum FLL 1-balls is given by

max
x∈Zn

2

{|L1(x)|} = n2 − nα +α + 1

− k
2

(⌈n
α

⌉
− 1
)(⌈n

α

⌉
− 2
)

− α − k
2

(⌈n
α

⌉
− 2
)(⌈n

α

⌉
− 3
)

,
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where k ≡ n (mod α) and 1 ≤ k ≤ α.

Proof. Let n be a positive integer. By Lemma 3.22 we have that

max
x∈Zn

2

|L1(x)| = max
1≤α≤n

 max
x∈Zn

2
A(x)=α

|L1(x)|


= max

1≤α≤n

{∣∣∣L1

(
x(α)

)∣∣∣}.

If there exists an integerα, 1 ≤ α ≤ n such that n = 2(α − 1)α, then by Lemma 3.23,∣∣∣L1

(
x(α)

)∣∣∣ = ∣∣∣L1

(
x(α−1)

)∣∣∣.
Additionally, by Lemma 3.24, for n > 2(α − 1)α we have that∣∣∣L1

(
x(α)

)∣∣∣ > ∣∣∣L1

(
x(α−1)

)∣∣∣,
which implies that

∣∣∣L1

(
x(α)

)∣∣∣ is maximized forα∈{1, . . . , n} such that

2α(α + 1) ≥ n ≥ 2(α − 1)α. (3.9)

To find α we have to solve the two quadratic equations from (3.9). The solution for α must
satisfies both equations and hence − 1

2 +
√

1+2n
2 ≤ α ≤ 1

2 +
√

1+2n
2 . Namely, forα ∈ A,

max
x∈Zn

2

{|L1(x)|} =
∣∣∣L1

(
x(α)

)∣∣∣
The size of L1

(
x(α)

)
was derived in Lemma 3.23, which completes the proof.

Corollary 3.26. If n is an integer, then

max
x∈Zn

2

{|L1(x)|} = n2 −
√

2n
3
2 + O(n).

Proof. By Theorem 3.25 we have that maxx∈Zn
2
{|L1(x)|} =

∣∣∣L1

(
x(α)

)∣∣∣ forα =
[ 1

2

√
1 + 2n

]
.

By Lemma 3.23 we have that∣∣∣L1

(
x(α)

)∣∣∣ = (n + 1−α)(n− 1) + 2

− k
2

(⌈n
α

⌉
− 1
)(⌈n

α

⌉
− 2
)

− α − k
2

(⌈n
α

⌉
− 2
)(⌈n

α

⌉
− 3
)

.
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Notice that
1
2

(√
1 + 2n− 2

)
≤ α ≤ 1

2

(√
1 + 2n + 2

)
and hence,α =

√
1+2n

2 +ϵ1, where |ϵ1| ≤ 1. Similarly,

2n√
1 + 2n + 2

≤
⌈

2n√
1 + 2n + 2

⌉
≤
⌈n
α

⌉
≤
⌈

2n√
1 + 2n− 2

⌉
≤ 2n√

1 + 2n− 2
+ 1.

which implies that ⌈n
α

⌉
=

2n√
1 + 2n

+ϵ2,

where by simple calculation we can find that |ϵ2| ≤ 3. Thus,

max
x∈Zn

2

|L1(x)| = (n+1−α)(n−1)+2− k
2

(⌈ n
α

⌉
−1
)(⌈ n
α

⌉
− 2
)

− α − k
2

(⌈ n
α

⌉
− 2
)(⌈ n

α

⌉
− 3
)

= (n + 1−α)(n− 1) + 2− α
2

(⌈ n
α

⌉
− 2
)(⌈ n

α

⌉
− 3
)

− k
2

(⌈ n
α

⌉
− 2
)(⌈ n

α

⌉
− 1−

⌈ n
α

⌉
+ 3
)

= (n + 1−α)(n− 1) + 2− k
(⌈ n
α

⌉
− 2
)

− α
2

(⌈ n
α

⌉
− 2
)(⌈ n

α

⌉
− 3
)

= (n + 1−
√

1 + 2n
2

−ϵ1)(n− 1) + 2

− k
(

2n√
1 + 2n

+ϵ2 − 2
)

−
√

1+2n+2ϵ1

4

(
2n√
1+2n

+ϵ2 − 2
)(

2n√
1+2n

+ϵ2 − 3
)

= n2 + 1−
(√

1 + 2n
2

+ϵ1

)
(n− 1)

−
(

2n√
1+2n

+ϵ2−2
)(

k+
√

1+2n+2ϵ1

4

(
2n√
1+2n

+ϵ2−3
))

.

Note that 1 ≤ k ≤ α ≤ 1
2

(√
1 + 2n + 2

)
, which implies that

max
x∈Zn

2

|L1(x)| = n2 − n
√

1 + 2n
2

− n2
√

1 + 2n
+ O(n)

= n2 −
√

2n
3
2 + O(n).
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3.5 The Expected Size of an FLL 1-Ball

Let n and q > 1 be integers and let x ∈ Zn
q . By (3.5), for every x ∈ Zn

q , we have

|L1(x)| =ρ(x)(n(q− 1)− 1) + 2−
A(x)

∑
i=1

(si − 1)(si − 2)
2

=ρ(x)(nq− n− 1)+2− 1
2

A(x)

∑
i=1

s2
i +

3
2

A(x)

∑
i=1

si −A(x).

Thus, the average size of an FLL 1-ball, Ex∈Zn
q
[|L1(x)|], is

E
x∈Zn

q

[
ρ(x)(n(q− 1)− 1) + 2− 1

2

A(x)

∑
i=1

s2
i +

3
2

A(x)

∑
i=1

si−A(x)

]
. (3.10)

Based on (3.10) and the linearity of the expectation, in order to derive the expected size
of an FLL 1-ball, in the following lemmas and claims we analyze the expected values of
ρ(x), A(x), ∑

A(x)
i=1 si, and ∑

A(x)
i=1 s2

i .

Lemma 3.27. For any two integers n, q > 1,

E
x∈Zn

q

[
A(x)

∑
i=1

si

]
= n + (n− 2) · (q− 1)(q− 2)

q2 .

Proof. If x ∈ Zn
q , then by the definition of an alternating segment, we have that for each

1 ≤ i ≤ n, xi is contained in at least one maximal alternating segment and not more than two
maximal alternating segments. Hence,

A(x)

∑
i=1

si = n +ζ(x), (3.11)

where ζ(x) denotes the number of entries in x which are contained in exactly two alternating
segments. Define, for each 1 ≤ i ≤ n

ζi(x) ≜

{
1 xi is contained in two maximal alternating segments
0 otherwise

(3.12)

Thus,

E
x∈Zn

q

[
A(x)

∑
i=1

si

]
= n + E

x∈Zn
q

[ζ(x)] = n +
1
qn ∑

x∈Zn
q

ζ(x)

= n +
1
qn ∑

x∈Zn
q

n

∑
i=1
ζi(x)

= n +
1
qn

n

∑
i=1

∑
x∈Zn

q

ζi(x).
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Clearly, if i ∈ {1, n} then ζi(x) = 0 for all x ∈ Zn
q . Otherwise, ζi(x) = 1 if and only if

xi−1, xi and xi+1 are all different. Therefore, for 2 ≤ i ≤ n − 1, there are (q
3) · 3! distinct

ways to select values for xi−1, xi, and xi+1 and qn−3 distinct ways to select values for the other
entries of x. That is,

E
x∈Zn

q

[
A(x)

∑
i=1

si

]
= n +

1
qn

n

∑
i=1

∑
x∈Zn

q

ζi(x)

= n +
1
qn

n−1

∑
i=2

(
q
3

)
3!qn−3

= n + (n− 2) · (q− 1)(q− 2)
q2 .

Corollary 3.28. For q = 2, we have that

E
x∈Zn

2

[
A(x)

∑
i=1

si

]
= n.

Before we continue with the calculation of the other expected values, we define the differ-
ence vector, which will be used in the analysis to follow.

Definition 3.29. For a sequence x = (x1, . . . , xn) ∈ Zn
q , denote by x′ ∈ Zn−1

q the difference
vector of x, which is defined by

x′ ≜ (x2 − x1, x3 − x2, . . . , xn − xn−1).

Next, we study the expected size of A(x). We start by presenting a relation between A(x),
∑

A(x)
i=1 si, and the difference vector of x in the next claim.

Claim 3.30. For integers n and q > 1 and a sequence x ∈ Zn
q ,

A(x)

∑
i=1

si = n + A(x)− 1− Zeros(x′),

where Zeros(y) denotes the number of zeros in y.

Proof. By (3.11) we have that
A(x)

∑
i=1

si = n +ζ(x).

Since there are A(x) alternating segments, it follows that there are A(x) entries that start with
a maximal alternating segment. Denote this set of entries by Ind(x) and let Ind1(x) ⊆ Ind(x)
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be the set of entries i ∈ Ind(x) that are contained in exactly one maximal alternating segment.
This implies that

A(x)

∑
i=1

si = n + |Ind(x)| − |Ind1(x)|.

Clearly, 1 ∈ Ind1(x). For any other index i ∈ Ind(x), xi is contained in exactly one maximal
alternating segment if and only if xi = xi−1, i.e., x′i−1 = 0. Thus,

A(x)

∑
i=1

si = n + A(x)− 1− Zeros(x′).

Using the latter relation, Lemma 3.27 and the linearity of expectation, the expected value
of A(x) can be derived from the expected value of Zeros(x′), which is given in the next claim.

Claim 3.31. Given two integers n and q > 1, we have that

E
x∈Zn

q

[
Zeros(x′)

]
=

n− 1
q

.

Proof. By the definition of the difference vector, given y ∈ Zn−1
q , the sequence x ∈ Σn

q such
that x′ = y is defined uniquely by the selection of the first entry of x from Zq. Hence, we have
that for each y ∈ Zn−1

q there are exactly q sequences x ∈ Zn
q such that x′ = y. In other words,

the function f (x) = x′ is a q to 1 function. Define,

zeroi(y) ≜

{
1 if yi = 0
0 otherwise.

It follows that,

E
x∈Zn

q

[
Zeros(x′)

]
= E

y∈Zn−1
q

[Zeros(y)]

=
1

qn−1 ∑
y∈Zn−1

q

Zeros(y)

=
1

qn−1 ∑
y∈Zn−1

q

n−1

∑
i=1

zeroi(y)

=
1

qn−1

n−1

∑
i=1

∑
y∈Zn−1

q

zeroi(y).

For each i, the set {y ∈ Zn−1
q : yi = 0} is of size qn−1

q = qn−2. Thus,

E
x∈Zn

q

[
Zeros(x′)

]
=

1
qn−1

n−1

∑
i=1

∑
y∈Zn−1

q

zeroi(y)

=
1

qn−1 ·
n−1

∑
i=1

qn−2 =
n− 1

q
.
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By combining the results from Lemma 3.27 and Claims 3.30 and 3.31 we infer the follow-
ing result.

Corollary 3.32. For two integers n and q > 1, the average number of alternating segments of
a sequence x ∈ Zn

q is

E
x∈Zn

q

[A(x)] = 1 +
(n− 2)(q− 1)(q− 2)

q2 +
n− 1

q
,

and in particular for q = 2

E
x∈Zn

2

[A(x)] =
n + 1

2
.

Proof. For each q > 1 we have that

E
x∈Zn

q

[A(x)] = E
x∈Zn

q

[
A(x)

∑
i=1

si

]
+ E

x∈Zn
q

[
Zeros(x′)

]
− n + 1

(by Claim 3.30)

= n +
(n− 2)(q− 1)(q− 2)

q2 +
n− 1

q
− n + 1

(by Lemma 3.27 and Claim 3.31)

= 1 +
(n− 2)(q− 1)(q− 2)

q2 +
n− 1

q
.

When q = 2 the latter implies the claim.

The expected size of ρ(x) is given in the next lemma.

Lemma 3.33. For any two integers n and q > 1, the average number of runs in a sequence
x ∈ Zn

q is

E
x∈Zn

q

[ρ(x)] = n− n− 1
q

.

Proof. For a sequence x ∈ Zn
q , the number of runs in x is equal to the number of entries

which begin a run in x. Clearly, x1 is the beginning of the first run and by the definition of the
difference vector, we have that for each i, 2 ≤ i ≤ n, xi starts a run if and only if x′i−1 ̸= 0.
Thus,

ρ(x) = n− Zeros(x′),

and, by Claim 3.31,

E
x∈Zn

q

[ρ(x)] = n− E
x∈Zn

q

[
Zeros(x′)

]
= n− n− 1

q
.
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Considering (3.10), our current goal is to evaluate Ex∈Zn
q

[
∑

A(x)
i=1 s2

i

]
. Denote by χ(s) the

number of maximal alternating segments of length s over all the sequences x ∈ Zn
q , i.e.,

χ(s) = ∑
x∈Zn

q

|{1 ≤ i ≤ A(x) : si = s}|.

It holds that

E
x∈Zn

q

[
A(x)

∑
i=1

s2
i

]
=

1
qn ∑

x∈Zn
2

A(x)

∑
i=1

s2
i =

1
qn

n

∑
s=1

s2χ(s),

and the values of χ(s) for 1 ≤ s ≤ n are given in the following lemmas.

Lemma 3.34. If n and q > 1 are two positive integers then

χ(1) = 2qn−1 + (n− 2)qn−2.

Proof. Let us count the number of maximal alternating segments of length one over all the
sequences x ∈ Zn

q . Consider the following two cases:
Case 1 - If the alternating segment is at x1, we can choose the symbols of x1 in q different
ways. Since the alternating segment’s length is one, i.e., x1 = x2, it follows that the value of
x2 is determined. The symbols at x3, . . . , xn can be selected in qn−2 different ways. Therefore,
there are qn−1 distinct sequences with such an alternating segment. The same arguments hold
for an alternating segment at xn.
Case 2 - If the alternating segment is at index i, where 2 ≤ i ≤ n − 1, it must be that
xi−1 = xi = xi+1. The symbol at xi can be selected in q different ways and the symbols of
xi−1, xi+1 are fixed. In addition. we can set the symbols of x at indices j /∈ {i− 1, i, i + 1}
in qn−3 different ways. Therefore, there are qn−2 distinct sequences with such an alternating
segment.

Thus,
χ(1) = 2qn−1 + (n− 2)qn−2.

Lemma 3.35. For any two integers n and q > 1,

χ(n) = q(q− 1).

Proof. Any alternating segment of length n is defined by the first two symbols which must be
distinct (the rest of the symbols are determined by the first two symbols). There are q(q− 1)
different ways to select the first two symbols and hence the claim follows.

For 2 ≤ s ≤ n− 1 we need to consider whether the alternating segment overlaps with the
preceding or the succeeding segment, or not. To this end, we distinguish between the maximal
alternating segments of length s as follows

χ1(s) - The number of alternating segments that do not overlap with the preceding seg-
ment and the succeeding segments.
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χ2(s) - The number of alternating segments that overlap with the preceding segment and
the succeeding segments.

χ3(s) - The number of alternating segments that overlap only with the succeeding seg-
ment.

χ4(s) - The number of alternating segments that overlap only with the preceding seg-
ment.

Claim 3.36. If n, q > 1 are integers and 2 ≤ s ≤ n− 1 then,

1) χ1(s) = 2(q− 1)qn−s + (n− s− 1)(q− 1)qn−s−1.

2) χ2(s) = (n− s− 1)(q− 1)(q− 2)2qn−s−1.

3) χ3(s)=(q−1)(q−2)qn−s + (q−1)(q−2)(n−s−1)qn−s−1.

4) χ4(s)=(q−1)(q−2)qn−s + (q−1)(q−2)(n−s−1)qn−s−1.

Proof. 1) To count the number of maximal alternating segments of length s that do not
overlap with the preceding segment and the succeeding segment we distinguish two dis-
tinct cases.
Case 1 - If the alternating segment is at the beginning of the sequence, then there are
q(q− 1) distinct ways to select the symbols of the segment. The symbol after the seg-
ment is determined (and is equal to the last symbol of the discussed alternating segment)
in order to prevent an overlap and the other symbols can be chosen in qn−s−1 different
ways. Hence, the number of different sequences with such segments is (q− 1)qn−s. The
same arguments hold for an alternating segment at the end of the sequence.
Case 2 - If the alternating segment is not at the edges of the sequence, then there
are n − s − 1 possible positions to start the alternating segment, and q(q − 1) ways
to choose the two symbols of the alternating segment. The symbol preceding and the
symbol succeeding the alternating segment are determined. The other symbols can be
chosen in qn−s−2 distinct ways and hence the number of different alternating segments
is (n− s− 1)(q− 1)qn−s−1.

Thus,
χ1(s) = 2(q− 1)qn−s + (n− s− 1)(q− 1)qn−s−1.

2) A maximal alternating segment that overlaps with the preceding segment and the suc-
ceeding segment cannot be at the sequence edges. Hence, there are n− s− 1 possible
positions to start the alternating segment and the symbols of the segment can be chosen
in q(q− 1) different ways. In order to overlap with the preceding (succeeding, respec-
tively) segment, the symbol before (after, respectively) the segment must be different
from the two symbols of the segment. Therefore, there are (q− 2)2 options to choose
the symbol before and the symbol after the segment. In addition, the rest of the sequence
can be chosen in qn−s−2 different ways and hence

χ2(s) = (n− s− 1)(q− 1)(q− 2)2qn−s−1.
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3) Since the alternating segment must intersect with the succeeding segment, it cannot be
the last alternating segment, that is, the segment ends at index j < n. To count the num-
ber of maximal alternating segments of length s that overlap only with the succeeding
segment we consider two distinct cases.
Case 1 - If the alternating segment is at the beginning of the sequence then there are
q(q− 1) different ways to choose the symbols for it and the symbol after the segment
must be different from the two symbols of the alternating segment so there are (q− 2)
options to select it. The other symbols can be chosen in qn−s−1 different ways. Hence,
the number of different segments is (q− 1)(q− 2)qn−s.
Case 2 - If the alternating segment does not start at the beginning of the sequence, since
the segment ends at index j < n, it follows that there are (n− s− 1) possible locations
to start the segment. There are q(q − 1) different ways to select the symbols for the
alternating segment. The symbol before the alternating segment is determined in order
to prevent an overlap with the previous segment and the symbol after the segment must
be different from the two symbols of the alternating segment and hence there are (q− 2)
ways to choose it. The other symbols can be chosen in qn−s−2 different ways and hence
the number of different segments is qn−s−1(q− 1)(q− 2)(n− s− 1).
Thus,

χ3(s)=(q−1)(q−2)qn−s+(q−1)(q−2)(n−s−1)qn−s−1.

4) Clearly, the number of maximal alternating segments of length s that overlap only with
the succeeding segment is equal to the number alternating segments of length s that
overlap only with the preceding segment.

Lemma 3.37. In n, q > 1 are integers and 2 ≤ s ≤ n− 1 then

χ(s) = 2(q− 1)2qn−s + (n− s− 1)(q− 1)3qn−s−1.

Proof. By Claim 3.36,

χ(s) = χ1(s) + χ2(s) + χ3(s) + χ4(s)

= 2(q− 1)qn−s + (n− s− 1)(q− 1)qn−s−1

+ (n− s− 1)(q− 1)(q− 2)2qn−s−1

+ 2(q− 1)(q− 2)qn−s

+ 2(n− s− 1)(q− 1)(q− 2)qn−s−1

= 2(q− 1)2qn−s

+ (n− s− 1)(q−1)qn−s−1
(

1+(q− 2)2+2(q−2)
)

= 2(q− 1)2qn−s

+ (n− s− 1)(q− 1)qn−s−1
(

q2 − 2q + 1)
)

= 2(q− 1)2qn−s + (n− s− 1)(q− 1)3qn−s−1.
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Lemma 3.38. If n, q > 1 are integers then,

E
x∈Zn

q

[
A(x)

∑
i=1

s2
i

]
=

n(4q2 − 3q + 2)
q2 +

6q− 4
q2

− 4− 2
q− 1

(
1− 1

qn

)
.

Proof. We have that

E
x∈Zn

q

[
A(x)

∑
i=1

s2
i

]
=

1
qn ∑

x∈Zn
q

A(x)

∑
i=1

s2
i =

1
qn

n

∑
s=1

s2χ(s)

=
χ(1)

qn +
n2χ(n)

qn +
1
qn

n−1

∑
s=2

s2χ(s).

Let us first calculate ∑
n−1
s=2 s2χ(s). By Lemma 3.37,

n−1

∑
s=2

s2χ(s) =
n−1

∑
s=2

s2
(

2(q−1)2qn−s+(n−s−1)(q−1)3qn−s−1
)

= 2(q− 1)2
n−1

∑
s=2

s2qn−s

+ (q− 1)3
n−1

∑
s=2

(n− s− 1)s2qn−s−1.

It can be verified that

n−1

∑
s=2

s2χ(s) =
2q3−q3n2(q−1)2+qn(2− 2q(3 + q(2q− 3)))

(q− 1)q2

+
nqn(q− 1)(1 + q(4q− 3))

(q− 1)q2

and after rearranging the latter, we obtain that

n−1

∑
s=2

s2χ(s) = nqn−2(4q2 − 3q + 1)− n2q(q− 1)

− 2qn−2 · (2q− 1)(q2 − q + 1)
(q− 1)

+
2

q− 1
+ 2.
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Hence,

E
x∈Zn

q

[
A(x)

∑
i=1

s2
i

]
=
χ(1)

qn +
n2χ(n)

qn +
1
qn

n−1

∑
s=2

s2χ(s)

=
2qn−1 + (n− 2)qn−2

qn +
n2q(q− 1)

qn

+
nqn−2(4q2 − 3q + 1)

qn − n2q(q− 1)
qn

− 2qn−2· (2q− 1)(q2−q+1)
qn(q−1)

+
2

qn(q−1)
+

2
qn

=
n(4q2 − 3q + 2)

q2 +
2
q
− 2

q2

− 2(2q− 1)(q2 − q + 1)
q2(q− 1)

+
2

qn(q− 1)
+

2
qn

=
n(4q2 − 3q + 2)

q2 +
6q− 4

q2 − 4

− 2
q− 1

(
1− 1

qn

)
+

2
qn .

Theorem 3.39. If n, q > 1 are integers, then

E
x∈Zn

q

[|L1(x)|] = n2
(

q +
1
q
− 2
)
− n

q
− (q− 1)(q− 2)

q2

+ 3− 3
q
+

2
q2 +

qn − q
qn(q− 1)

.

Proof. By (3.10) we have that

E
x∈Zn

q
[|L1(x)|] = (nq− n− 1) E

x∈Zn
q
[ρ(x)] + 2

− 1
2

E
x∈Zn

q

[
A(x)

∑
i=1

s2
i

]
+

3
2

E
x∈Zn

q

[
A(x)

∑
i=1

si

]
− E

x∈Zn
q
[A(x)].
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Using Corollary 3.32 and Lemmas 3.27, 3.33, and 3.38 we infer that

E
x∈Zn

q

[|L1(x)|] = (nq− n− 1)
(

n− n− 1
q

)
+ 2

− 1
2

(
n(4q2−3q+2)

q2 +
6q−4

q2 − 4− 2
q−1

(
1− 1

qn

)
+

2
qn

)
+

3
2

(
n+(n−2) · (q−1)(q−2)

q2

)
− 1− (n− 2)(q− 1)(q− 2)

q2 − n− 1
q

= n2
(

q +
1
q
− 2
)
− n

q
− (q− 1)(q− 2)

q2 + 3− 3
q

+
2
q2 +

qn − q
qn(q− 1)

.

3.6 Binary Anticodes with Diameter One

Before presenting the analysis of the anticodes under the FLL metric, we state the following
lemma, which was proven in [43, Sections 3 and 5] and will be used in some of the proofs in
this section.

Lemma 3.40. If x, y ∈ Zn
2 are distinct words, then

|D1(x) ∩D1(y)| ≤ 2 and |I1(x) ∩ I1(y)| ≤ 2.

Definition 3.41. An anticode of diameter t in Zn
q is a subset A ⊆ Zn

q such that for any x, x′ ∈
A, dℓ(x, x′) ≤ t. We say thatA is a maximal anticode if there is no other anticode of diameter
t in Zn

q which contains A.

Next, we present tight lower and upper bounds on the size of maximal binary anticodes
of diameter one in the FLL metric. To prove these bounds we need some useful properties of
anticodes with diameter one in the FLL metric.

Lemma 3.42. If an anticodeA of diameter one contains three distinct words with the suffix 00
then there is at most one word in A with the suffix 01.

Proof. Let a, a′, a′′ ∈ A be three words with the suffix 00 and assume to the contrary that there
exist two distinct words b, b′ ∈ A with the suffix 01. Let y ∈ LCS(a, b); by Corollary 3.8
the length of y is n − 1 and since a ends with 00, y must end with 0 which implies that
y = b[1,n−1]. By the same arguments y ∈ LCS(b, a′) and y ∈ LCS(b, a′′). Similarly,

y′ = b′[1,n−1] ∈ LCS(b
′, a, a′, a′′).

Hence, a, a′, a′′ ∈ I1(y)∩ I1(y′) which is a contradiction to Lemma 3.40. Thus, A contains
at most one word with the suffix 01.
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Lemma 3.43. If an anticode A of diameter one contains three distinct words with the suffix
01, then there is at most one word in A with the suffix 00.

Proof. Let a, a′, a′′ ∈ A be three words with the suffix 01 and assume to the contrary that there
exist two distinct words b, b′ ∈ A with the suffix 00. For y ∈ LCS(a, b), by Corollary 3.8
the length of y is n − 1 and since b ends with 00, y must end with 0 which implies that
y = a[1,n−1]. By the same arguments y ∈ LCS(a, b′). Similarly,

y′ = a′[1,n−1] ∈ LCS(a′, b, b′)

y′′ = a′′[1,n−1] ∈ LCS(a′′, b, b′).

Hence, y, y′, y′′ ∈ D1(b)∩D1(b′) which is a contradiction to Lemma 3.40. Thus,A contains
at most one word with the suffix 00.

Lemma 3.44. LetA be an anticode of diameter one. If a, a′ ∈ A are two distinct words that
end with 00 and b, b′ ∈ A are two distinct words that end with 01, then a[1,n−1] ̸= b[1,n−1] or
a′[1,n−1] ̸= b′[1,n−1].

Proof. Assume to the contrary that there exist a, a′, b, b′ ∈ A such that a[1,n−1] = b[1,n−1] = y0
and a′[1,n−1] = b′[1,n−1] = y′0, a, a′ end with 00 and b, b′ end with 01. Let

a = a1 a2 . . . an−2 0 0 = y 0 0
a′ = a′1 a′2 . . . a′n−2 0 0 = y′ 0 0
b = a1 a2 . . . an−2 0 1 = y 0 1
b′ = a′1 a′2 . . . a′n−2 0 1 = y′ 0 1.

Notice that since the FLL distance between any two words inA is one, it follows that the Ham-
ming weight of any two words can differ by at most one, which implies that wt(y) = wt(y′)
(by considering the pairs a, b′ and a′, b). Clearly, y0 ∈ LCS(a′, b) which implies that a′ can
be obtained from b by deleting the last 1 of b and then inserting 0 into the LCS. Hence, there
exists an index 0 ≤ j ≤ n− 2 such that

a1a2 . . . a j0a j+1 . . . an−20 = a′1a′2 . . . a′ja
′
j+1 . . . a′n−200. (3.13)

Similarly, a can be obtained from b′, i.e., there exists an index 0 ≤ i ≤ n− 2 such that

a′1a′2 . . . a′i0a′i+1 . . . a′n−20 = a1a2 . . . aiai+1 . . . an−200. (3.14)

Assume w.l.o.g. that i ≤ j. Equation (3.13) implies that ar = ar′ for 1 ≤ r ≤ j. In addition,
an−2 = 0 by (3.13) and a′n−2 = 0 by (3.14). By assigning an−2 = a′n−2 = 0 into (3.13) and
(3.14) we obtain that an−3 = a′n−3 = 0. Repeating this process implies that ar = ar′ = 0 for
j + 1 ≤ r ≤ n− 2. Thus, we have that y = y′ which is a contradiction.

Definition 3.45. For an anticode A ⊆ Zn
2 , the puncturing of A in the n-th coordinate, A′, is

defined by
A′ ≜

{
a[1,n−1] : a ∈ A

}
.
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Lemma 3.46. LetA ⊆ Zn
2 be an anticode of diameter one. If the last symbol in all the words

in A is the same symbol σ ∈ Z2, then A′ is an anticode of diameter one and |A′| = |A|.

Proof. Let a, b ∈ A be two different words and let y ∈ LCS(a[1,n−1], b[1,n−1]). By (3.6),
LCS(a, b) ≤ |y|+ 1 and since dℓ(a, b) = 1, Corollary 3.8 implies that |y| ≥ n− 2 and that

dℓ(a[1,n−1], b[1,n−1]) ≤ 1.

Hence, A is an anticode of diameter one. Since any two distinct words a, b ∈ A end with the
symbol σ , it follows that a[1,n−1] ̸= b[1,n−1] and thus |A| = |A′|.

Lemma 3.47. Let A be an anticode of diameter one. If the suffix of each word in A is either
01 or 10, then A′ is an anticode of diameter one and |A′| = |A|.

Proof. Let a, b ∈ A be two different words and let y ∈ LCS(a[1,n−1], b[1,n−1]). By (3.6),
LCS(a, b) ≤ |y|+ 1 and since dℓ(a, b) = 1, it follows that |y| ≥ n− 2 and that

dℓ(a[1,n−1], b[1,n−1]) ≤ 1.

Hence, A′ is an anticode of diameter one. If a and b end with the same symbol σ ∈ {0, 1},
then a[1,n−1] ̸= b[1,n−1]. Otherwise, one of the words has the suffix 01 and the other has the
suffix 10. That is, an−1 ̸= bn−1 and therefore a[1,n−1] ̸= b[1,n−1] and thus, |A′| = |A|.

3.6.1 Upper Bound

Theorem 3.48. Let n > 1 be an integer and let A ⊆ Zn
2 be a maximal anticode of diameter

one. Then, |A| ≤ n + 1, and there exists a maximal anticode with exactly n + 1 codewords.

Proof. Since two words x, y such that x ends with 00 and y ends with 11 are at FLL distance
at least 2, w.l.o.g. assume that A does not contain codewords that end with 11. It is easy
to verify that the theorem holds for n ∈ {2, 3, 4}. Assume that the theorem does not hold
and let n∗ > 4 be the smallest integer such that there exists an anticode A ⊆ Zn∗

2 such that
|A| = n∗ + 2. Since there are only three possible options for the last two symbols of code-
words inA (00, 01, or 10) and |A| ≥ 7, it follows that there exist three different codewords in
A with the same suffix of two symbols.
Case 1 - Assume x, y, z ∈ A are three different words with the suffix 00. By Lemma 3.42,
there exists at most one codeword in A with the suffix 01 and since A does not contain code-
words with the suffix 11, there exists at most one codeword in A that ends with the symbol 1.
That is, there exist at least n∗ + 1 codewords with 0 as the last symbol. Denote such a set with
n∗ + 1 codewords by A1. As a subset of the anticode A, A1 is also an anticode and hence by
Lemma 3.46, A′1 is an anticode of length n∗ − 1 and size n∗ + 1 which is a contradiction to
the minimality of n∗.
Case 2 - Assume x, y, z ∈ A are three different words with the suffix 01. By Lemma 3.43,
there exists at most one codeword in A with the suffix 00 and since A does not contain code-
words with the suffix 11 there exist n∗ + 1 codewords that end with either 01 or 10. Denote
this set of n∗ + 1 codewords as A1. As a subset of the anticode A, A1 is also an anticode
and hence by Lemma 3.47, A′1 is an anticode of length n∗ − 1 and size n∗ + 1 which is a
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contradiction to the minimality of n∗.
Case 3 - Assume x, y, z ∈ A are three different words with the suffix 10. By the previous two
cases, there exist at most two codewords in A with the suffix 00 and at most two codewords
with the suffix 01. Since there are no codewords with the suffix 11, it follows that the number
of words that end with 1 is at most two. If there exist at most one codeword in A that ends
with 1, then there are n∗ + 1 codewords in A that end with 0 and as in the first case, this leads
to a contradiction. Otherwise there are exactly two codewords in A with the suffix 01. If there
are less than two codewords with the suffix 00, then, the number of codewords with suffixes 01
and 10 is at least n∗ + 1 and similarly to Case 2, this is a contradiction to the minimality of n∗.
Hence, there exist exactly two codewords in A with the suffix 00. There are exactly n∗ − 2
codewords inA with the suffix 10 and two more codewords with the suffix 01. By Lemma 3.47
the words in A′ that were obtained from these n∗ codewords are all different and have FLL
distance one from each other. In addition, by Lemma 3.44, the prefix of length n∗ − 1 of at
least one of the codewords that end with 00 is different from the prefixes of length n∗ − 1 of
the codewords that end with 01. This prefix also differs from the prefixes of the codewords
that end with 10. Therefore, A′ is an anticode with n∗ + 1 different codewords which is a
contradiction to the minimality of n∗.

Note that the set A = {a ∈ Zn
2 : wt(a) ≤ 1} is an anticode of diameter one with exactly

n + 1 codewords. Thus, the maximum size of an anticode of diameter one is n + 1.

3.6.2 Lower Bound

Theorem 3.49. Let n > 2 be a positive integer and let A ⊆ Zn
2 be a maximal anticode of

diameter one, then |A| ≥ 4 and there exists a maximal anticode with exactly 4 codewords.

Proof. For n = 3 the maximal anticodes are

A1 = {000, 001, 010, 100} A2 = {001, 010, 100, 101}
A3 = {001, 010, 011, 101} A4 = {010, 011, 101, 110}
A5 = {011, 101, 110, 111} A6 = {010, 100, 101, 110}

and all of them have size 4 = n + 1. Assume that the theorem does not hold and let n∗ > 3
be the smallest integer such that there exists a maximal anticode A ⊆ Zn∗

2 with less than four
codewords. For each x ∈ Zn∗

2 there exists a sequence y ∈ Zn∗
2 such that dℓ(x, y) = 1 and

hence |A| > 1. If A = {x, y} ⊆ Zn∗
2 by the definition of an anticode dℓ(x, y) = 1 and

LCS(x, y) = n− 1. For z ∈ LCS(x, y), by (3.2), the insertion ball of radius one centered at
z contains n∗− 1 > 2 codewords in addition to x and y and each of them can be added intoA.
Hence, A is an anticode of diameter one with three codewords. We will prove that there exists
a word that can be added into A which is a contradiction to the maximality ofA. Consider the
following cases:
Case 1 - If all the codewords in A have the same last symbol σ ∈ Z2, then by Lemma 3.46,
A′ ⊆ Zn∗−1

2 , is an anticode of diameter one that contains three codewords. Since n∗ is the
smallest integer for which there exists a maximal anticode with less than four codewords, A′
is not maximal. That is, there exists a word x′ ∈ Zn∗−1

2 such that A′ ∪ {x′} is an anticode of
diameter one. It can be readily verified that x′σ /∈ A and that A ∪ {x′σ} is an anticode of
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diameter one which is a contradiction to the maximality of A.
Case 2 - If all the codewords in A have the same first symbol σ ∈ Z2 then a contradiction is
obtained by symmetrical arguments to those presented in Case 1.
Case 3 - Assume all the words in A neither have the same first symbol nor the same last
symbol. Let |A| = {x, y, z} and assume w.l.o.g. that x and y are codewords that end with
0 and that z ends with 1. If |A′| = 3, then z[1,n∗−1] ̸= x[1,n∗−1] and z[1,n∗−1] ̸= y[1,n∗−1].
Hence the word z[1,n∗−1]0 is not in A and it is easy to verify that it has distance one from
each codeword in A, which is a contradiction. Otherwise, since x[1,n∗−1] ̸= y[1,n∗−1], it must
hold that z[1,n∗−1] is equal either to x[1,n∗−1] or to y[1,n∗−1]. Assume w.l.o.g. that z[1,n∗−1] =
x[1,n∗−1], then x and z have the same first symbol σ and hence y must begin with σ = 1−σ .
The three codewords can be described as follows:

x = σx2x3 . . . xn∗−10
y = σy2 y3 . . . yn∗−10
z = σx2x3 . . . xn∗−11.

Since y and z have different first and last symbols, their LCS must be equal to the suffix of
length n∗ − 1 of one word and to the prefix of length n∗ − 1 of the other word. If

z[1,n∗−1] = σa2a3 . . . an∗−1 ∈ LCS(y, z),

then z[1,n∗−1] is a common LCS of the three codewords x, y, and z and hence any word from
I1(z[1,n∗−1]) has distance one from all the words in A. Since, by (3.2),

|I1(z[1,n∗−1])| = n∗ + 1 ≥ 4,

there is a word different from x, y and z that can be added into A. In the other case,

σy2 y3 . . . yn∗−1 = y[1,n−1] = z[2,n]

= x2x3 . . . xn∗−11 ∈ LCS(y, z)

and hence the codewords x and z can be written as

x = σσy2 y3 . . . yn∗−20
z = σσy2 y3 . . . yn∗−2 yn∗−1

and the word
w = σσy2 y3 . . . yn∗−10

is a common SCS of x, y, and z. If ρ(w) > 3 then there is a word in D1(w) that is different
from x, y, and z that can be added intoA, which is again a contradiction. Otherwise, since the
first two symbols of w are different and the last two symbols are also different, it holds that
ρ(w) = 3. It is easy to verify that

A = {0 11 . . . 1︸ ︷︷ ︸
n∗−2 times

0, 0 11 . . . 1︸ ︷︷ ︸
n∗−1 times

, 11 . . . 1︸ ︷︷ ︸
n∗−1 times

0}
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and that 11 . . . 1︸ ︷︷ ︸
n∗−2 times

01 can be added into A, which is a contradiction to the minimality of A.

To see that the given bound is tight, one can simply consider the set of codewords that consist
from the binary representation of length n∗ of the numbers 2, 3, 5, 6 that is, the set

A = {0 . . . 0︸ ︷︷ ︸
n∗−3

010, 0 . . . 0︸ ︷︷ ︸
n∗−3

011, 0 . . . 0︸ ︷︷ ︸
n∗−3

101, 0 . . . 0︸ ︷︷ ︸
n∗−3

110}

and verify that it is indeed a maximal anticode of diameter one.

3.7 Conclusion

In this paper we studied the size of balls with radius one and the anticodes of diameter one
under the FLL metric. In particular we give explicit expressions for the maximum size of a
ball with radius one and the minimum size of a ball of any given radius in the FLL metric over
Zq. We also found the average size of a 1-ball in the FLL metric. Finally, we considered the
related concept of anticode in the FLL distance and we found that the maximum and minimum
size of a binary maximal anticode of diameter one are n + 1 and 4, respectively. The latter
can be extended to a non-binary alphabet and while the minimum size of a maximal anticode
with diameter one is 4 for any alphabet size q, the maximum size of a maximal anticode with
diameter one is n(q− 1) + 1. Recently, based on these results, G. Wang and Q. Wang [36]
extended the analysis of 1-FLL balls by proving that the size of the 1-FLL balls is highly
concentrated around its mean using Azuma’s inequality [1]. A future direction is to study the
maximum size of FLL balls for larger radii, and in particular for radius two. Based on a com-
puter search, it appears that the maximum balls are again centered at α-balanced sequences,
however, understanding the value ofα for this case is more challenging. For example,

• for n = 16, the maximum ball is centered at

x = 0101101001011010,

which is a 4-balanced sequence for which |L2(x)| = 4, 513.

• for n = 20, the maximum ball is centered at

x = 01010010100101001010,

which is a 4-balanced sequence for which |L2(x)| = 12, 759.

• for n = 25, the maximum ball is centered at

x = 0101001010010100101001010,

which is a 5-balanced sequence for which |L2(x)| = 35, 893.
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Appendix

Proof of Lemma 3.24

Let α > 1 be some integer and define diff ≜
∣∣∣L1

(
x(α)

)∣∣∣ − ∣∣∣L1

(
x(α−1)

)∣∣∣. We will prove

that diff > 0 if and only if n > 2α(α − 1) by proving that diff > 0 for any n > 2α(α − 1)
and that diff < 0 for any α < n < 2α(α − 1). Before we analyze each case we present
different expressions for

∣∣∣L1

(
x(α)

)∣∣∣ that will be in use within the proof. By Lemma 3.23, if n
is divisible byα, then∣∣∣L1

(
x(α)

)∣∣∣ = (n+1−α)(n−1) + 2− α
2

(n
α
− 1
)(n
α
− 2
)

= (n+1−α)(n−1) + 2− n2

2α
+

3n
2
−α.

Otherwise when n is not divisible byα, we have that
⌈ n
α

⌉
= n−kα

α + 1 and hence, by Lemma 3.23,

∣∣∣L1

(
x(α)

)∣∣∣ = (n+1−α)(n−1)+2− kα
2

(⌈ n
α

⌉
− 1
)(⌈ n

α

⌉
− 2
)

− α − kα
2

(⌈ n
α

⌉
− 2
)(⌈ n

α

⌉
− 3
)

= (n+1−α)(n−1)+2− kα
2

(
n− kα
α

)(
n− kα
α
−1
)

− α − kα
2

(
n− kα
α

− 1
)(

n− kα
α

− 2
)

= (n + 1−α)(n− 1) + 2

− kα
2

(
n− kα
α

− 1
)(

n− kα
α

− n− kα
α

+ 2
)

− α
2

(
n− kα
α

− 1
)(

n− kα
α

− 2
)

= (n + 1−α)(n− 1) + 2− kα

(
n− kα
α

− 1
)

− α
2

(
n− kα
α

− 1
)(

n− kα
α

− 2
)

= (n+1−α)(n−1)+2−
(

n−kα
α
−1
)(

kα+
n−kα

2
−α
)

= (n+1−α)(n−1)+2− (n− kα−α)(n+kα−2α)
2α

= (n+1−α)(n−1)+2− n2

2α
+

3n
2

+
k2
α

2α
− kα

2
−α.

Hence, by abuse of notation, if we let 0 ≤ kα ≤ α − 1 we have that∣∣∣L1

(
x(α)

)∣∣∣ = (n+1−α)(n−1)+2− n2

2α
+

3n
2
+

k2
α

2α
− kα

2
−α,
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which implies that

diff = (n + 1−α)(n− 1) + 2− n2

2α
+

3n
2

+
k2
α

2α
− kα

2
−α

− (n + 1− (α − 1))(n− 1)− 2 +
n2

2(α − 1)
− 3n

2

−
k2
α−1

2(α − 1)
+

kα−1

2
+α − 1

= −n + n2
(

1
2(α − 1)

− 1
2α

)
+

(
k2
α

2α
− kα

2

)
+

(
kα−1

2
−

k2
α−1

2(α − 1)

)

=
n2

2α(α − 1)
− n+

(
k2
α

2α
− kα

2

)
+

(
kα−1

2
−

k2
α−1

2(α − 1)

)
.

Let us consider the following distinct cases for the value of n.
Case 1 - If n = 2α(α − 1) then kα = kα−1 = 0 and

diff =
(2α(α − 1))2

2(α − 1)α
− 2α(α − 1) = 0.

Case 2 - If n = 2α(α − 1) + k for some integer 1 ≤ k ≤ α − 2 then we have that kα =
kα−1 = k and

diff =
n2

2α(α − 1)
− n +

(
k2

2α
− k

2

)
+

(
k
2
− k2

2(α − 1)

)
=

n2

2α(α − 1)
− n +

k2

2α
− k2

2(α − 1)

=
n2

2α(α − 1)
− n− k2

2α(α − 1)

=
(2α(α − 1) + k)2

2α(α − 1)
− 2α(α − 1)− k− k2

2α(α − 1)

= 2α(α−1)+2k+
k2

2α(α − 1)
−2α(α−1)−k− k2

2α(α−1)
= k > 0.

Case 3 - If n ≥ 2α(α − 1) +α − 1, then we first note that for any 0 ≤ kα−1 ≤ α − 2 we

have that
(

kα−1
2 −

k2
α−1

2(α−1)

)
≥ 0 and hence

diff =
n2

2α(α − 1)
− n +

(
k2
α

2α
− kα

2

)
+

(
kα−1

2
−

k2
α−1

2(α − 1)

)

≥ n2

2α(α − 1)
− n +

(
k2
α

2α
− kα

2

)
.
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Define f : [0,α− 1]→ R by f (x) ≜ x2

2α −
x
2 . It is easy to verify that f has a single minimum

point at x = α
2 . Hence,

k2
α

2α
− kα

2
= f (kα) ≥ f

(α
2

)
=

α2

4 · 2α −
α

2
= −α

8

and

diff ≥ n2

2α(α − 1)
− n− α

8
.

It holds that
n2

2α(α − 1)
− n− α

8
≥ 0

if and only if

n ≥ α(α − 1) +
1
2

√
4α4 − 7α3 + 3α2

= α(α − 1) +

√
α4 − 7

4
α3 +

3
4
α2

= α(α − 1) +α

√
α2 − 7

4
α +

3
4

= α(α − 1) +α

√(
α − 3

4

)
(α − 1).

Note that

α

√(
α − 3

4

)
(α − 1) < α

(
α − 3

4

)
,

and additionally, it can be verified that for anyα > 1,

2α(α − 1) + (α − 1) ≥ α(α − 1) +α
(
α − 3

4

)
,

and thus,

n ≥ 2α(α − 1) + (α − 1)

> α(α − 1) +α

√(
α − 3

4

)
(α − 1),

which implies that diff > 0.
Case 4 - If n = 2α(α− 1)− k for some integer 1 ≤ k ≤ α− 2 then we have that kα = α− k,
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kα−1 = α − 1− k, and thus

diff =
n2

2α(α − 1)
− n +

(
(α − k)2

2α
− α − k

2

)
+

(
α − 1− k

2
− (α − 1− k)2

2(α − 1)

)
=

n2

2α(α − 1)
− n +

α2

2α
− 2αk

2α
+

k2

2α

+
α − 1− k−α + k

2
− (α − 1)2

2(α − 1)

+
2(α − 1)k
2(α − 1)

− k2

2(α − 1)

=
n2

2α(α − 1)
− n +

α

2
− k +

k2

2α
− 1

2

− α − 1
2

+ k− k2

2(α − 1)

=
n2

2α(α − 1)
− n +

k2

2α
− k2

2(α − 1)

=
(2α(α − 1)−k)2

2α(α−1)
− 2α(α−1)+k+

k2

2α
− k2

2(α − 1)

= 2α(α − 1)− 2k +
k2

2α(α − 1)
− 2α(α − 1)

+ k− k2

2α(α − 1)
= −k < 0.

Case 5 - If α ≤ n ≤ 2α(α − 1)− (α − 1) then we first note that for any 0 ≤ kα ≤ α − 1
we have that

(
k2
α

2α −
kα
2

)
≤ 0 and hence

diff =
n2

2α(α − 1)
− n +

(
k2
α

2α
− kα

2

)
+

(
kα−1

2
−

k2
α−1

2(α − 1)

)

≤ n2

2α(α − 1)
− n +

(
kα−1

2
−

k2
α−1

2(α − 1)

)
.

Define f : [0,α − 2] → R by f (x) ≜ x
2 −

x2

2(α−1) . It can be verified that f has a single

maximum point at x = α−1
2 and hence

kα−1

2
−

k2
α−1

2(α − 1)
= f (kα−1) ≤ f

(
α − 1

2

)
=
α − 1

4
− (α − 1)2

8(α − 1)
=
α − 1

8
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and

diff ≤ n2

2α(α − 1)
− n +

α − 1
8

.

It holds that n2

2α(α−1) − n + α−1
8 ≤ 0 if and only if

α(α − 1)−
√

(α − 1)2α(4α − 1)
4

≤ n

≤ α(α − 1) +

√
(α − 1)2α(4α − 1)

4
.

Note that

α(α−1)−
√

(α−1)2α(4α−1)
4

= (α−1)

(
α−
√
α(4α−1)

4

)

= (α−1)

(
α−

√
α

(
α − 1

4

))

≤ (α−1)
(
α −

(
α − 1

4

))
≤ α − 1

4
,

and

α(α−1)+

√
(α−1)2α(4α−1)

4
= (α−1)

(
α+

√
α(4α−1)

4

)

= (α−1)

(
α+

√
α

(
α − 1

4

))

≥ (α−1)
(
α +

(
α − 1

4

))
= 2α(α − 1)− α − 1

4
,

and sinceα ≤ n ≤ 2α(α − 1)− (α − 1), we have that diff < 0 as required.

Since α is the number of alternating segments in a sequence of length n, it holds that
n ≥ α. In addition, Case 1 states that for n = 2α(α − 1) we have that diff = 0. Furthermore,
by combining the results from Case 2 and Case 3 we have that for any n > 2α(α− 1) the value
of diff is a positive number. Similarly Case 4 and Case 5 prove that for anyα ≤ n < 2α(α− 1)
the value of diff is negative. Thus,

diff ≥ 0 ⇐⇒ n ≥ 2α(α − 1).
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Chapter 4

The Intersection of Insertion and
Deletion Balls

Daniella Bar-Lev, Omer Sabary, Yotam Gershon, and Eitan Yaakobi

Abstract

This paper studies the intersections of insertion and deletion balls. The t-insertion, t-deletion
ball of a sequence x is the set of all sequences received by t insertions, deletions to x, re-
spectively. While the intersection of either deletion balls or insertion balls has been rigorously
studied before, the intersection of an insertion ball and a deletion ball has not been addressed
so far. We find the maximum intersection size of any two insertion and deletion balls in the
binary case. For the special case of one-insertion and one-deletion balls we find the inter-
section size for all pair of sequences. Then, we derive the largest and average values of this
intersection size. Lastly, we present an algorithm that efficiently computes the intersection of
any t1-insertion ball and t2-deletion ball.

4.1 Introduction

Studying the size of the deletion and insertion balls as well as their intersections is one of the
more intriguing combinatorial problems in the area of coding for synchronization channels.
The t-deletion ball of some sequence x is defined to be the set of all sequences that can be
derived from x by exactly t deletions. Similarly the t-insertion ball of x is the set of all words
that can be received by t insertions to x. While it is well known that the insertion balls are
regular, that is, the ball size does not depend on the center word x, the deletion balls sizes
indeed depend on the center x [9]. In particular, the minimum size of the deletion ball is
achieved when x consists of a single symbol, while the maximum size is received only for the
alternating words.

Studying the intersection of deletion and insertion balls [3,11,16] has several applications.
For example, the largest size of these intersections provide the solution for the sequence recon-
struction problem, which was first studied by Levenshtein [10, 11], for insertion and deletion
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channels. These largest sizes correspond to the required minimum number of channels when
transmitting a codeword over several deletion or insertion channels. These problems have also
connection to the generalized Gilbert-Varshamov bound [7], associative memories [8, 18], and
list decoding [4,12,17]. One of the motivations to specifically study the intersection of a dele-
tion ball together with an insertion ball originates from a recent problem that was addressed
in [13]. Assume a sequence x is transmitted over two channels, where the first introduces
deletions while the second only insertions. In order to find the list of all possible transmitted
sequences, it is necessary to find the intersection of the insertion ball of the first channel’s
output and the deletion ball of the second channel’s output. While significant progress has
been accomplished in studying the intersections of either deletion balls or insertion balls, to
the best of our knowledge there is no study that considers together the intersection of insertion
and deletion balls of two arbitrary words, which is the goal of this paper. Lastly, we note that
studying the intersection of insertion and deletion balls contributes also to studying the balls in
the Levenshtein metric and the intersection of these balls [1, 14, 15].

The rest of the paper is organized as follows. Section 4.2 presents the definitions used
throughout the paper, a necessary and sufficient condition for the intersection of an insertion
ball and a deletion ball to be nonempty, and the problems that will be solved in the paper. In
Section 4.3 we study the maximum size of a t1-insertion ball and a t2-deletion ball for the
binary case. Section 4.4 addresses the case of one-insertion and one-deletion balls. We find
the intersection size for all words y1 and y2 such that y1 is a subsequence of y2. Based on
this result we also derive the largest intersection size and the average size of this intersection.
Lastly, in Section 4.5 we present an efficient algorithm to compute the intersection of two
insertion and deletion balls. It is shown how to improve upon a naive solution, which computes
first the deletion and insertion balls of the two sequences and then find their intersection. Due
to the lack of space, some of the proofs in the paper are omitted.

4.2 Preliminaries and Problem Statement

Let Σq denote the set of integers {0, 1, . . . , q− 1} and for an integer n ≥ 0, let Σn
q be the set of

all sequences (words) of length n over the alphabet Σq. For a word x ∈ Σ∗q , let |x| denote the
length of x. For an integer t, 0 ≤ t ≤ n, a sequence y ∈ Σn−t

q is a t-subsequence of x ∈ Σn
q

if y can be obtained from x by deleting t symbols from x. That is, there exist n− t indices
1 ≤ i1 < i2 < · · · < in−t ≤ n such that y j = xi j , for all 1 ≤ j ≤ n− t. We say that y is a
subsequence of x if y is a t-subsequence of x for some t. Similarly, a sequence y ∈ Σn+t

q is a
t-supersequence of x ∈ Σn

q if x is a t-subsequence of y.
For a sequence x ∈ Σn

q , let x[i, j] be the subsequence xixi+1 · · · x j and for a set of indices
U ⊆ {1, . . . , n}, the sequence xU is the projection of x on the indices of U, which is the
subsequence of x received by the symbols in the entries of U. For x, y ∈ Σ∗q , the Levenshtein
distance between x and y, dL(x, y), is the smallest number of insertions and deletions that is
required to transform x into y.

Definition 4.1. The t-deletion ball centred at x ∈ Σn
q , Dt(x) ⊆ Σn−t

q , is the set of all t-
subsequences of x. The t-insertion ball centred at x ∈ Σn

q , It(x) ⊆ Σn+t
q , is the set of all

t-supersequences of x.
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For a sequence x ∈ Σn
q , a run of x is a maximal subsequence x[i, j] of identical symbols.

The number of runs in x is denoted by ρ(x). We say that x[i, j] is an alternating segment if
x[i, j] is a sequence of alternating distinct symbols σ ,σ ′ ∈ Σq. Note that x[i, j] is a maximal
alternating segment if x[i, j] is an alternating segment and x[i−1, j], x[i, j+1] are not. For example,
for x = 00110121, ρ(x) = 6 and the four maximal alternating segments are 0, 01, 101, 121.

In this work we study the insertion-deletion intersection problem. In this problem we let
y1, y2 ∈ Σ∗q and n ∈ N such that |y1| ≤ n ≤ |y2| and the goal is to find the set of all words
x ∈ Σn

q such that x is both, a supersequence of y1 and a subsequences of y2. That is, to find
the set

ID(y1, y2, n) ≜ In−|y1|(y1) ∩ D|y2|−n(y2).

The following lemma states a necessary and sufficient condition for ID(y1, y2, n) = ∅.

Lemma 4.2. Let y1, y2 ∈ Σ∗q , and let n be an integer such that |y1| ≤ n ≤ |y2|. Then,
ID(y1, y2, n) ̸= ∅ if and only if y1 is a subsequence of y2.

Proof. Let δ ≜ |y2| − |y1|. Since |y1| ≤ |y2|, we must perform at least δ insertions in
order to transform y1 into y2, and hence dL(y1, y2) ≥ δ. Assume dL(y1, y2) = δ then y1 is
obtained by deleting δ symbols from y2. That is, there exists a set of indices U ⊆ [|y2|] such
that |U| = δ and (y2)[|y2|]\U = y1. Let U′ ⊆ U be a set of indices such that |U′| = |y2| − n.
It can be easily verified that

(y2)[|y2|]\U′ ∈ ID(y1, y2, n)

and hence, ID(y1, y2, n) ̸= ∅.
For the other direction, assume dL(y1, y2) > δ and assume to the contrary that there exists

x ∈ Σn
q such that x ∈ ID(y1, y2, n). In this case, x can be obtained from y2 by |y2| − n

deletions and y1 can be obtained from x by n− |y1| deletions, which is a contradiction since
dL(y1, y2) > δ.

According to Lemma 4.2, it is assumed in the rest of the paper that y1 is a subsequence of
y2. The goal of this paper is to study the following problems.

Problem 4.1. Given integers n1 ≤ n ≤ n2, find the maximum intersection size, i.e.,

max
y1∈Σ

n1
q ,y2∈Σ

n2
q

|ID(y1, y2, n)|.

Problem 4.2. Given integers n1 ≤ n ≤ n2, find the expected intersection size for only
nonempty intersections,

E
y1∈Σ

n1
q ,y2∈Σ

n2
q

y1 is a subsequence of y2

[|ID(y1, y2, n)|].

Problem 4.3. Given y1, y2 ∈ Σ∗q and an integer n such that |y1| ≤ n ≤ |y2|, find the size of
ID(y1, y2, n).

Problem 4.4. Given y1, y2 ∈ Σ∗q and an integer n such that |y1| ≤ n ≤ |y2|, find efficient
algorithms to calculate the set ID(y1, y2, n).
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4.3 Maximal Intersection of Binary Insertion and Deletion Balls

In this section, we fully solve Problem 4.1 for the binary case, i.e., the case where y1 ∈ Σn1
2

and y2 ∈ Σn2
2 .

Theorem 4.3. For integers 0 ≤ t1 ≤ n, 0 ≤ t2, and q = 2 we have that

max
y1∈Σ

n−t1
2 ,y2∈Σ

n+t2
2

|ID(y1, y2, n)| =
min{t1 ,t2}

∑
i=0

(
n
i

)
.

Proof. Let y1 ∈ Σn−t1
q , y2 ∈ Σn+t2

q . If t1 ≥ t2, we have that

|ID(y1, y2, n)|= |It1(y1) ∩ Dt2(y2)| ≤ |Dt2(y2)| ≤
t2

∑
i=0

(
n
i

)
,

where the last inequality is proven in [5, 9]. To see that the upper bound is tight, let y2 be an
alternating segment of length n + t2 and let y1 be the word that is obtained by deleting the
last t1 + t2 symbols of y2. Note that y1 is an alternating segment of length n− t1. By [5],
|Dt2(y2)| = ∑

t2
i=0 (

n
i ). In addition, any deletion in any word can decrease the number of runs

by at most 2. Hence, for each x ∈ Dt2(y2), ρ(x) ≥ n + t2 − (t1 + t2) = n− t1. Note that
if the first symbol of x and y2 is different, then the latter inequality is strong. In this case it
is possible to show that we can delete t1 more bits in x in order to receive y1, that is, x is a
supersequence of y1 and hence x ∈ ID(y1, y2, n), which implies that

|ID(y1, y2, n)| =
t2

∑
i=0

(
n
i

)
.

The case t1 < t2 is proved in a similar way using the insertion ball of y1 in order to upper
bound the size of ID(y1, y2, n) (the size of the insertion ball is given in [9]).

4.4 The Intersection of 1-Deletion Ball and 1-Insertion Ball

This section is focused on Problem 4.3 and presents an explicit characterization of the inter-
section of 1-deletion and 1-insertion balls. Using these results, we solve Problems 4.1 and 4.4
for the case where the balls’ radius is one.

Since this section is focused on the specific case where y1 ∈ Σn−1
q , y2 ∈ Σn+1

q , and
dL(y1, y2) = 2, it holds that y1 can be obtained from y2 by exactly 2 deletions. The following
lemma states the possible options to receive y1 by 2 deletions from y2.

Lemma 4.4. y1 can be obtained from y2 either by deleting two symbols from the same run, or
by deleting them from two distinct runs, but not both.

The next definition will be used in characterizing the intersection size ID(y1, y2, n).
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Definition 4.5. LetR : Σn−1
q × Σn+1

q → {0, 1, 2} be defined as follows,

R(y1, y2) ≜


0 dL(y1, y2) > 2

1 dL(y1, y2) = 2 and y2
1−→ y1

2 dL(y1, y2) = 2 and y2
2−→ y1,

where y2
i−→ y1 denotes the case where y1 can be obtained from y2 by deletion(s) from i

run(s).

Lemma 4.2 states that ifR(y1, y2) = 0, then ID(y1, y2, n) = ∅. The size of ID(y1, y2, n)
whenR(y1, y2) = 1 is given in the following lemma.

Lemma 4.6. For y1 ∈ Σn−1
q , y2 ∈ Σn+1

q , ifR(y1, y2) = 1 then |ID(y1, y2, n)| = 1.

To analyze the case whereR(y1, y2) = 2 we need to consider whether y1 can be obtained
from y2 by deleting two consecutive runs or not. This will be done using the next definition.
Note that this definition will be used in Theorem 4.10, which is the main theorem of this
section.

Definition 4.7. LetA : Σn−1
q × Σn+1

q → {0, 1, . . . , n− 1} be defined as follows. If y1 can be
obtained from y2 by deleting two consecutive symbols and shortening a maximal alternating
segment of m symbols in y2 to a maximal alternating segment of m − 2 symbols in y1 then
A(y1, y2) = m− 2, and A(y1, y2) = 0 otherwise.

For example, let y1 = 010001011 and y2 = 01000101011. y1 can be obtained from
y2 by deleting two consecutive symbols in the highlighted maximal alternating segment and
hence A(y1, y2) = 6− 2 = 4.

Lemma 4.8. Let y1 ∈ Σn−1
q and y2 ∈ Σn+1

q be two words. If |ID(y1, y2, n)| > 2 then
A(y1, y2) > 0.

Proof. Let y1 ∈ Σn−1
q , y2 ∈ Σn+1

q be two words such that |ID(y1, y2, n)| > 2. Lemma 4.6
implies that R(y1, y2) = 2 and hence, there exist two indices i < j such that y1 is obtained
from y2 by deleting one symbol from the i-th run and one symbol from the j-th run of y2.
Assume that i is the smallest such integer and that j is the smallest integer with respect to i.
Let D1(y2) = {x1, x2, . . . , xρ(y2)

}, where xk denotes the word obtained by deleting a symbol
from the k-th run of y2. It is clear that xi, x j are always supersequences of y1, since x j is
obtained by lengthening the run in y1 corresponding to the i-th run in y2, and vice versa.
Since |ID(y1, y2, n)| > 2, there exists an index ℓ ̸= i, j such that xℓ is a supersequence of
y1. Note that the minimality of i implies that ℓ > i. For 1 ≤ k ≤ ρ(y2), let σk be the
symbol of the k-th run of y2 and rk is its length, i.e., y2 = σ r1

1 σ
r2
2 · · ·σ

rρ(y2)

ρ(y2)
. Assume to the

contrary that A(y1, y2) = 0. By definition, the symbols from the i-th and j-th runs are not
two consecutive symbols in a maximal alternating segment of length m ≥ 3 in y2. Hence, we
have the following distinct cases:
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Case 1: If i + 1 < j, then we have that

y1 = σ r1
1 · · ·σ

ri−1
i−1σ

ri−1
i σ

ri+1
i+1 · · ·σ

r j−1
j−1σ

r j−1
j σ

r j+1
j+1 · · ·σ

rρ(y2)

ρ(y2)
,

xℓ = σ
r1
1 · · ·σ

ri−1
i−1σ

ri
i · · ·σ

rℓ−1
ℓ · · ·σ

rρ(y2)

ρ(y2)
,

whereσ0 is defined to be the empty word. Since xℓ is a supersequence of y1, it can be verified
that y1 must be obtained from xℓ by deleting a symbol from the i-th run (with respect to the
order of runs in y2). Hence, y1 can be obtained from xi by deleting a symbol either from the
j-th or the ℓ-th run (with respect to their indices in y2). This implies that the j-th and the ℓ-th
run of y2 are combined to a single run in xi. Thus, we have that either j < i or ℓ < i which is
a contradiction.
Case 2: If i + 1 = j, then ℓ > i, j and we have that

y1 = σ r1
1 · · ·σ

ri−1
i−1σ

ri−1
i σ

ri+1−1
i+1 σ

ri+2
i+2 · · ·σ

rρ(y2)

ρ(y2)
,

xℓ = σ
r1
1 · · ·σ

ri−1
i−1σ

ri
i σ

ri+1
i+1 · · ·σ

rℓ−1
ℓ · · ·σ

rρ(y2)

ρ(y2)
.

Let us prove that y1 is obtained from xℓ by deleting a symbol from the i-th run (with respect
to the order of runs in y2) which is a contradiction by the same arguments as in the previous
case. If ri > 1 then clearly y1 is obtained from xℓ by deleting a symbol from the i-th run.
Otherwise, since A(y1, y2) = 0, we have that σi−1 ̸= σi+1. If ri+1 > 1 then again, y1 must
be obtained from xℓ by deleting a symbol from the i-th run. Otherwise, ri+1 = 1 which implies
that σi ̸= σi+2 and we have that

y1 = σ r1
1 · · ·σ

ri−1
i−1σ

ri+2
i+2 · · ·σ

rρ(y2)

ρ(y2)
,

xℓ = σ
r1
1 · · ·σ

ri−1
i−1σiσi+1 · · ·σ rℓ−1

ℓ · · ·σ
rρ(y2)

ρ(y2)
.

and sinceσi ̸= σi+2, we conclude again that y1 is obtained from xℓ by deleting a symbol from
the i-th run.

The last case for y1 and y2 is handled in the next lemma.

Lemma 4.9. Let y1 ∈ Σn−1
q and y2 ∈ Σn+1

q be two words. IfR(y1, y2) = 2 andA(y1, y2) =
m− 2 then ID(y1, y2, n) = m.

Proof. By definition, y1 can be obtained from y2 by deleting two consecutive symbols from a
maximal alternating segment of length m. Denote by j, j + 1, . . . , j + m− 1 the indices of the
runs that correspond to this maximal alternating segment. Let D1(y2) = {x1, x2, . . . , xρ(y2)

},
where xi is obtained from y2 by deleting one symbol from the i-th run of y2. It can be verified
that for any i ∈ { j, . . . , j + m− 1}, y1 can be obtained from xi by deleting a symbol from the
(i− 1)-th run or the (i + 1)-th run of xi (at least one of them is part of the maximal alternating
segment). Hence xi ∈ ID(y1, y2, n). Otherwise, i /∈ { j, . . . , j + m − 1}. Assume to the
contrary that xi is a supersequence of y1. By similar arguments to those presented in the proof
of Lemma 4.8, it can be concluded that one of the symbols in the i-th run of y2 is part of the
same alternating segment as the j-th run, which is a contradiction.
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Theorem 4.10. For any two words y1 ∈ Σn−1
q and y2 ∈ Σn+1

q , we have that

ID(y1, y2, n) = R(y1, y2) +A(y1, y2).

Proof. If dL(y1, y2) > 2 then by the definitions of R,A we have that ID(y1, y2, n) = 0.

Otherwise, by Lemma 4.4 it holds that either y2
1−→ y1 or y2

2−→ y1. If y2
1−→ y1 then by

Lemma 4.6, ID(y1, y2, n) = 1 and by the definitions ofR,A,

R(y1, y2) +A(y1, y2) = 1 + 0 = 1

Lastly, if y2
2−→ y1 then the result follows from Lemma 4.8 and Lemma 4.9.

Corollary 4.11. For any two integers n, q > 1 we have that

max
y1∈Σn−1

q ,y2∈Σn+1
q

|ID(y1, y2, n)| = n + 1,

and the maximum is obtained only when y1 and y2 are both alternating sequences consist from
the same symbols σ ,σ ′ ∈ Σq, and both start with σ .

Note that the latter corollary is a generalization of Theorem 4.3 for any q ≥ 2, where the
balls’ radius is one. Lastly, using Theorem 4.10, it is possible to calculate the expected size of
the set ID(y1, y2, n). The result is given in the next theorem.

Theorem 4.12. For any two integers n, q > 1 we have that

E
y1∈Σn−1

q ,y2∈Σn+1
q

y1 is a subsequence of y2

[|ID(y1, y2, n)|] =2− q
1 + (q− 1)(n + 1) + (q− 1)2(n+1

2 )
.

4.5 Efficient Algorithm Computing the Intersection of Insertion
and Deletion Balls

In this section, we address Problem 4.4 and present an efficient algorithm that given y1 ∈
Σn−t1

2 , y2 ∈ Σn+t2
2 , and n calculates |ID(y1, y2, n)|. A naive method to calculate this in-

tersection is to compute these two balls, i.e., It1(y1) and Dt2(y2), and then calculate their
intersection. However, since the calculation of the balls is done recursively, this approach
will introduce high complexity1. The algorithm described in this section is based on dynamic
programming, and hence works more efficiently.

The following additional definitions will be used throughout the section. A sequence x
is called a common subsequence of some words y1, . . . , yt if x is a subsequence of each
one of these t words. The set of all common subsequences of y1, . . . , yt is denoted by
CS(y1, . . . , yt) and LCS(y1, . . . , yt) denotes the length of the longest common subsequence

1since the size of In−|y1 |(y1) is Θ(|y1|n−|y1 |) and the largest size of D|y2 |−n(y2) is Θ(|y2||y2 |−n), the worst

case complexity of this solution is Θ(n|y2 |−|y1 |+1) = Θ(nt1+t2+1).
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(LCS) of y1, . . . , yt, that is, LCS(y1, . . . , yt) = maxx∈CS(y1 ,...,yt)
{|x|}. The set of all longest

common subsequences of y1, . . . , yt is denoted by LCS(y1, . . . , yt).
Let us denote by U (y1, y2) the set of index sets U such that the projection of y2 on the

index set U yields y1, that is,

U (y1, y2) = {U ⊆ [|y2|] : (y2)U = y1}.

We say that an index set U is a right-most index set of a sequence y if all the indices of U are
the right most indices in their run in y, i.e., for all i ∈ U, either i is the right most index of
its run in y, or i + 1 ∈ U. Furthermore, denote by Uright(y1, y2) ⊆ U (y1, y2) the set of all
right-most index sets of y2 in U (y1, y2)

2. We next show how to exhaustively and efficiently 3

scan all vectors in the set ID(y1, y2, n). This will be done by first considering the right-most
index sets of y2 such that the corresponding projections yields y1 and then complete them
with an arbitrary set of indices on the remaining set of indices to receive a length-n word in
ID(y1, y2, n).

Theorem 4.13. It holds that

ID(y1, y2, n) =
{
(y2)U∪V : U ∈ Uright(y1, y2), V ⊆ [|y2|]\U, |V| = n− |U|

}
.

Proof. Let U ∈ Uright(y1, y2). By definition, (y2)U = y1. Hence, y1 is a subsequence of
(y2)U∪V . In addition, since U ∪ V ⊆ [|y2|], y2 is a supersequence of (y2)U∪V . That is,
y2 can be obtained from (y2)U∪V by |y2| − |U ∩V| insertions and y1 can be obtained from
(y2)U∪V by |V| deletions. Namely, that is to say that (y2)U∪V ∈ ID(y1, y2, n).

For the other direction, let x ∈ ID(y1, y2, n) be a sequence. By definition, x is a subse-
quence of y2. Hence, there is a set of indices T ⊆ [|y2|] such that (y2)T = x. Let the number
of indices in T that are contained in the i-th run of y2 be denoted by T(i) and let T′ be the
index set that consists of the T(i) right-most indices of the i-th run of y2 for 1 ≤ i ≤ ρ(y2).
Then. it holds that (y2)T′ = x. In addition, since y1 is a subsequence of x = (y2)T′ , there is a
set of indices U ⊆ T′ such that (y2)U = y1. Since the indices in T′ are the right-most indices
of each run of y2, there is an index set U′ ⊆ T′ that consists of the U(i) right-most indices of
the i-th run of y2 for 1 ≤ i ≤ ρ(y2) and satisfies (y2)U′ = y1. That is, U′ ∈ Uright(y1, y2)
and for V = T′\U′ we have that (y2)U′∪V = (y2)T′ = x.

Using Theorem 4.13 we have the following algorithm for the calculation of the intersection
ID(y1, y2, n),

Notice that replacing any index in j ∈ V with an index j′ ∈ [|y2|]\(U ∪V) from the
same run of y2 has no affect on (y2)U∪V . That is, (y2)U∪V = (y2)U∪(V\{ j})∪ j′ for any two
indices j, j′ /∈ U such that j ∈ V, j′ /∈ V and j, j′ belong to the same run in y2. Hence, in the

2Not to be confused with the right canonical embedding (also called canonical embedding) presented in [2].
The right canonical embedding is defined as the embedding that consists of the largest possible indices, and note
that the canonical embedding is unique.

3It is possible to show that the expectation of |Uright| is upper bounded by O(nmin{t1 ,t2}). Therefore, for fixed

values of t1 and t2, the average time complexity of Algorithm 1 is O(nmin{t1 ,t2}).
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Algorithm 1: ID(y1, y2, n)
Input: y1, y2, n
Output: ID(y1, y2, n)
Calculate Uright(y1, y2)
Set S = ∅
for each U ∈ Uright(y1, y2) do

for each V ⊆ [|y2|]\U such that |V| = n− |U| do
Calculate x = (y2)U∪V
Set S = S ∪ {x}

end
end
return S

second for loop of Algorithm 1, it is sufficient to iterate only over indices sets V that differ in
the number of indices from the same run.

It is left to calculate the sets of index sets Uright(y1, y2). The algorithm to calculate
Uright(y1, y2) is based on the dynamic programming implementation of the LCS problem [6],
which is shortly explained next. Given two words x, y, let LCS(i, j) denote the length of
the LCS of x[i] and y[ j]. The length of the LCS of x and y is given by LCS(|x|, |y|) and is
computed using the following recursive formula

LCS(i, j) =


0 i = 0 or j = 0
1 + LCS(i− 1, j− 1) x(i) = y( j)
max{LCS(i− 1, j), LCS(i, j− 1)} otherwise

The implementation of this computation is done using a (|x|+ 1)× (|y|+ 1) matrix, which is
referred as the dynamic programming table, where the j-th entry of the i-th row of the dynamic
programming table quals to LCS(i, j).

The calculation of the set of index sets in Uright(y1, y2) will also be done using the
(|y1|+ 1)× (|y2|+ 1) dynamic programming table. Observe that under the problem spec-
ifications, y1 is a subsequence of y2, and thus it holds that LCS(y1, y2) = {y1} and thus
LCS(|y1|, |y2|) = |y1|. Therefore, there exists at least one index set U such that (y2)U = y1.
However, in order to find all such right-most index sets, the idea is to search within the dynamic
programming table, in order to identify these index sets U which consist of only the right-most
indices of each run of y2 and satisfy (y2)U = y1.

In order to search such index sets U within the dynamic programming table in an efficient
way, we use some of its properties. First, note that the size of each such set U is |y1|. Let
U = {i1, i2, . . . , i|y1|}, since (y2)U = y1, the j-th entry of the i j-th column of the dynamic
programming table equals to j. By the above, the column that corresponds to the i j-th index
contains the value j in the j-th entry, and the i j-th index represents the appearance of the j-th
symbol of y1 in y2. Since each selected index i j corresponds to the j-th symbol of y1, which
corresponds to the j-th row of the dynamic programming table, the selection of i j allows us
to eliminate the j-th row of the dynamic programming table from the rest of the search. We
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choose the indices of U in a backward order, and by doing so each selection of index reduces
the number of rows by one in the matrix we need to search in the rest of the algorithm.

Before we present the explicit algorithm to compute the set Uright(y1, y2), let us introduce
a few data structures that will be used in the algorithm.

1) A two-dimensional array, called match, such that match(i, j) = 1 if y1[i] = y2[ j] and
otherwise 0.

2) A two-dimensional array LCS, which is the dynamic programming table of the LCS
algorithm.

3) A binary vector curr of length |y2|. The set of non-zero entries of curr correspond to the
indices in a set U ∈ Uright(y1, y2) in the current step of the search.

By using the above characterization, we design the following recursive procedure, presented in
Algorithm 2, in order to calculate the set Uright(y1, y2). Algorithm 2 is initially invoked with
the sequences y1 and y2, the indices i = |y1|, j = |y2|, and the all zero vector curr.

Algorithm 2: The calculation of Uright

Input: y1, y2, i, j and a pointer to curr
Uright = ∅
if i = 0 or j = 0 then
Uright ← {curr} ∪ Uright
return Uright

end
if LCS(i, j) < i then

return Uright

end
if match(i, j) = 1 and ( j = n or y2[ j] ̸= y2[ j− 1] or curr[ j] = 1) then

Set curr[ j− 1]← 1
Uright ← Uright ∪Algorithm 2(curr, y1, y2, i− 1, j− 1)
Set curr[ j− 1]← 0

end
if LCS(i, j− 1) = i then
Uright ← Uright ∪Algorithm 2(curr, y1, y2, i, j− 1)

end
return Uright.

The next example demonstrates the idea of Algorithm 2.

Example 4.14. Consider the example shown in Fig. 4.1, in which y1 = 0010 and
y2 = 000111010 and each table is the dynamic programming table. The four highlighted
columns in each table correspond to one set of indices U ∈ Uright.

Theorem 4.15. Let y1 and y2 be two sequences such that |y1| ≤ |y2|. The output of Algo-
rithm 2 is Uright(y1, y2) if y1 is a subsequence of y2, and is ∅ otherwise.
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Figure 4.1: An example of Algorithm 2 for y1 = 0010 and y2 = 000111010,
so LCS(y1, y2) = 4. The highlighted columns represent the right-most index sets
U ∈ Uright(y1, y2). More specifically, theses sets, ordered in a clockwise manner, are:
{3, 7, 8, 9}, {2, 3, 6, 9}, {2, 3, 8, 9}, {2, 3, 6, 7}.

Proof. Let Uright denote the output of Algorithm 2 for an input of y1 and y2, i.e.,

Uright = Algorithm 2(curr, y1, y2, |y1|, |y2|).

If y1 is not a subsequence of y2 it must be that 1 ≤ |y1|, and by the assumption, |y1| ≤ |y2|.
Thus, the first if condition does not hold. Also, it must be that LCS(|y1|, |y2|) < |y1|, so the
algorithm output is Uright = ∅.

Let us assume that y1 is a subsequence of y2. First, we will prove that
Uright ⊆ Uright(y1, y2). At the initialization i ≤ j and in each recursive call we can decrease
both i and j by one or only decrease j by one. Since the latter is possible only if

i = LCS(i, j− 1) ≤ min{i, j− 1} ≤ j− 1,

it holds that i ≤ j throughout the run of the algorithm. For convenience, we consider the vector
curr to be the index set U := { j | curr[ j− 1] = 1} it represents. An index set U is inserted to
Uright only when the first if condition holds, that is, only if i = 0 or j = 0 and since i ≤ j, that
is, whenever i = 0. By the definition of the algorithm, i and U can only be changed when the
third if condition holds. In this case, j is inserted to U and i and j are decreased by one. Thus,
if i = 0, U must contain |y1| indices j1, . . . , j|y1| and by the third condition each ji satisfies
(y1)i = (y2) ji . Therefore, each index set U in the output satisfies y1 = (y2)U which implies
that Uright ⊆ U (y1, y2).

Let U ∈ Urignt, and denote by j1 < j2 < · · · < j|y1| the indices in U. Since (y2)U = y1,
for 1 ≤ i ≤ |y1| it holds that (y2){ ji ,..., j|y1 |}

= (y1)[i : |y1|]. We will prove, by backward
induction that { j1, . . . , j|y1|} is a right-most index set. For i = |y1|, if j|y1| = |y2| it is
clearly a right-most index set. Otherwise, due to the fact that j|y1| was inserted into U in the
third if condition of the algorithm, it must be that (y2) j|y1 |

̸= (y2) j|y1 |+1 (it cannot be that
j|y1| + 1 ∈ U since U is empty). Thus, j|y1| is the right-most index in its run in y2 and
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n The Naive Algorithm Algorithm 1
50 1558 6.37
75 10449 6.79
100 44652 8.38
125 > 88000 9.46

Table 4.1: A comparison of the run time (in seconds) of Algorithm 1 and the naive algorithm
to compute ID(y1, y2, n).

{ j|y1|} is a right-most index set. Let us assume that { ji+1, . . . , j|y1|} is a right-most index.
Similarly to the base case, ji was inserted into U in the third if condition. Hence, it must be
that (y2) ji ̸= (y2) ji+1 or that ji + 1 ∈ U′ where U′ is the subset of U in the current step of
the algorithm. By the induction assumption { ji+1, . . . , j|y1|} is a right-most index set and if
(y2) ji ̸= (y2) ji+1, then ji is the right-most index in its run and { ji, ji+1, . . . , j|y1|} is also a
right-most index set. Otherwise, ji and ji + 1 belong to the same run of y2 and ji + 1 ∈ U′. By
the induction assumption all the indices that are greater than ji + 1 and belong to the same run
as ji + 1 are also in U′, that is, all the indices that are right to ji and at the same run are in U′

and { ji, ji+1, . . . , j|y1|} is a right-most index set by definition. We have proven that each index
set U ∈ Uright is a right-most index set, that is, we have proven that Uright ⊆ Uright(y1, y2).

To see that Uright(y1, y2) ⊆ Uright consider some index set U ∈ Uright(y1, y2) and let
j1 < · · · < j|y1| be the indices in U. Since U ∈ Uright(y1, y2), for each i and j ≥ ji we
have that LCS(i, j) = i, that is, the fourth condition holds. Consider the path that invokes the
first recursive call if and only if j = ji for some index 1 ≤ i ≤ |y1|, and invokes the second
recursive call otherwise. Since U is a right-most index set, one can easily verify that this is a
valid path of the algorithm that yields the index set U and append it to the algorithm output
Uright.

We used simulations to evaluate the performance of Algorithm 1. Our simulations worked
on 4 different values of n = {50, 75, 100, 125}. For each n, we created 5, 000 test cases
as follows. First, the values of t1 and t2 were generated according to the standard normal
distribution with mean µ = 4 and standard deviation of σ = 0.5. Next, y2 was selected
randomly from all the sequences of length n + t2. Then, t2 + t1 bits were selected randomly
and deleted from y2 to create y1. We then performed Algorithm 1 and the naive algorithm
(described in the begining of this section) to compute ID(y1, y2, n) and evaluated their run
time. Both algorithms were implemented in c ++ and performed on our server with Intel(R)
Xeon(R) CPU E5-2630 v3 2.40GHz. In all of the tests Algorithm 1 performed the computation
of ID(y1, y2, n) significantly faster and improve the speed of the naive algorithm by a factor of
more than 5, 000. The results of the tests are summarized in Table 4.1. Note that we performed
the comparison over relatively small values of the parameters due to the limitations of the naive
algorithm.
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Chapter 5

Adversarial Torn-Paper Codes

Daniella Bar-Lev, Sagi Marcovich, Eitan Yaakobi, and Y. Yehezkeally

Abstract

We study the adversarial torn-paper channel. This problem is motivated by applications in
DNA data storage where the DNA strands that carry information may break into smaller pieces
which are received out of order. Our model extends the previously researched probabilistic
setting to the worst-case. We develop code constructions for any parameters of the channel for
which non-vanishing asymptotic rate is possible and show our constructions achieve asymp-
totically optimal rate while allowing for efficient encoding and decoding. Finally, we extend
our results to related settings included multi-strand storage, presence of substitution errors, or
incomplete coverage.

5.1 Introduction

High density and extreme longevity make DNA an appealing medium for data storage, espe-
cially for archival purposes [4, 9, 10, 36]. Advances in DNA synthesis and sequencing tech-
nologies and recent proofs of concept [5, 9, 13, 16, 17, 25] have ignited active research into the
capacity and challenges of data storage in this medium.

An aspect of this medium is that typically only short DNA sequences may be read; in-
formation molecules are therefore broken up into pieces and then read out of order, such
as in shotgun sequencing [6, 14, 23, 27]. Multiple channel models have recently been sug-
gested and studied based on this property. An assumption of overlap in read substrings and
(near) uniform coverage leads to the problem of string reconstruction from substring com-
position [3, 6, 15, 22, 23, 29, 31]; on the contrary, assuming no overlap in read substrings
leads to the torn-paper problem [24, 26, 32], a problem closely related to the shuffling chan-
nel [18, 19, 30, 35]. This problem is motivated by DNA-based storage systems, where the
information is stored in synthesized strands of DNA molecules. However, during and after
synthesis, the DNA strands may break into smaller segments and due to the lack of ordering
among the strands in these systems, all broken segments can only be read out of order [32].
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Thus, the goal is to successfully retrieve the data from this collection of read segments of the
broken DNA strands.

In the torn-paper channel [26,32], also known as the chop-and-shuffle channel [24], a long
information string is segmented into non-overlapping substrings and their length has some
known distribution. The channel outputs an unordered collection of these substrings, preserv-
ing their left-to-right orientation. Given the lengths’ distribution, the goal is to determine the
channel capacity and devise efficient coding techniques. The geometric distribution was first
studied in [32], and later in [24] using the Varshamov-Tenengolts (VT) codes [34]. Subse-
quently, [26] considered almost arbitrary distributions while, additionally, extending the prob-
lem by introducing incomplete coverage, i.e., assuming some of the substrings are deleted with
some probability.

The torn-paper channel was studied so far only in the probabilistic setting. The goal of
this paper is to extend this channel to the worst case, referred to herein as the adversarial torn-
paper channel. Namely, it is assumed that an information string is adversarially segmented
into non-overlapping substrings, where the length of each substring is between Lmin and Lmax,
for some given Lmin and Lmax. We show that the capacity of this channel is determined by
Lmin, whereas the capacity of the probabilistic channel was shown to depend on the average
substring length; nevertheless, we choose this adversarial model here for ease of analysis, and
observe that under this setting the average substring length might indeed approach Lmin. For
further discussion of an average-restricted adversary, see Section 5.5.

We study the noiseless adversarial torn-paper channel for a single information string, as
well as multiple strings, which is motivated by DNA sequencing technologies where multiple
strings are sequenced simultaneously [8, 21, 28]. We also extend the model to either allow
for substitution errors affecting the information string prior to segmentation, or for incomplete
coverage due to deletion of several segments after the segmentation. In all cases we investigate
the values of Lmin and Lmax that permit codes with non-vanishing asymptotic rates, and de-
velop constructions of codes with efficient encoding and decoding algorithms, asymptotically
achieving optimal rates.

The rest of this paper is organized as follows. In Section 5.2, the definitions and nota-
tions that will be used throughout the paper are presented, as well as a lower bound on Lmin
required for the existence of codes for the adversarial torn-paper channel with non-vanishing
asymptotic rates. In Section 5.3 we first study the application of a known code construction to
the adversarial channel, and observe its limitations in that setting; then, we present the basic
construction used throughout the paper for the noiseless case of the single-strand adversar-
ial torn-paper channel, and extend it to the multi-strand case. In Section 5.4 we extend our
construction to two noisy settings, including substitution errors or incomplete coverage. We
conclude with a summary and remarks in Section 5.5.

5.2 Definitions and Preliminaries

Let Σ be a finite alphabet of size q. For convenience of presentation, we assume Σ is equipped
with a ring structure, and in particular identify elements 0, 1 ∈ Σ. For a positive integer n,
let [n] denote the set [n] ≜ {0, 1, . . . , n− 1}. Let Σ∗ denote the set of all finite strings over
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Σ. The length of a string x ∈ Σ∗ is denoted by |x|. We also denote, for x = (xi)i∈[n] ∈ Σn,
its support supp(x) ≜ {i ∈ [n] : xi ̸= 0}, and ∥x∥ ≜ |supp(x)|. For strings x, y ∈ Σ∗, we
denote their concatenation by x ◦ y. We say that v is a substring, or segment, of x if there
exist strings u, w (perhaps empty) such that x = u ◦ v ◦w. If |v| = ℓ, we specifically say
that v is an ℓ-substring (ℓ-segment) of x. If |u| = i then it is said that v is the substring
(similarly, ℓ-substring) of x at location i. We say that v appears cyclically in x, at location i,
if x = u ◦w and v is the substring of w ◦ u at location (i − |u|). For example, 010 is the
3-substring of 00101 at location 1, and also its 3-substring at location 3, where the latter is
a cyclic appearance. We avoid using the term index as it is reserved to elements of presented
constructions.

In our setting, information is stored in an unordered collection of strings over Σ; it might be
allowed for the same string to appear with multiplicity in the collection, which is encapsulated
in the following formal definition:

Xn,k ≜ {S = {{x0, . . . , xk−1}} : ∀i, xi ∈ Σn}.

Here, {{a, a, b, . . .}} denotes a multiset; i.e., elements appear with multiplicity (but no order).
Note that |Xn,k| = (k+qn−1

k ). It is assumed that a message S ∈ Xn,k is read by segmenting all
elements of S into non-overlapping substrings of lengths between some fixed values Lmin and
Lmax, and all segments are received, possibly with multiplicity, without order or information
on which element they originated from. More formally, a segmentation of the string x is a
multiset {{u0, u1, . . . , um−1}}, where x can be presented as x = u0 ◦ u1 ◦ · · · ◦ um−1. In case
Lmin ≤ |ui| ≤ Lmax for 0 ≤ i < m− 1 and |um−1| ≤ Lmax, then the segmentation is called
an (Lmin, Lmax)-segmentation. The set of all (Lmin, Lmax)-segmentations of x is denoted by
T Lmax

Lmin
(x) and is referred as the (Lmin, Lmax)-segmentation spectrum of x. For example,

T 3
2 (00101) =

{
{{001, 01}}, {{00, 101}}, {{00, 10, 1}}

}
.

These definitions are naturally extended for a multiset S ∈ Xn,k, so a segmentation of S is
a union (as a multiset) of segmentations of all the strings in S (and the same holds for an
(Lmin, Lmax)-segmentation), and T Lmax

Lmin
(S), the (Lmin, Lmax)-segmentation spectrum of S, is

the set of all (Lmin, Lmax)-segmentations of S.
Note that our channel model only restricts the length of the last segment to be at most

Lmax. Such a relaxation is motivated in applications where segmentation of the strings occurs
sequentially, so that it might happen that the last segment is shorter than Lmin, but not larger
than Lmax.

A code C ⊆ Xn,k is said to be an (Lmin, Lmax)-multistrand torn-paper code if for all
S, S′ ∈ C, S ̸= S′, it holds that all possible (Lmin, Lmax)-segmentations of S, S′ are distinct.
That is, T Lmax

Lmin
(S)∩T Lmax

Lmin
(S′) = ∅. For k = 1, we simply refer to (Lmin, Lmax)-single strand

torn-paper codes.
In case Lmin = Lmax = ℓ, then for convenience, we let Tℓ(x) ≜ T ℓ

ℓ (x) and Tℓ(S) ≜
T ℓ
ℓ (S) and note that in this case |Tℓ(x)| = |Tℓ(S)| = 1. For example, if

S = {{01010, 00101, 11101}}
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which may be thought of as a multiset, then

T2(S) =
{
{{01, 01, 0, 00, 10, 1, 11, 10, 1}}

}
.

Note that Tℓ(S) is only one possible channel output given input S. Nevertheless, TLmin(S) ⊆
T Lmax

Lmin
(S) for all S and Lmin ≤ Lmax, hence every (Lmin, Lmax)-multistrand torn-paper code

C ⊆ Xn,k satisfies

|C| ≤ |{TLmin(S) : S ∈ Xn,k}|. (5.1)

For all C ⊆ Xn,k we denote the rate, redundancy of C by R(C) ≜ log|C|
log|Xn,k |

, red(C) ≜

log|Xn,k| − log|C|, respectively. Throughout the paper, we use the base-q logarithms.
For two non-negative functions f , g of a common variable n, denoting L ≜ lim supn→∞ f (n)

g(n)

(in the wide sense, i.e., L = ∞ if f (n)
g(n) is unbounded) we say that f = on(g) if L = 0,

f = Ωn(g) if L > 0, f = On(g) if L < ∞, and f = ωn(g) if L = ∞. If f is not positive,
we say f = On(g) ( f = on(g)) if | f | = On(g)) (respectively, | f | = on(g)). We say that
f = Θn(g) if f = Ωn(g) and f = On(g). If clear from context, we omit the subscript from
aforementioned notations.

We conclude this section by observing a lower bound on the required segment length Lmin
for multi-strand torn-paper codes to achieve non-vanishing rates, and in particular rates ap-
proaching one.

Lemma 5.1. If log(k) = o(n) and Lmin = a log(nk) + Onk(1) for some a ≥ 1, then

log|Xn,k| − log|{TLmin(S) : S ∈ Xn,k}|

≥ nk
(

1
a
− a

log(k)
n
−O

(
log log(nk)

log(nk)

))
.

Proof. First, note that

|Xn,k| =
(

k + qn − 1
k

)
≥ qnk

k!
≥ qnk

kk ,

and hence log|Xn,k| ≥ (n− log(k))k. Next, since |{TLmin(S) : S ∈ Xn,k}| is monotonically
non-decreasing in n, we have that

|{TLmin(S) : S ∈ Xn,k}| ≤
(

k⌈n/Lmin⌉+ qLmin − 1
qLmin − 1

)
≤
(

k⌈n/Lmin⌉+ qLmin

qLmin

)
.

Now, for v ≥ u ≥ 0 we observe

log
(

u + v
u

)
≤ log

1
u!
(u + v)u ≤ u log

(
e
(

1 +
v
u

))
≤ u

((
1 +

u
v

)
log(e) + log

( v
u

))
≤ u

(
2 log(e) + log

( v
u

))
,
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where we used log(1 + x) ≤ log(e)
x + log(x). Setting u ≜ k⌈n/Lmin⌉ ≤ nk

Lmin
+ k and v ≜

qLmin = Θ((nk)a), we have v
u = Θ

(
(nk)a−1Lmin

)
= Θ

(
(nk)a−1 log(nk)

)
, and therefore

log
( v

u

)
= (a− 1) log(nk) + log log(nk) + O(1). We then conclude

log
∣∣{TLmin(S) : S ∈ Xn,k

}∣∣ ≤
(

nk
Lmin

+ k
)(

(a− 1) log(nk) + log log(nk) + O(1)
)

= (a− 1)
nk log(nk)

Lmin
+ k(a− 1) log(nk)

+

(
nk

Lmin
+ k
)
(log log(nk) + O(1))

= (a− 1)
nk log(nk)

Lmin
+ k(a− 1) log(nk) + O

(
nk log log(nk)

log(nk)

)
= nk

(
(a− 1)

log(nk)
Lmin

+ (a− 1)
log(k)

n

+ O
(

log(n)
n

)
+ O

(
log log(nk)

log(nk)

))
= nk

(
a− 1

a + O(1/ log(nk))
+ (a− 1)

log(k)
n

+ O
(

log log(nk)
log(nk)

))
= nk

(
a− 1

a
+ (a− 1)

log(k)
n

+ O
(

log log(nk)
log(nk)

))
which verifies the lemma’s statement.

We note that throughout this paper, we perform redundancy analysis to the second-most-
significant term, and retain the order or magnitude for the remainder; since proofs demonstrate
that this asymptotic notation does not in fact hide significant coefficients, we believe this rep-
resentation is faithful for the purpose of finite-length analysis, as well.

The implications of Lemma 5.1 are more clearly stated in the next corollary.

Corollary 5.2. Let C be any (Lmin, Lmax)-multistrand torn-paper code. Assuming log(k) =
o(n), if Lmin = (a + onk(1)) log(nk), for some a ≥ 1, then R(C) ≤ 1− 1

a + onk(1).

Proof. From (5.1) and Lemma 5.1 we have

R(C) ≤ log|{TLmin(S) : S ∈ Xn,k}|
log|Xn,k|

≤ 1− nk
log|Xn,k|

(
1
a
− a

log(k)
n
−O

(
log log(nk)

log(nk)

))
,

which, together with log|Xn,k| ≤ nk, justifies the claim.

5.3 Constructions of Torn-Paper Codes

In this section we study constructions of torn-paper codes, in context of the bound of Corol-
lary 5.2.
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5.3.1 Related Works: Pilot-Based Construction

An explicit and efficient coding scheme was presented in [32] for the probabilistic torn-paper
channel. Therein, it was argued that an indexing approach to coding is challenging due to the
a priori unknown locations of segmentation by the channel, hence this construction relied on
interleaving a pilot (or phase-detection sequence). We describe this scheme below to study its
performance in the adversarial channel.

Construction P. [32, Sec. VII] Fix an integer m > 1. Let n be a multiple of m, to be
determined later, and s an integer satisfying s ≥ log(n/m). Let p ∈ Σn/m be any (n/m)-
segment of a de Bruijn sequence [11] of order s, which we refer to as the pilot.

For x, y ∈ Σn/m, denote x ⊥s y if x, y have no common s-segment, i.e., if for all i, j ∈
[n/m− s + 1] it holds that x(i) ̸= y( j), where x(i) (y( j)) is the s-segment of x (respectively, y)

at location i (respectively, j). Then, we denote Op ≜
{

c ∈ Σn/m : c ⊥s p
}

.

For any code C ⊆ Σn/m, we construct a code Cpilot ⊆ Σn as follows: for every choice of
m− 1 elements

(
c j
)

j∈[m−1] ⊆ C ∩Op (allowing for repetition), we interleave a single symbol
from each p, c0, c1, . . . , cm−2, in order, to construct a codeword c ∈ Cpilot.

Example 5.3. Let q = 2, m = 2, n = 12, s = 3. We choose 00010111 as the binary de Bruijn
sequence of order s, and let p ≜ 000101 be its (n/m)-prefix. Then,

Op =
{

011100, 011110,

011111, 111100,

111110, 111111
}

.

Letting C ≜ Σ5, and for any choice of m− 1 = 1 element of C ∩ Op = Op, we interleave p
with that element to derive the code

Cpilot =
{

000101110010, 000101110110,

000101110111, 010101110010,

010101110110, 010101110111
}

.

Lemma 5.4. [32, Sec. VII-B] For all s ≥ log(n/m) it holds that Cpilot is an (ms, Lmax)-
single strand torn-paper code, for any Lmax ≥ ms.

Proof. We replicate the proof for completeness. Observe that every (ms)-segment u
of c ∈ Cpilot contains s consecutive symbols from each p, c0, c1, . . . , cm−2; since c j ⊥s p for
every j ∈ [m− 1], the s-segment of p can be uniquely identified. Since p is a segment of a
de Bruijn sequence of order s, the location in p of the observed segment can be deduced, and
hence the location of u in c can readily be obtained.

Example 5.5. Continuing Example 5.3, assume 010101110110 ∈ Cpilot is passed through
an adversarial torn-paper channel with Lmin = ms = 6 and, say, Lmax = 8. The received
segments are

010101, 110110.
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Taking the first segment, we decompose the two interleaved strings

c̄0 = 000, c̄1 = 111;

we identify c̄0 as the s-substring of p at location 0, implying that c̄1 is the substring of c0 at
location 0. Similarly, we decompose the second segment into

c̃0 = 101, c̃1 = 110;

since 101 is the s-substring of p at location 3, we also have that c̃1 is the substring of c0 at
location 3, i.e., c0 = 111110 ∈ Op, confirming 010101110110 ∈ Cpilot was the transmitted
sequence.

For the probabilistic channel studied in [32], C in Construction P was chosen to be an error-
correcting code. Note from the proof of Lemma 5.4 that in our chosen adversarial setting, this
is redundant; that element of the construction is preserved in our presentation to support the
discussion in Section 5.5 regarding alternate models.

Next, we turn to find the achievable rates of Construction P.

Corollary 5.6. R(Cpilot) =
(
1− 1

m

)
R(C ∩Op).

Proof. Observe that
∣∣Cpilot

∣∣ = ∣∣C ∩Op
∣∣m−1

= qn(1− 1
m ) log(|C∩Op|)/ n

m = qn(1− 1
m )R(C∩Op).

The following lemma was implied by [32, Sec. VII-A].

Lemma 5.7. For all C ⊆ Σn/m there exists z ∈ Σn/m such that

R
(
(z + C) ∩Op

)
≥ R(C)− (1− R(Op)),

where z + C ≜ {z + c : c ∈ C}.

Proof. Observe that

∑
z∈Σn/m

∣∣(z + C) ∩Op
∣∣ = ∑

z∈Σn/m
∑

c1∈C
c2∈Op

1z+c1=c2

= ∑
c1∈C

c2∈Op

∑
z∈Σn/m

1z=c2−c1

= ∑
c∈C

o∈Op

1 = |C| ·
∣∣Op

∣∣.
It follows from the pigeonhole principle that there exists z ∈ Σn/m such that∣∣(z + C) ∩Op

∣∣ ≥ q−n/m|C| ·
∣∣Op

∣∣,
which concludes the proof.
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In the rest of the section, it remains to analyze what values of s assure that 1− R(Op) =
on(1); we also discuss the implications of these available choices.

Lemma 5.8. [32, Sec. VII-A] If s ≜ ⌈(2 + δ) log(n/m)⌉ for some δ > 0, then, using
C ≜ Σn/m in Construction P,

R(Cpilot) ≥ 1− 1
m
− m− 1

n
· 1
(n/m)δ − 1

= 1− 1
m
− on(1).

Proof. Again, we replicate the proof here. Denote for a uniformly chosen c ∈ Σn/m the
event Ai, j that c(i) = p( j). Clearly Pr(Ai, j) = q−s; using the union bound, Pr(c ⊥s p) ≥
1− (n/m)2q−s ≥ 1− (n/m)−δ, i.e.,∣∣Op

∣∣ ≥ qn/m
(

1− (n/m)−δ
)

.

It follows from Corollary 5.6 that

R(Cpilot) =

(
1− 1

m

)
R(Op)

≥
(

1− 1
m

)(
1 +

m
n

log
(

1− (n/m)−δ
))

≥ 1− 1
m
− (m− 1)(n/m)−δ

n(1− (n/m)−δ)
.

Unfortunately, Lemma 5.8 doesn’t match the upper bound of Corollary 5.2; asymptotically,
it produces rate 1 − 2+δ

a , where a ≜ ms
log(n) . Further, the construction may only be applied

when a is (approximately) an even integer ≥ 4. The former can be remedied by replacing the
union bound in the analysis of [32, Sec. VII-A] with the Lovász local lemma [33] (similarly to
techniques used independently in [38] and [12]), as follows.

Lemma 5.9. Let s ≜ ⌈log(n/m) + log log(n/m) + log(3e)⌉. Then, using C ≜ Σn/m in
Construction P,

R(Cpilot) ≥
(

1− 1
m

)
·
(

1− log(e)
2 log(n/m)

)
= 1− 1

m
−O

(
1

log(n)

)
.

Proof. Denote for a uniformly chosen c ∈ Σn/m the event Ai, j that c(i) = p( j). Clearly
p ≜ Pr(Ai, j) = q−s, and Ai, j is jointly independent of

{
Ai′ , j′ : |i− i′| ≥ s

}
, i.e., all except

(n/m− s)(2s− 1)− 1 ≤ 2sn/m− 1 distinct events.
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For sufficiently large n, observe that

sq−s ≤ log(n/m) + log log(n/m) + log(3e)
(n/m) log(n/m)3e

=
m

2en
· 2

3

(
1 +

log log(n/m) + log(3e)
log(n/m)

)
<

m
2en

,

where the first inequality is justified by (s + r)q−(s+r) ≤ sq−s for r ≥ 0 and s ≥ log(e).
Rearranging, we have m ≥ 2epsn. Therefore, letting x ≜ ep

1+ep (hence, x
1−x = ep), and

recalling for all x ∈ (0, 1) that 1− x ≥ exp( −x
1−x ), we have

x(1− x)2sn/m−1 = ep(1− x)2sn/m

≥ p exp
(

1− 2epsn/m
)
> p.

It therefore follows from the local lemma that

Pr(c ⊥s p) ≥ (1− x)(n/m)2 ≥ exp
(
−ep(n/m)2

)
= e−e(n/m)2q−s ≥ e−n/2sm,

where again we used the fact that m ≥ 2epsn. That is,
∣∣Op

∣∣ ≥ qn/me−n/2sm =
(

qe−1/2s
)n/m

,
and

R(Op) ≥ 1− log(e)
2s

.

Hence, Corollary 5.6 concludes the proof.

Based on Lemma 5.9, Construction P achieves 1 − 1
a − on(1) rate, where a ≜ ms

log(n) ,
asymptotically matching the bound of Corollary 5.2. It also expands the values of a for which
the construction may be applied; however, unfortunately a is still restricted to be (approxi-
mately) an integer ≥ 2. Moreover, encoding Cpilot(n) involves a choice of p, and the authors
are not aware of a straightforward way to make this choice while optimizing R(Op); it fur-
ther requires encoding into (potentially, a sub-code of) Op, which is also, to the best of our
knowledge, not readily done in an efficient manner. To bridge that gap, we present in the next
section a construction based on an indexing approach, which can be applied for any a > 1,
asymptotically matching Corollary 5.2 for all choices.

5.3.2 Index-Based Construction

In this section, an index-based construction of single-strand torn-paper codes is presented and
is then extended for multiple strands.

It is assumed from here on out that Lmin = ⌈a log(n)⌉, for some a > 1 which is fixed
throughout this section. We propose the following construction of length-n (Lmin, Lmax)-
single strand torn-paper codes. The construction is based on the following components.
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Figure 5.1: Index generation

Definition 5.10. For an integer I, let (ci)i∈[qI ], ci ∈ ΣI be codewords of a q-ary Gray code,
in order. Denote by c′i the concatenation of ci with a single parity symbol (i.e., the sum of the
entries in c′i is zero). Further, denote by c′′i the result of inserting ‘1’s into c′i at every location
divisible by f (n) (since the locations of substrings start with 0, the first bit of c′′i is always

‘1’). The process is illustrated in Figure 5.1. Note that α ≜ |c′′i | =
⌈

f (n)
f (n)−1 (I + 1)

⌉
for all

i ∈ [qI ]. We refer to ci (or simply i) as an index in the construction and to c′′i as an encoded
index.

This index structure is motivated by the property indicated in the following lemma.

Lemma 5.11. Let c be anα-substring of c′′i ◦ c′′i+1, for some i ∈ [qI − 1]. Then i can uniquely
be recovered from c.

Proof. Since c′′i and c′′i+1 differ only at the parity symbol and one additional coordinate (which
corresponds to the only position where ci and ci+1 differ), c is either c′′i or a copy of c′′i+1 with
an erroneous parity symbol. To obtain i it suffices to distinguish these two cases, which may
be done by calculating the parity symbol of c′′; If the parity symbol is correct then i equals to
the decoding of c (with the Gray-code decoder), and otherwise i equals to the decoding of c
minus one.

Definition 5.12. Let f , N be integers. The Run-length limited (RLL) encoder ERLL
N receives

strings of length m(N) and returns strings of length N that do not contain zero runs of length
f . Constructions of such encoders can be taken from [20] or [37, Lem. 4].
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Algorithm 3: Encoder for Construction A

Input: x = (x0, x1, . . . , xKm(N)−1) ∈ ΣKm(N)

Output: EncA(x)
for i← 0 to K− 1 do

xi ← (xim(N), xim(N)+1, . . . , x(i+1)m(N)−1) // |xi| = m(N)

yi ← ERLL
N (xi) // yi contains no zero runs of length f (n)

zi ← c′′i ◦ 10 f (n)1 ◦ yi // |zi| = Lmin

end
zK ← c′′K ◦ 10 f (n)10N // |zK | = Lmin

z← z0 ◦ z1 ◦ · · · ◦ zK ◦ 0n mod Lmin // |z| = n
return z

Construction A. The main idea of the construction is that every codeword should constitute
a concatenation of length-Lmin segments with the following structure: an index, followed by
a marker, then encoded data. Let f (n) be any integer-valued function satisfying f (n) =
ω(1) and f (n) = o(log(n)) (see Theorem 5.18 for a choice optimizing the redundancy of
this construction). Further assume n ≥ Lmin ≥ α + f (n) + 2. Let I ≜ ⌈log(n/Lmin)⌉,
K ≜ ⌊n/Lmin⌋ − 1 and N ≜ Lmin −α − f (n) − 2. The constructed (Lmin, Lmax)-single
strand torn-paper code, denoted by CA(n), is defined by the encoder EncA : ΣKm(N) → Σn

in Algorithm 3, and illustrated in Figure 5.2.

In the rest of the paper, we call the strings xi (respectively, yi) in the constructions an
information block (encoded block); the strings 10 f (n)1 are called markers; finally, a string zi
will simply be referred to as a segment of z. Note that the last segment zK of z deliberately
does not contain data, to account for the possibility that a part of zK ◦ 0n mod Lmin might be
partitioned by an adversarial channel in such a way that it does not contain, at its suffix, a prefix
of an index. We observe that once the encoded blocks yi’s are obtained, encoding (including
the generation of the Gray code) then requires a number of operations linear in n. By [20, 37],
encoding each xi into yi may also be achieved with a linear number of operations. Hence, the
complexity of Construction A is linear with n.

Example 5.13. We demonstrate the operation of EncA. Let q = 2, n = 45, Lmin = 14,
f (n) = 2. For index generation, we utilize the binary Gray code (00, 01, 11, 10), whose
encoded indices are (in order)

(101010, 101111, 111110, 111011)

(observe α = 6). Let N = Lmin − f (n) − 2 − α = 4, and observe an encoder ERLL
N

exists with m(N) = 3, defined by the lexicographic ordering of the f (n)-run-length-limited
sequences of length N{

0101, 0110, 0111, 1010, 1011, 1101, 1110, 1111
}

.
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Figure 5.2: Illustration of Algorithm 3

Noting that K = 2, we demonstrate, e.g., the encoding of the information sequence 001110.
Observe, x0 = 001, x1 = 110, hence y0 = 0110, y1 = 1110. We then have

z0 = 101010 1001 0110
z1 = 101111 1001 1110
z2 = 111110 1001 0000,

and z = z0 ◦ z1 ◦ z2 ◦ 000.

Next, it is shown that the constructed code CA(n) is an (Lmin, Lmax)-single strand torn-
paper code.

Theorem 5.14. For all Lmax ≥ Lmin, CA(n) is an (Lmin, Lmax)-single strand torn-paper
code with a linear-run-time decoder.

The proof of Theorem 5.14 is carried by presenting an explicit decoder to CA(n) as follows.
Let z ∈ CA(n) and let z = u0 ◦ u1 ◦ · · · ◦ us−1 so that {{u0, u1, . . . , us−1}} is an (Lmin, Lmax)-
segmentation of z. The main task of the decoding algorithm is to successfully retrieve the loca-
tion within z of each of the s segments of the (Lmin, Lmax)-segmentation. For every segment
u j, j ∈ [s], the decoder first finds the location i such that the first (maybe partial) occurrence
of an encoded index in the segment u j is of c′′i (see below for a proof that this is possible).
Given i and the location of c′′i in u j, the location of the segment u j within z can be calculated.
Then, according to the location in z for each segment in the (Lmin, Lmax)-segmentation, one
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Algorithm 4: Index retrieval from a segment
Input: An L-segment u of a codeword of CA(n), where L ≥ Lmin.
Output: The index of u within z, Ind(u)
u′ ← the Lmin-length prefix of u
j← the starting index of the unique occurrence of 10 f (n)1 within u′; if none exists, of
the cyclic occurrence

c′′ ← the (cyclic)α-substring of u strictly preceding j
c′ ← the non-padded subsequence of c′′

c← the I-prefix of c′

Ind← the index of c in the Gray code
if the last symbol of c′ is not the parity of c then

Ind← Ind−1
end
return Ind

can simply concatenate the segments in the correct order to obtain the codeword z. Finally, by
removing the markers and the encoded indices and applying the RLL decoder for each of the
strings yi’s, the information string x is retrieved.

Consider the case where a segment u is a proper substring of the suffix of z of length
(n mod Lmin) + N + f (n), i.e., zK0n mod Lmin (note that this does not imply that u is itself a
suffix of z). Then, u does not intersect yi for any i ∈ [K], and may safely be discarded. We
see next that these cases may be identified efficiently.

Lemma 5.15. Let z ∈ CA(n) and let u be a proper substring of zK0n mod Lmin . If n is suffi-
ciently large (specifically, if (a− 1)⌈log(n)⌉ > 2 f (n) + 1), then this fact can efficiently be
identified.

Proof. Observe that either |u| < Lmin or u contains a suffix of ‘0’s of length at least

Lmin −α − f (n)− 1 ≥ (a− 1)⌈log(n)⌉ − f (n)− 1,

i.e., longer than f (n), which can easily be identified.

By Lemma 5.15, it is sufficient to retrieve the location of any segment which is not a sub-
string of the suffix of length (n mod Lmin) + N + f (n) of z. For any such u, the calculation
of the index i such that c′′i is the first (perhaps partial) occurrence of an encoded index within
u, is given in Algorithm 4.

Any L-segment u of z ∈ CA(n), such that L ≥ Lmin, contains at least part of one of the
encoded indices c′′i . If c′′i is the first encoded index to intersect u, we denote by Ind(u) ≜ i
the index of u. Note that this index does not depend on the information that was encoded in the
construction, but rather, only on the location of u in z. Algorithm 4 ensures that it is possible
to determine the index of every L-segment u of z, where L ≥ Lmin.

The correctness of Algorithm 4 follows from the next lemma.
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Lemma 5.16. Let z ∈ CA(n), L ≥ Lmin, and let u be an L-segment of z which is not a sub-
string of the suffix of length (n mod Lmin) + N + f (n) of z. Then, Algorithm 4 successfully
returns the index Ind(u) of u.

Proof. Let u be a substring of z and w.l.o.g. assume that |u| = Lmin. From the RLL encoding
of the strings xi’s, observe that u does not contain any occurrences of 10 f (n)1 except those
explicitly added to the encoded indices by Construction A. Since

∣∣z j
∣∣ = Lmin for all j, either u

contains an occurrence of 10 f (n)1 or it has a suffix-prefix pair whose concatenation is 10 f (n)1
(this follows from Construction A and the assumption that u does not begin with a proper
suffix of zK0n mod Lmin ). In both cases, we will show that the precise location of the (perhaps
incomplete) occurrence of c′′i in u can be deduced, for some i.

Let j be the (unique) location in u of the substring 10 f (n)1. If j ≥ α, then u contains a
complete occurrence of the encoded index c′′i , and so the index ci, and therefore i, are readily
obtained. Otherwise, j < α and let c′′ be the cyclic α-substring of u strictly preceding the
substring 10 f (n)1 which starts at location Lmin − (α− j). The substring c′′ is obtained by the
concatenation of the (α− j)-suffix of u with the j-prefix of u. The proof is now concluded by
Lemma 5.11.

We remark that the described procedure operates in run-time which is linear in the substring
length. In addition, if z can be reconstructed from its non-overlapping substrings, then the
strings yi’s are readily obtained, and x may be decoded (again, see [20,37]). These algorithms
also require a linear number of operations. This completes the proof of Theorem 5.14.

Example 5.17. We return to Example 5.13, to demonstrate the operation of Theorem 5.14.
Recall, for q = 2, n = 45, Lmin = 14, f (n) = 2, that we have constructed the following
codeword

z = 101010100101101011111001111011111010010000000.

Suppose that we receive the following (14, 20)-segmentation of z:

{{10101010010110101, 1111001111011111, 010010000000}}.

Note since |010010000000| = 12 < Lmin, it might readily be inferred that it is the suffix of z.
We therefore only need identify the locations of the other two segments.

• The segment 101010 1001 0110101 contains the marker 10 f (n)1 = 1001, and we
therefore conclude that 101010 (given α = 6) is an encoded-index, which as we recall
corresponds to the Gray-code element c0 = 00. It follows that y0 = 0110, and 101 is a
prefix of z1 (observe that the following segment of z1 could not have been immediately
identify, if more segments were received).

• Next, the segment 111 1001 111011111 also contains a marker, implying that 111 is the
suffix of c′′i , and 111 the prefix of c′′i+1. Concatenating, we have the index c′′ = 111111
and c′ = 11 1, which is an instance of c2 containing an erroneous parity symbol. Hence
we deduce i = 1, and y1 = 1110.
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Together, the decoding x0 = 001 and x1 = 110 may now be performed, reconstructing the
original information sequence.

Lastly, the redundancy of Construction A is analyzed.

Theorem 5.18. Using the RLL encoders of [20, 37] in Construction A, it holds that

red(CA(n)) ≤
n
a

(
1 +

f (n)
log(n)

+
1

f (n)− 1
+

9 + 2/( f (n)− 1)
log(n)

+
4a

q f (n)
+

2a2 + 2
n

)
=

n
a

(
1 + (1 + o(1))

(
f (n)

log(n)
+

1
f (n)

))
.

In particular, the redundancy is optimized for f (n) = (1 + o(1))
√

log(n), i.e.,

red(CA(n)) ≤
n
a

(
1 +

2 + o(1)√
log(n)

)
.

Proof. From Construction A, observe that

red(CA(n)) = (n mod Lmin) + Lmin + K(Lmin −m(N))

and

Lmin − N = α + f (n) + 2

=

⌈
f (n)

f (n)− 1
(I + 1)

⌉
+ f (n) + 2

≤ f (n)
f (n)− 1

(I + 1) + f (n) + 3

≤ f (n)
f (n)− 1

(log(n/Lmin) + 2) + f (n) + 3

≤ log(n) + f (n) +
log(n)

f (n)− 1
+ 5 +

2
f (n)− 1

.

Further, by [37, Lem. 4] one may efficiently encode x 7→ y such that N − m(N) ≤⌈ q
q−2 ·

N
q f (n)

⌉
(For q = 2 [20, Sec. III] showed N−m(N) ≤ 2

⌈
N/q f (n)−1

⌉
), and we shall use

the overly zealous upper bound N −m(N) ≤ 4N
q f (n) + 2 ≤ 4a log(n)

q f (n) + 4
q + 2 ≤ 4a log(n)

q f (n) + 4.
Finally, we get that

red(CA(n)) = K(Lmin −m(N)) + Lmin + (n mod Lmin)

≤ n
a log(n)

(
log(n) + f (n) +

log(n)
f (n)− 1

+ 9 +
2

f (n)− 1
+

4a log(n)
q f (n)

)
+ 2Lmin

≤ n
a

(
1 +

f (n)
log(n)

+
1

f (n)− 1
+

9 + 2/( f (n)− 1)
log(n)

+
4a

q f (n)
+

2a2 + 2
n

)
,
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which completes the proof of the first part. The second part follows by substitution of f (n) =
(1 + o(1))

√
log(n) into the former.

By Theorem 5.18 and Corollary 5.2, efficient encoding and decoding is possible at asymp-
totically optimal rates. In comparison to Construction P (by Lemma 5.9), Construction A
asymptotically achieves rate 1− 1

a − O
(

f (n)
log(n) +

1
f (n)

)
instead of 1− 1

⌈a⌉ − O
(

1
log(n)

)
, for

any channel parameter a > 1 (here, the integer value is used since Construction P must be
operated at m ≜ ⌈a⌉ to produce an (Lmin, Lmax)-torn-paper code). For completeness, we also
include specific construction parameters for several arbitrary choices of n, Lmin, and compare
resulting rates, in Tables 5.1 to 5.3 (all for q = 4). It should however be stressed that, for Con-
struction P, the choice of s, m optimizing the resulting rate R(Cpilot(n)) ≥

(
1− 1

m

)
· R(Op)

is not straightforward, even given the lower bounds of Lemma 5.8 and Lemma 5.9; indeed,
R(Op) cannot easily be computed, for an optimal choice of p. We rely in our comparison on
the lower-bounds of Lemma 5.8 and Lemma 5.9 instead; note in particular that even for the
same choice of n, m, s, i.e., for a specific code, these might provide distinct lower-bounds on
the rate. As mentioned above, even then it is not immediately clear how to efficiently encode
and decode Cpilot(n).

Next, we consider the case of k > 1 and log(k) = o(n). We know from Corollary 5.2 that
if lim sup Lmin

nk ≤ 1 then any family of (Lmin, Lmax)-multistrand torn-paper codes will only
achieve vanishing asymptotic rate; hence we assume Lmin = ⌈a log(nk)⌉ for some a > 1.
The following theorem summarizes our main results regarding (Lmin, Lmax)-multistrand torn-
paper codes.

Theorem 5.19. Take n, k such that k > 1, log(k) = o(n), and let Lmin = ⌈a log(nk)⌉, for
a > 1. There exists a linear run-time (in the substrings length, i.e., nk) encoder-decoder pair
for (Lmin, Lmax)-multistrand torn-paper codes achieving 1− 1

a − onk(1) asymptotic rate.

Proof. Theorem 5.19 is justified by a simple amendment of Construction A. We encode x ∈
ΣkKm into {{z( j) : j ∈ [k]}}, where

∣∣∣z( j)
∣∣∣ = n for all j ∈ [k], as follows. We modify

I ≜ ⌈log(k⌈n/Lmin⌉)⌉ (recall, also, α ≜
⌈ f (n)

f (n)−1 (I + 1)
⌉
) and Lmin = ⌈a log(nk)⌉. We

then denote x = x(0) ◦ x(1) ◦ · · · ◦ x(k−1), where
∣∣∣x( j)

∣∣∣ = Km for all j ∈ [k], and apply

Algorithm 3 to (x( j)) j∈[k] in succession; observe that every operation requires only ⌈n/Lmin⌉
distinct indices, and we utilize available indices in order throughout the k operations.

We observe that the proofs of Lemma 5.15 and Lemma 5.16 hold without change, hence
this amendment encodes into an (Lmin, Lmax)-multistrand torn-paper code, which we denote
CA(n, k) ∈ Xn,k. Finally, following the proof of Theorem 5.18 we have

red(CA(n, k)) = k
(
K(Lmin −m(N)) + Lmin + (n mod Lmin)

)
≤ nk

a

(
1 + (1 + o(1))

(
f (nk)

log(nk)
+

1
f (nk)

))
As in Theorem 5.18, for f (n) = (1 + o(1))

√
log(nk) we have

red(CA(n, k)) ≤ nk
a

(
1 +

2 + o(1)√
log(nk)

)
.
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Table 5.1: Construction P (Lemma 5.8): Specific Parameters (m, s, R(Cpilot(n))).

Lmin
∖

n 60 250 4000 60, 000 400, 000 6, 000, 000
10 2, 5, 0.379 n/a n/a n/a n/a n/a
50 15, 3, 0.856 10, 5, 0.844 5, 10, 0.798 3, 16, 0.667 2, 25, 0.5 2, 25, 0.5
100 n/a 10, 10, 0.9 10, 10, 0.9 6, 16, 0.833 5, 20, 0.8 4, 25, 0.75
300 n/a n/a 32, 9, 0.968 25, 12, 0.96 20, 15, 0.95 15, 20, 0.933

1000 n/a n/a 125, 8, 0.992 100, 10, 0.989 64, 15, 0.984 50, 20, 0.98

(Bold-face indicates Lemma 5.8 provides highest lower-bound on rate.)

Table 5.2: Construction P (Lemma 5.9): Specific Parameters (m, s, R(Cpilot(n))).

Lmin
∖

n 60 250 4000 60, 000 400, 000 6, 000, 000
10 2, 5, 0.45 n/a n/a n/a n/a n/a
50 15, 3, 0.778 10, 5, 0.81 5, 10, 0.76 5, 10, 0.76 4, 12, 0.719 3, 16, 0.646

100 n/a 10, 10, 0.855 10, 10, 0.855 10, 10, 0.855 8, 12, 0.839 6, 16, 0.807
300 n/a n/a 25, 12, 0.92 25, 12, 0.92 25, 12, 0.92 20, 15, 0.918

1000 n/a n/a 50, 20, 0.956 50, 20, 0.956 50, 20, 0.956 50, 20, 0.956

(Bold-face indicates Lemma 5.9 provides highest lower-bound on rate. Background pattern indicates that the choice of m, s is
only guaranteed by Lemma 5.9.)

Table 5.3: Construction A (Theorem 5.18): Specific Parameters ( f , I, N, K, R(CA(n))).

Lmin
∖

n 60 250 4000 60, 000 400, 000 6, 000, 000
10 n/a n/a n/a n/a n/a n/a
50 n/a 2, 2, 40, 4, 0.56 3, 4, 38, 79, 0.711 3, 6, 35, 1199, 0.659 4, 7, 34, 7999, 0.66 4, 9, 31, 119999, 0.6
100 n/a 2, 1, 92, 1, 0.32 3, 3, 89, 39, 0.839 3, 5, 86, 599, 0.829 4, 6, 85, 3999, 0.84 4, 8, 82, 59999, 0.81
300 n/a n/a 3, 2, 291, 12, 0.843 3, 4, 288, 199, 0.925 4, 6, 9, 285, 1332, 0.939 4, 8, 282, 19999, 0.93

1000 n/a n/a 3, 1, 992, 3, 0.721 3, 3, 989, 59, 0.942 4, 5, 986, 399, 0.976 4, 7, 984, 5999, 0.976

(Bold-face indicates Theorem 5.18 provides highest lower-bound on rate.)

From Lemma 5.1 we have log|Xn,k| ≥ (n− log(k))k, concluding the proof.

Again, by Corollary 5.2 and Theorem 5.18 the rate of the construction is asymptotically
optimal.

5.4 Error-Correcting Torn-Paper Codes

In this section, we extend the study of torn-paper codes to a noisy setup. We consider two
models of noise. The first one assumes that the encoded string, before segmentation, suffers at
most some t substitution errors. The second model corresponds to the case where some of the
segments are deleted during segmentation.
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5.4.1 Substitution-Correcting Torn-Paper Codes

For a string x, its t-error torn-paper ball, denoted by BT Lmax
Lmin

(x; t), is defined as the set of all
possible (Lmin, Lmax)-segmentations after introducing at most t errors to x, that is,

BT Lmax
Lmin

(x; t) ≜
⋃

y∈Bt(x)

T Lmax
Lmin

(y),

where Bt(x) = {y : dH(x, y) ≤ t} is the radius-t Hamming ball centered at x. A code C is
called a t-error single-strand torn-paper code if for all x1, x2 ∈ C, x1 ̸= x2, it holds that

BT Lmax
Lmin

(x1; t) ∩ BT Lmax
Lmin

(x2; t) = ∅.

Our goal in this section is to show how to adjust Construction A in order to produce t-error
single-strand torn-paper codes. We first explain the main ideas of the required modifications.
Let z = EncA(x) ∈ CA(n) (encoded with Algorithm 3) and let U ∈ BT Lmax

Lmin
(z; t) be an

(Lmin, Lmax)-segmentation of some word z′, where dH(z, z′) ≤ t. The main task of the
noiseless decoder of CA(n) was to first calculate the index, and thus the location in z, of every
segment u ∈ U . However, in the presence of errors, calculating the index of a segment u ∈ U
based on the first (perhaps partial) occurrence of an encoded index within u might result with
the misplacement of all the (perhaps partial) information blocks yi that are contained in u.
Hence, a more careful approach is necessary for index decoding.

Before presenting our construction for t-error single-strand torn-paper codes, we introduce
several additional required definitions. For a string u, define T +

Lmin
(u) to be the multiset of non-

overlapping Lmin-segments of u, where the last segment is of length ℓ, Lmin ≤ ℓ < 2Lmin.
A segment w ∈ T +

Lmin
(u) is called A-decodable if, informally, Algorithm 4 returns (perhaps

erroneous) output when given w as input. More formally, if w satisfies one of the following
conditions.

1) w either contains a unique complete occurrence of 10 f (n)1, or it doesn’t contain com-
plete occurrences but contains a cyclic occurrence (if Lmin < |w| < 2Lmin, require
instead that either the Lmin-prefix or the Lmin-suffix of w contain a cyclic occurrence).

2) w contains precisely two complete occurrences of 10 f (n)1, and there exist a unique pair
of occurrences (either complete or complete-to-suffix/prefix) whose locations are at dis-
tance precisely Lmin. Recall that w cannot contain more than two complete occurrences
of 10 f (n)1, except in the presence of errors, hence those cases can safely be discarded
(see item 1 in the proof of Theorem 5.20 for a formal proof).

Let w be an A-decodable segment. Then, by definition, there is at least one occurrence
(perhaps cyclic) of 10 f (n)1 within w and, if there is more than a single occurrence, then there
is exactly one pair of occurrences such that the difference between their locations is Lmin.
Consider the α-segments of w preceding these occurrences as encoded indices; if the (first)
occurrence of 10 f (n)1 in w is at location ℓ < α, concatenate the (α − ℓ)-segment of w at
location Lmin + ℓ−α, to the ℓ-prefix of w, and consider the resulting length-α string to be a
cyclic encoded index.
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An A-decodable segment w is called valid if, informally, there appears at least one ‘valid’
encoded index in w, and no conflicting pair of such indices. More formally, a valid segment w
is an A-decodable segment that satisfies one of the following conditions:

1) w contains no complete encoded index, hence it contains only a cyclic encoded index.

2) w contains a single complete encoded index, and its parity symbol is correct.

3) w contains two complete encoded indices, and either exactly one of their parity symbols
is correct, or both are correct and the indices are consecutive in the applied Gray code.

Construction B. We construct a concatenated code, using Construction A as inner-code, and
an arbitrary (K, qm(N)M, 2t + 1)qm(N) error-correcting code CEC, with an encoding algorithm

EncEC : (Σm(N))M → (Σm(N))K ,

as outer-code (here, K, N are the parameters of Construction A). The resulting t-error
(Lmin, Lmax)-single-strand torn-paper code is denoted CB(n), with the associated encoder
EncB : Σm(N)M → Σn.

We observe the following property of Construction B. Assume one retrieves a noisy ver-
sion z′ of z = EncB(x), e.g., from any reconstruction algorithm; further assume that z, z′

agree on all locations containing encoded indices c′′i or markers 10 f (n)1 (as their locations in
z are known a priori and do not depend on the information x). Thus, one extracts from z′ (per-
haps erroneous) encoded information blocks, denoted y′i. Denote by e the number of encoded
information blocks that were not recovered (e.g., due to conflicts in the reconstruction algo-
rithm), and by s the number of encoded blocks that were recovered incorrectly (i.e., y′i ̸= yi).
Since the information string (xi)i∈[M] ∈ Σm(N)M is encoded using a (K, qm(N)M, 2t + 1)qm(N)

error-correcting code, it suffices that 2s + e ≤ 2t to guarantee correct decoding.
In order to reconstruct a noisy version z′ of z, we define a modification of Algorithm 4,

as follows. First, given an (Lmin, Lmax)-segmentation U ∈ BT Lmax
Lmin

(z; t) we apply the recon-
struction algorithm not directly to U , but rather to valid segments in

T +
Lmin

(U ) ≜ {{T +
Lmin

(u) : u ∈ U}}.

Secondly, in case a valid w ∈ T +
Lmin

(U ) contains multiple (perhaps cyclic) occurrences of an
encoded index, the algorithm selects one to decode by prioritizing complete occurrences over
cyclic ones, and in the case of complete occurrences, accepting the first containing a correct
parity symbol (since w is valid, such occurrence exists in this case). Decoding of the selected
encoded index is then performed as described in Algorithm 4, and denoted by Ind′(w).

For an (Lmin, Lmax)-segmentation U ∈ BT Lmax
Lmin

(z; t), we define the set

Z(U ) ≜
{
(Ind′(w), w) : w ∈ T +

Lmin
(U ) is valid

}
.

If ( j, w), ( j, w′) ∈ Z(U ) for some j and w ̸= w′, we define a restriction Z ′(U ) of Z(U )
by including only the shortest, lexicographically-least, segment (i.e., Z ′(U ) defines a proper
function).

Given the set Z ′(U ) we decode a string z′ as follows.

105



1) Fill the encoded indices and the markers in z′ in the correct locations as defined in Al-
gorithm 3 (note again that these locations do not depend on the information).

2) Next, we iterate over any pair (Ind′(w), w) ∈ Z ′(U ) and update z′ with the symbols of
the encoded blocks yi’s within w; If there is a collision of symbols in the same position
within an encoded block y′i for some i, i ∈ [K], we erase y′i completely from z′.

3) If an encoded block y′i is partially filled at the end of the process (i.e., there are missing
symbols within y′i) we erase the encoded block y′i.

The output z′ of this decoding procedure over the segmentation U ∈ BT Lmax
Lmin

(z; t) is denoted
by DecB(U ) ≜ z′.

We now prove that CB(n) is a t-error single-strand torn-paper code.

Theorem 5.20. Let z = EncB(x), U ∈ BT Lmax
Lmin

(z; t), and let z′ = DecB(U ) be the noisy
version of z reconstructed by the aforementioned algorithm. Then, it holds that 2s + e ≤ 2t,
where e, s are defined as previously explained; i.e., any inner-channel error propagates as, at
most, either one outer-channel error or two outer-channel erasures.

Proof. By definition, U is obtained by first introducing up to t errors to z, and then perform-
ing an (Lmin, Lmax)-segmentation to the obtained word. For the rest of the proof, we fix an
arbitrary (Lmin, Lmax)-segmentation pattern, and for z ∈ Σn we denote U ∈ T Lmax

Lmin
(z) ob-

tained from this pattern by U = T(z). In particular, observe for ∥v∥ ≤ t that T(z + v) ∈
BT Lmax

Lmin
(z; t).

For convenience, we denote by z′v ≜ DecB(T(z + v)), and by ev (respectively, sv) the
number of encoded information blocks y′i in z′v which were not recovered (recovered er-
roneously). We shall prove the following proposition, which justifies the claim. Let z ≜
EncB(x), v ∈ Σn such that ∥v∥ ≤ t. Then ev + 2sv ≤ 2∥v∥.

The proof is done by induction on ∥v∥. First observe by Lemma 5.16 that e0 = s0 = 0
(here, 0 is the all-zero string). For the induction step, assume that the claim holds for any
v′ ∈ Σn, ∥v′∥ < t. Let v ∈ Σn, ∥v∥ = t. Take any u′ ∈ T +

Lmin
(T(z + v)) affected by t′ > 0

errors. Decompose v = v′ + v′′ such that ∥v′∥ = t′, ∥v′′∥ = t − t′, and u′ contains the
support of v′. Consider the decoder output z′v′′ ; by the induction assumption,

ev′′ + 2sv′′ ≤ 2(t− t′).

We denote by u the segment corresponding to u′ in z′v′′ . Note that u contains no errors and
its index is recovered correctly by the decoder. Hence, each encoded block that intersects u is
either correct in z′v′′ , or it is erased due to errors in other segments.

Denoting by δ the number of encoded information blocks intersecting u, we let

(i) ρ1 be the number of those recovered correctly in z′v′′ ;

(ii) ρ2 be the number of those erased in z′v′′ due to to collisions resulting from incorrect
index-decoding in other segments; and

(iii) ρ3 be the number of those erased in z′v′′ due to erasures of other, intersecting, segments.
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Observe that δ = ρ1 + ρ2 + ρ3 ∈ {1, 2, 3}, depending on |u| and its location). The rest of the
proof is done by cases.

1) If u′ is not valid, then all encoded information blocks intersecting u′ are erased at the
decoder. Hence, the ρ1 correctly recovered blocks in z′v′′ which intersect u are erased in
z′v. In addition, each of the ρ2 blocks corresponding to blocks intersecting u which are
erased due to collisions, might instead cause incorrect recovery of encoded information
blocks in u′. Hence, ev ≤ ev′′ + ρ1 − ρ2 and sv ≤ sv′′ + ρ2, and we note

ev + 2sv ≤ (ev′′ + 2sv′′) + ρ1 + ρ2

≤ 2(t− t′) + δ = 2∥u∥ − (2t′ − δ).

Since t′ ≥ 1, we have ev + 2sv ≤ 2∥u∥ unless δ = 3; however, in that case u contains
two complete instances of 10 f (n)1 whose locations are at distance Lmin, both preceded
by complete occurrences of encoded indices, and since u′ is not valid we have t′ > 1,
which also concludes the proof.

2) If u′ is valid but its index is incorrectly decoded, then the ρ1 encoded information blocks
that are recovered correctly in z′v′′ are erased in z′v, and ρ2 encoded information blocks,
corresponding to those intersecting u which are erased in z′v′′ due to collisions, might be
recovered incorrectly in z′v.

Furthermore, the placement of u′ at an incorrectly decoded location causes δ additional
encoded information blocks to be either erased (due to collisions) or incorrectly recov-
ered (where the correct blocks appear in invalid segments, i.e., are erased in z′v′′). De-
noting the number of blocks of the former type by δ1, and the latter δ2, we then have
ev = ev′′ + ρ1 − ρ2 + δ1 − δ2 and sv ≤ sv′′ + ρ2 + δ2. Hence,

ev + 2sv ≤ (ev′′ + 2sv′′) + ρ1 + ρ2 + δ1 + δ2

≤ 2(t− t′) + 2δ = 2∥v∥ − 2(t′ − δ).

To conclude, we require t′ ≥ δ. Indeed, observe that if δ = 2 then u contains a complete
occurrence of an encoded index followed by 10 f (n)1, requiring t′ ≥ 2 for incorrect re-
covery. Likewise, if δ = 3 then u contains two complete occurrences of encoded indices
whose locations are at distance Lmin, each followed by 10 f (n)1; incorrect recovery of
the index therefore requires at least two errors in one of them in addition to further errors
in the other index or 10 f (n)1 marker, or an error in each 10 f (n)1 marker in addition to
further errors to generate such a marker at an alternative location, hence t′ ≥ 3 as well.

3) Finally, if the index of u′ is decoded correctly (and, in particular, u′ is valid), then re-
calling that the index of u is also decoded correctly, we clearly have ev = ev′′ . Since any
error in u′ can cause an error in at most a single encoded information block, we have
that sv ≤ sv′′ + t′. Hence,

ev + 2sv ≤ ev′′ + 2(sv′′ + t′) = (ev′′ + 2sv′′) + 2t′ ≤ 2t = 2∥v∥.
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Theorem 5.21. Denote the redundancy of the outer-code CEC used in Construction B by ρEC ≜
K−M. Then, operating EncA as in Theorem 5.18, with f (n) = (1+ o(1))

√
log(n), we have

red(CB(n)) ≤
n
a

(
1 +

f (n)
log(n)

+
1

f (n)− 1
+

9 + 2/( f (n)− 1)
log(n)

+
4a

q f (n)
+

2a2 + 2
n

)
+ ρEC

(
(a− 1) log(n)− 2

√
log(n)− 11− 3√

log(n)− 1
− 4a log(n)

q
√

log(n)

)

=
n
a

(
1 +

2 + o(1)√
log(n)

)
+ ρEC

(
(a− 1) log(n)− (2 + o(1))

√
log(n)

)
.

Furthermore, when a > 2 then the outer-code CEC can be an MDS code and hence
ρEC = 2t.

Proof. By Construction B, red(CB(n)) = red(CA(n)) + ρEC ·m(N).
We recall from the proof of Theorem 5.18 that for f (n) =

⌈√
log(n)

⌉
it holds that

m(N) ≥ Lmin − log(n)− f (n)− log(n)
f (n)− 1

− 9− 2
f (n)− 1

− 4a log(n)
q f (n)

≥ (a− 1) log(n)− 2
√

log(n)− 11− 3√
log(n)− 1

− 4a log(n)

q
√

log(n)
,

satisfying the former part of the claim.
Next, for a > 2 we observe that m(N) > log(n) − log log(n) + On(1) = log(K),

implying that an RS code may be used in Construction B, satisfying the latter part.

Before concluding the section, we outline an extension of Construction B to the case k > 1,
i.e., to t-error multi-strand torn-paper codes.

Corollary 5.22. Take n, k such that k > 1, log(k) = o(n); let Lmin = ⌈a log(nk)⌉, for
a > 1, and take some Lmax ≥ Lmin. Amend Construction B as was done in Theorem 5.19 to
Construction A, using a (kK, qm(N)M, 2t+ 1)qm(N) error-correcting code CEC, with redundancy

ρEC ≜ kK−M. Then the resulting code CB(n, k) is a t-error (Lmin, Lmax)-multistrand torn-
paper code, satisfying

red(CB(n, k)) ≤ nk
a

(
1 +

2 + o(1)√
log(nk)

)
+ρEC

(
(a− 1) log(nk) − (2+ o(1))

√
log(nk)

)
.

Proof. The proof of Theorem 5.20 applies without change. As in Theorem 5.19, we have

m(N) = (a− 1) log(nk)− (1 + o(1))
(

f (nk) +
log(nk)

f (nk)

)
,

and following the steps of Theorem 5.21, we have the claimed upper bound on redundancy, for
f (n) = (1 + o(1))

√
log(nk).
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5.4.2 Deletion-Correcting Torn-Paper Codes

For a string x, its t-deletion torn-paper ball, DT Lmax
Lmin

(x; t), is defined as all the subsets with at
most t missing segments of all the possible (Lmin, Lmax)-segmentations of x, that is,

DT Lmax
Lmin

(x; t) ≜
⋃

S∈T Lmax
Lmin

(x)

{
S′ ⊆ S : |S| −

∣∣S′∣∣ ≤ t
}

.

A code C is called a t-deletion torn-paper code if for all x1, x2 ∈ C it holds thatDT Lmax
Lmin

(x1; t)∩
DT Lmax

Lmin
(x2; t) = ∅.

In this section, we utilize burst-erasure-correcting (BEC) codes in our constructions, which
are defined next. For a string x, its t-burst L-erasures ball, denoted by BL

BE(x; t), is defined
as the set of all strings that can be obtained from x by at most t burst of erasures, each of
length at most L. A code C is called a t-burst L-erasure correcting code if for all x1, x2 ∈ C,
BL

BE(x1; t) ∩ BL
BE(x2; t) = ∅.

Next, we present a generic construction of t-deletion torn-paper codes. Let L̂max ≜
Lmax −

⌈ Lmax
Lmin

⌉
(α + f (n) + 2). This construction is based on Construction A and assumes

the existence of a systematic linear t-burst L̂max-erasure correcting code, denoted by CBEC.

Construction C. Let ρ > 0 be an integer that is determined next. This construction uses the
following family of codes:

Systematic BEC encoding. Let EncBEC : Σ(K−ρ)N → ΣρBEC denote the systematic en-
coder of the code CBEC, such that for any string v ∈ Σ(K−ρ)N , v ◦ EncBEC(v) ∈ CBEC
(for convenience we assume that EncBEC(v) returns only the encoded systematic redundancy
symbols). The redundancy of this encoder is denoted by ρBEC. The parameter ρ is defined
ρ ≜

⌈
1
N

⌊
ρBEC · f (n)

f (n)−1

⌋⌉
.

Next, we utilize a generalized concatenated coding approach, where Construction A is
used as inner-code for K − ρ information blocks, and with a slight adjustment also for the ρ
redundant blocks, as follows:

1) The length of the input string x. The input of this construction is x ∈ Σ(K−ρ)m(N). That
is, this construction has additional redundancy of ρm(N) symbols compared to Con-
struction A. The input string is divided to K−ρ information blocks each of length m(N),
denoted by x0, . . . , xK−ρ−1.

2) The generation of the encoded blocks yi’s. The first K − ρ blocks are generated from
the corresponding xi’s using the RLL encoder ERLL

m similarly to Construction A. Let
y∗ ≜ y0 ◦ · · · ◦ yK−ρ−1 ∈ Σ(K−ρ)N denote their concatenation. Next, we apply EncBEC

to obtain w ≜ EncBEC(y∗), and denote by w∗ the result of inserting ‘1’s into w at every
location divisible by f (n) (in particular, y∗ ◦w∗ does not contain a length- f (n) zero-
run). Then, w∗ is divided to the remaining segments yK−ρ, . . . , yK−1 ∈ ΣN (if |w∗| is
not a multiple of N, yK−1 is padded with 1’s to length N). Note that the parameter ρ

satisfies ρN ≥
⌊
ρBEC · f (n)

f (n)−1

⌋
= |w∗|, hence one may continue to follow the steps of

Construction A without change.
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We now indeed continue identically to Construction A. That is, an index and a marker are ap-
pended to the beginning of each encoded block yi to construct a segment zi of length Lmin.
Then, z0, . . . , zK−1 are concatenated along with zK ◦ 0n mod Lmin = c′′K ◦ 10 f (n)10N+(n mod Lmin)

to obtain the encoded output string z ∈ Σn.

Let Cdel(n) denote the constructed code. The correctness of Construction C and redun-
dancy calculation are proved in the next theorem.

Theorem 5.23. Cdel(n) is a t-deletion torn-paper code. Furthermore, it holds that

red(Cdel(n)) = red(CA(n)) + m(N)

⌈
1
N

⌊
ρBEC ·

f (n)
f (n)− 1

⌋⌉
.

Proof. Let z ∈ Cdel(n) be the encoded codeword of the input string x, and take
U ∈ DT Lmax

Lmin
(z; t). We shall prove that one can uniquely decode x.

From Lemma 5.16, for every u ∈ U which is not a substring of the suffix of length
(n mod Lmin) + N + f (n) of z, its index Ind(u) can be decoded using Algorithm 4. The
string z can then be reconstructed by the locations of each received segment, with some seg-
ments erased (at identifiable locations). Let z′ ∈ (Σ∪{?})n denote this partially reconstructed
string, where ‘?’ stands for erased symbols.

From the definition of DT Lmax
Lmin

(z; t), at most t segments of z are missing from U . There-

fore, z′ ∈ BLmax
BE (z; t). By removing coordinates of z′ corresponding to indices or markers

(including ’?’ symbols), a string y′ ∈ B L̂max
BE

(
y0 ◦ · · · ◦ yK−1; t

)
is obtained, since there are at

most Lmax − L̂max =
⌈ Lmax

Lmin

⌉
(α+ f (n) + 2) symbols in any Lmax-segment of z belonging to

either index or marker.
Finally, we remove from y′ coordinates corresponding to ‘1’s inserted into w∗; thus, we

obtain a string ŷ ∈ B L̂max
BE (y∗ ◦w; t). A decoder for CBEC may be invoked on ŷ to retrieve

y∗ = y0 ◦ · · · ◦ yK−ρ−1, and consequently x is obtained by applying the RLL decoder to each
yi, i ∈ [K− ρ].

To conclude the proof we observe that the asserted redundancy follows by definition, as
precisely ρm(N) less information symbols are input at the encoder, in comparison to Con-
struction A.

Next, we note that an extension to the case k > 1, i.e., to t-deletion multi-strand torn-paper
codes, is again straightforward.

Corollary 5.24. Amending Construction C, one constructs a t-deletion multi-strand torn-
paper code Cdel(n, k) with redundancy

red(Cdel(n, k)) = red(CA(n, k)) + m(N)

⌈
1
N

⌊
ρBEC ·

f (n)
f (n)− 1

⌋⌉
.

Proof. Here, an information string x ∈ Σ(kK−ρ)m(N) is encoded with ERLL
m into y∗, and w∗

is obtained utilizing a systematic BEC encoder on strings in Σ(kK−ρ)N . It is segmented into
ykK−ρ, . . . , ykK ∈ ΣN; again, observing ρN ≥ ρBEC assures that this is possible. Then, each
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K segments y j are encoded, in order, with the remaining steps of Algorithm 3, where again

I ≜ ⌈log(k⌈n/Lmin⌉)⌉ and Lmin = ⌈a log(nk)⌉, and indices are utilized by each operation
in succession. It is straightforward that the proof of Theorem 5.23 can be followed to show
that Cdel(n, k) is a t-deletion multi-strand torn-paper code, with the above redundancy.

Before concluding the section, we discuss the cases of t ∈ {1, 2}, in which more is known
on the construction of BEC codes.

For t = 1, we use a systematic interleaving parity BEC code as the code CBEC. Namely,
the redundancy string w = EncBEC(y∗) is of length ρBEC = L̂max, and

wi ≜ ∑
k∈
[⌈

(K−ρ)N−i
L̂max

⌉]y∗
i+kL̂max

for all i ∈ [L̂max], i.e., wi is a single parity symbol for
(

y∗i , y∗
i+L̂max

, . . .
)

. Denote this code by
Cdel,1.

For t = 2, we state for completeness the following basic proposition which draws the
connection between burst-error-correcting codes and burst-erasure-correcting codes. We note
that this fact has been mentioned before in [7], for a single burst of errors.

Lemma 5.25. For 0 < ℓ ≤ n and x, y ∈ Σn, it holds that x, y are confusable under t bursts
of errors of lengths at most ℓ if and only if they are confusable under 2t bursts of erasures of
lengths at most ℓ.

Proof. Denote x = (x j) j∈[n], y = (y j) j∈[n], and Ii ≜
⋃

j∈[t](k
(i)
j + [ℓ]), for i = 0, 1 and

some
{

k(i)j

}
j∈[t] ⊆ [n]. Assume there exist e(0), e(1) ∈ Σn such that x + e(0) = y + e(1), and

supp(e(i)) ⊆ Ii, i = 1, 2. Then, one observes that x[n]\(I0∪I1) = y[n]\(I0∪I1)
.

Conversely, assume x[n]\I = y[n]\I , where I ⊆ ⋃
j∈[2t](k j + [ℓ]) for some

{
k j
}

j∈[2t] ⊆
[n], and without loss of generality

{
k j
}

j∈[2t] are increasing, and k j ≤ kt+1 − ℓ for all j ≤ t.

Let Ii ≜
⋃

j∈(it+[t])(k j + [ℓ]) for i = 1, 2, and observe that I0 ∪ I1 = I, I0 ∩ I1 = ∅. For
i = 1, 2 and j ∈ [n], let

e(i)j ≜

{
(−1)i(y j − x j

)
, j ∈ Ii;

0, otherwise.

Then, denoting e(i) = (e(i)j ) j∈[n] for i = 1, 2, we have x + e(0) = y + e(1), which completes
the proof.

A construction of 2-deletion torn-paper codes is derived from Construction C, using a
BEC code for t = 2. Hence, by Lemma 5.25 one may use an L̂max-burst error-correcting
code. Observe that Construction C requires a systematic encoder, which is guaranteed by
several prior works with redundancy at most log((K − ρ)N) + L̂max; see, e.g. [1, 2]. These
constructions require the alphabet Σ to be a field, and are linear and cyclic, which ensures the
existence of a systematic encoder. For simplicity of derivation we bound this redundancy (from
above) by L̂max + log(n). Let Cdel,2 denote this code.
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The next corollary summarizes these results. For convenience, denote the difference

∆ red(C(n)) ≜ red(C(n))− red(CA(n)),

for a t-deletion torn-paper code C(n) ⊆ Σn.

Corollary 5.26. For a prime power q and all admissible values of n and f (n) in Construc-
tion A, where f (n) = ω(1), f (n) = o(log(n)) and with the RLL encoders of [20, 37], it
holds that

∆ red(Cdel,1(n)) ≤ L̂max ·
f (n)

f (n)− 1
,

∆ red(Cdel,2(n)) ≤ (L̂max + log(n)) · f (n)
f (n)− 1

.

In particular, for f (n) = (1 + o(1))
√

log(n),

∆ red(Cdel,1(n)) ≤ L̂max

(
1 +

1− o(1)√
log(n)

)
,

∆ red(Cdel,2(n)) ≤ (L̂max + log(n))

(
1 +

1− o(1)√
log(n)

)
.

Note that if Lmax = o(n) the asymptotic rate of Cdel,1(n) and Cdel,2(n) is asymptotically
equal to the rate of CA(n). Thus, efficient encoding and decoding of t-deletion torn-paper
codes, t = 1, 2, is possible at rates arbitrarily close to the optimum.

5.5 Conclusion

In this paper, we study the adversarial torn-paper channel, for which we present fundamental
bounds and code constructions. We further study several extensions of this model, including
multi-strand storage, substitution errors, or incomplete coverage. Importantly, our proposed
constructions have linear-run-time encoders and decoders, and the resulting codes achieve
asymptotically optimal rates.

We mention again that the adversarial model we assume in this work is chosen to enable
analysis in the worst-case. More realistically, an adversarial channel where the average of
the received segments’ lengths is bounded from below might be analyzed; unfortunately, this
channel turns out to be hard to analyze in the worst-case, and such analysis is left for future
works. It will be remarked that by the same methods of Lemma 5.1, it can be shown that the
capacity of such an adversarial channel is bounded from above by 1− 1

a , where the lower bound
on the average segment length is chosen to be a log(n). Coding for this channel appears to
be more challenging; we point to the fact that an adversary is able to segment a non-vanishing
fraction of the channel input into short substrings as a likely reason for that difficulty.

A naive solution, where the lower bound on the average segment length is a log(n) and
a > q

q−1 , is to apply Construction C with parameter a′ satisfying 1 < a′ < (1− 1
q )a; the de-

coder then discards any received segment shorter than a′ log(n), creating at most n
a log(n) bursts
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of erasures of lengths at most (a′ − 1) log(n) (in the reconstructed information sequence). To
recover the information, a BEC code CBEC is used; since 1

Km(N) (a′ − 1) log(n) n
a log(n) =

(a′−1)/a
Km(N)/n = a′

a + o(1) < 1− 1
q , a positive-rate BEC code exists for all a′ in the permissible

range (since positive-rate a′−1
a n-erasure-correcting codes exist in ΣKm(N)); hence a′ can be op-

timized according to Theorem 5.23, i.e., to maximize the achieved rate of (1+ on(1))
(
1− 1

a′
)
·

R(CBEC). (Naively, one might utilize codes correcting n
a log(n) · (a′ − 1) log(n) erasures; by

the GV bound, the achievable rate of this construction is at least (1 + on(1))
(
1− 1

a′
)(

1 −
Hq(

a′
a )
)
.) Alternatively, if any integer a′ falls within the given range, Construction P can also

be used with parameter a′, where again segments shorter than (a′+ o(1)) log(n) are discarded
at the decoder, and reconstructed based on a BEC code CBEC correcting up to n

a log(n) bursts

of erasures of lengths at most (1 + o(1)) log(n) in Σn/a′ ; however, the achieved rate of this
construction is similarly

(
1− 1

a′
)
· R(CBEC), and applicable BEC codes are equivalent (i.e.,

they correct the same number of bursts, of length (1 + o(1)) log(n) in Σn/a′ instead of length
(a′ − 1) log(n) in ΣKm(N) = Σ(1−1/a′+o(1))n).

Finally, for future research, we believe that applying our methods to a generalized channel,
including multiple sources of noise concurrently, one may achieve similar results. Studying
the channel under edit-errors, including insertions/deletions in addition to substitutions, is also
of great interest for applications to DNA data storage.
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Chapter 6

Optimal Almost-Balanced Sequences

Daniella Bar-Lev, Adir Kobovich, Orian Leitersdorf, and Eitan Yaakobi

Abstract

This paper presents a novel approach to address the constrained coding challenge of generating
almost-balanced sequences. While strictly balanced sequences have been well studied in the
past, the problem of designing efficient algorithms with small redundancy, preferably constant
or even a single bit, for almost balanced sequences has remained unsolved. A sequence is
ε(n)-almost balanced if its Hamming weight is between 0.5n±ε(n). It is known that for any
algorithm with a constant number of redundancy bits, ε(n) has to be in the order of Θ(

√
n).

However, most prior solutions with a single redundancy bit required ε(n) to be a linear shift
from n/2. Employing an iterative method and arithmetic coding, our emphasis lies in con-
structing almost balanced codes with a single redundancy bit. Notably, our method achieves
the optimal balanced order of Θ(

√
n). Additionally, we extend our method to the non-binary

case, considering q-ary almost polarity-balanced sequences for even q, and almost symbol-
balanced for q = 4. Overall, our work advances the field of constrained coding by providing a
novel method for handling almost-balanced sequences, for both, binary and non-binary alpha-
bet.

6.1 Introduction

Constrained codes have a long history in information theory, with applications to data storage
and transmission. In the broadest setting, raw data in such applications is encoded (in a one-
to-one manner) into a set of words S over some alphabet Σ that satisfy prescribed rules. Some
rules are imposed due to physical limitations, such as those dictated by energy compliance or
by memory cell wear, and are typically translated into cost constraints. Others are imposed as
a preventive measure to keep the storage device in a sufficiently-reliable operation region. A
celebrated result in constrained coding theory by Knuth has analyzed strictly balanced binary
sequences or sequences with a fixed weight [1]. We consider in this work the almost-balanced
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constraint which generalizes the well-known balanced Knuth codes [1] by requiring that the
entire message possess a Hamming weight of approximately n/2.

One motivating application of this work is DNA storage, where almost balanced GC con-
tent is necessary [2]. During the storage phase in DNA strands, media degradation, and in
particular breaks, can arise in DNA due to factors that include radiation, humidity, and high
temperatures. In [3], the authors proposed to encapsulate the stored DNA in a silica substrate
and then to employ custom error-correcting codes to mitigate the effects of these errors. An-
other approach to dealing with media degradation is to generate strands of DNA that have
approximately balanced GC-content, and this approach has been leveraged in several existing
works such as [4–6].

The construction of efficient balanced codes has been extensively studied; see e.g. [1,7–10],
and extensions to non-binary balanced codes have been considered in [11–15]. Codes that com-
bine the balanced property with certain other constraints, such as run-length limitations, have
also been addressed for example in [16]. However, the problem of almost balanced sequences
with Hamming weight between 0.5n± ε(n) has received a little attention. Under this frame-
work, the goal is to find the optimal number of redundant bits as a function of ε(n), where ε(n)
can be a function of n, e.g. linear in n, log n, or a constant. No less important is the design of
such algorithms.

While Knuth’s algorithm is an efficient scheme to strictly balance an arbitrary sequence
with log n+ o(log n) redundancy bits, designing an efficient encoder and decoder with less re-
dundancy or even only a single bit is a non-trivial task. The best-known approach for minimiz-
ing ε(n) is enumerative coding [17], which can achieve the lower bound of ε(n) = Ω(

√
n),

however optimizing it for efficient memory and time usage requires sophisticated and cum-
bersome techniques (see e.g., [18]). In contrast, simpler solutions with linear time complexity
result in ε(n) that is linear with n [19]. In this work, we present an explicit encoder that uses a
single redundancy bit to balance binary sequences for ε(n) = Θ(

√
n). Additionally, we show

that on average our algorithm performs O(n) multiplications of rational numbers.
The rest of this paper is organized as follows. In Section 6.2 we introduce the defini-

tions that will be utilized throughout the paper and present the arithmetic coding method. Our
construction for binary almost-balanced sequences is presented in Section 6.3 and general-
izations for almost polarity-balanced and almost symbol-balanced for non-binary alphabet are
presented in Section 6.4. Section 6.5 concludes this paper.

6.2 Definitions, Related Works, and Arithmetic Coding
6.2.1 Definitions

Let Σq = {0, 1, . . . , q− 1} be the alphabet of size q and let Σn
q be the set of all sequences of

length n over Σq. The Hamming weight of a sequence x ∈ Σn
q , denoted by w(x), is the number

of non-zero symbols in x. The concatenation of two sequences x and y is denoted by x ◦ y.
A binary sequence x ∈ Σn

2 is called balanced if the number of zeros and ones is identical,
i.e., if w(x) = n

2 . We similarly define an almost-balanced binary sequence as follows.
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Definition 6.1. A sequence x ∈ Σn
2 is called ε(n)-almost balanced if

w(x) ∈
[n

2
−ε(n), n

2
+ε(n)

]
.

To extend the definition of balanced and almost balanced sequences to non-binary se-
quences we need the following additional notation. For σ ∈ Σq, let #σ (x) denote the number
of occurrences of the symbol σ in x. A sequence x ∈ Σn

q is called symbol-balanced if any
symbol σ ∈ Σq appears in x exactly n

q times. That is, #σ (x) = n
q for any σ ∈ Σq. When q is

even, we say that x is polarity-balanced if

q
2−1

∑
i=0

#i(x) =
q−1

∑
i= q

2

#i(x) =
n
2

.

Definition 6.1 can be extended toα-almost symbol-balanced andα-almost polarity-balanced
as follows.

Definition 6.2. A sequence x is called ε(n)-almost symbol-balanced if for any σ ∈ Σq we
have that

#σ (x) ∈
[

n
q
−ε(n), n

q
+ε(n)

]
.

Definition 6.3. A sequence x is called ε(n)-almost polarity-balanced if∣∣∣∣∣∣
q
2−1

∑
i=0

#i(x)−
q−1

∑
i= q

2

#i(x)

∣∣∣∣∣∣ ≤ 2 ·ε(n).

6.2.2 Related Work

In this work we extend our previous work [20] focusing on eliminating windows with small
periods. This work utilizes a graph-based reduction technique to establish efficiency and con-
vergence of the construction. Inspired by this, the current study proposes an iterative method
for encoding sequences into almost-balanced ones without requiring monotonic progress be-
tween the algorithm’s steps. In a parallel effort [24, 25], the technique is extended to address
diverse constraints. A universal approach is presented and a general methodology for combin-
ing constraints is detailed, showcasing the versatility and comprehensive nature of the encoding
framework.

6.2.3 Arithmetic Coding

Arithmetic coding [26] serves as a data compression method wherein the encoding process
transforms an input sequence into a new sequence, representing a fractional value in the interval
[0, 1). Each iteration processes a single symbol from the input, dividing the current interval
and designating one of the resulting partitions as the new interval. Consequently, the algorithm
progressively operates on smaller intervals, and the output exists within each of these nested
intervals.
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Figure 6.1: Mapping of x = 00010 into an interval Ix for p = 3
4 (and n = 5).

One of the main components in our suggested construction is an encoder and decoder pair
which are based on binary arithmetic coding. For the completeness of the results in the paper,
the key concepts of binary arithmetic coding, which will be used throughout this paper, are
described next.1

Let p ∈ (0, 1) and let n be an integer. The encoding of a sequence x of length n is done
by mapping x into a unique interval Ix ⊆ [0, 1) as follows.

1) Initialize I ← [0, 1).

2) For i = 1, 2, . . . , n:

(a) Split the interval I into two sub-intervals, IL and IR, of sizes |IL| = p · |I| and
|IR| = (1− p) · |I|.

(b) If xi = 0, I ← IL

(c) Else, I ← IR

3) Ix = I.

Finally, the encoding of x is the binary representation2 of the shortest (fewest number of bits)
fraction in the interval Ix.

After mapping the input to an interval, the output of the algorithm is the binary representa-
tion of a fraction within the interval with a minimal number of bits in its binary representation.
Given p ∈ (0, 1) and an integer n > 0 we denote the corresponding encoder and decoder pair
by f (ac)

p : Σn
2 → Σ∗2 and g(ac)

p : Σ∗2 → Σn
2 .

1This description highlights the details necessary for our derivations and it can be considered a simplification of
the standard arithmetic coding technique.

2Here we consider the binary representation of a fraction in [0, 1) as the binary vector representing the cor-
responding sum of negative powers of two (similar to the representation of a positive integer, but with negative
powers). For example 0.25 is represented by 01 and 0.75 is represented by 11.
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Example 6.4. Figure 6.1 presents the described steps for the mapping of x = 00010 into an
interval Ix for p = 3

4 (and n = 5). In this example,

Ix =

[
81

256
,

405
1024

)
,

and the fraction with the minimal representation within this interval is 0.375 = 2−2 + 2−3,
resulting with the output 011.

We note that the mapping of a sequence x ∈ Σn
2 into an interval Ix requires splitting the

interval n times, where each iteration computes the new interval edges using a single multipli-
cation of two rational numbers. Hence, in the worse-case, both f (ac)

p and g(ac)
p perform Θ(n)

multiplications operations.

6.3 Binary Almost Balanced Sequences

In this section, we discuss the case of binary ε(n)-almost balanced sequences. We first explic-
itly define the constraint as follows,

C(n,ε(n)) =
{

x ∈ Σn
2
∣∣ w(x) ∈

[n
2
−ε(n), n

2
+ε(n)

]}
.

In the next lemma, we show that there exists a single-redundancy-bit construction for
C(n,ε(n)) only if ε(n) = Ω(

√
n). More precisely, for ε(n) = α

√
n, we give lower and

upper bounds on the minimal value of α for which there exists a single-redundancy-bit con-
struction for C(n,α

√
n) for n large enough. More formally, for every α > 0 we define

F(n,α) ≜ |C(n,α
√

n)|
2n . Thus, our goal is to find the minimum α for which there exists n′ such

that for any n ≥ n′ we have that F(n,α) ≥ 1/2.

Lemma 6.5. There exists a constant c such that if α ≥ c and n is large enough, then there
exists a single redundancy bit construction for C(n,α

√
n). Otherwise, if α < c then there is

no such a construction. Moreover, it holds that 0.335 < c ≤ 0.34.

Proof. This result can be seen from the fact that the binomial distribution approaches the nor-
mal distribution as n→ ∞, with µ = n/2 andσ =

√
n/2. Considering the Z-score table [27]

we know that at least half of the space is thus contained in

[µ − 0.68σ ,µ + 0.68σ ] = [n/2− 0.34
√

n, n/2 + 0.34
√

n].

On the other hand, the interval

[µ − 0.67σ ,µ + 0.67σ ] = [n/2− 0.335
√

n, n/2 + 0.335
√

n]

contains strictly less than half of the space.
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Next, we demonstrate an efficient construction with a single redundancy bit for α >√
ln(2) ≈ 0.8325, inspired by the approach taken in [20] and based on the arithmetic cod-

ing [26] technique. To this end, we also define the two following auxiliary constraints,

CL(n,α
√

n) =
{

x ∈ Σn
2
∣∣ w(x) ≤ n

2
+α
√

n
}

,

CH(n,α
√

n) =
{

x ∈ Σn
2
∣∣ w(x) ≥ n

2
−α
√

n
}

.

Notice that C(n,α
√

n) = CL(n,α
√

n)∩ CH(n,α
√

n). We now propose the overall construc-
tion as follows,

Construction 6.1 (Binary almost-balanced). Let α >
√

ln(2), let n be a sufficiently large3

integer, and let x ∈ {0, 1}n−1. Our construction is composed of the following two instances of
the arithmetic coding described in Section 6.2.3:

• Binary arithmetic coding with pL = 1/2 +α/
√

n + 1/n and a pair of encoder and
decoder functions

f (ac)
pL : Σn

2 → Σ∗2 ,

g(ac)
pL : Σ∗2 → Σn

2 .

• Binary arithmetic coding with pH = 1/2 −α/
√

n − 1/n and a pair of encoder and
decoder functions

f (ac)
pH : Σn

2 → Σ∗2 ,

g(ac)
pH : Σ∗2 → Σn

2 .

For simplicity, we assume that the output length of f (ac)
pL , f (ac)

pH is at least n− 2 (since otherwise,
we can pad the output with zeros and we will show that it will be exactly n − 2). Then, Al-
gorithms 5 and 6 construct an efficient construction with a single redundancy bit andO(T(n))
average time complexity for T(n) the maximum time complexity amongst f (ac)

pL , g(ac)
pL , f (ac)

pH , g(ac)
pH .

That is, the average time complexity is O(nρ), where ρ is the time complexity of a single mul-
tiplication operation 4.

The correctness of this construction is stated in the next theorem.

Theorem 6.6. Construction 6.1 is an efficient construction with a single redundancy bit for
C(n,α

√
n) whenα >

√
ln(2) and n is large enough.

The proof of the theorem follows immediately from the following three lemmas.

3While the size of n depends onα, the size of n for which the construction work is not too large. For example,
forα = 1 andα = 0.835 we only need n > 4 and n > 6, respectively

4The value ρ depends on the exact number of symbols needed to preserve sufficient accuracy during multipli-
cation.
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Algorithm 5: Almost-Balanced Encoder E
Input: x ∈ Σn−1

2 .
Output: y ∈ C(n,α

√
n).

y← x ◦ 0.
while y /∈ C(n,α

√
n) do

if y ∈ CL(n,α
√

n) then
y← f (ac)

pL (y) ◦ 11.
end
else

y← f (ac)
pH (y) ◦ 01.

end
end
return y.

Algorithm 6: Almost-Balanced Decoder D
Input: y ∈ C(n,α

√
n) such that E(x) = y for x ∈ Σn−1

2 .
Output: x ∈ Σn−1

2 .
while yn ̸= 0 do

if yn−1 = 1 then
y← g(ac)

pL (y[1:n−2]).
end
if yn−1 = 0 then

y← g(ac)
pH (y[1:n−2]).

end
end
return y[1:n−1].

Lemma 6.7. Algorithm 5 stops with an output y ∈ C(n,α
√

n).

Proof. First, let us prove that in each iteration of Algorithm 5, the length of y, is exactly n.
Clearly, before entering the while loop for the first time, the length of y is n. Within the while
loop, y is modified to be the concatenation of either f (ac)

pL (y) or f (ac)
pH (y) with two additional

bits. Hence, we need to show that the output of f (ac)
pL (y) or f (ac)

pH (y), respectively, is of length

n− 2. Recall that by our assumption, the output length of f (ac)
pL , f (ac)

pH is always at least n− 2.
Hence, it is sufficient to show that the length cannot be greater than n− 2.

If y is modified in step 4 then y /∈ C(n,α
√

n) and y ∈ CL(n,α
√

n). That is, w(y) <
n
2 −α

√
n, and the length of the interval that corresponds to y by the mapping f (ac)

pL is

|Iy| =
(

1
2
− α√

n
− 1

n

)w(y)

·
(

1
2
+
α√

n
+

1
n

)n−w(y)

.
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Since this value is minimized when w(y) is maximized, we have that any such y is mapped to
an interval of length

|Iy| ≥
(

1
2
− α√

n
−1

n

) n
2−α
√

n

·
(

1
2
+
α√

n
+

1
n

) n
2 +α
√

n

.

Moreover, since

lim
n→∞2n−2 ·

(
1
2
− α√

n
−1

n

) n
2−α
√

n

·
(

1
2
+
α√

n
+

1
n

) n
2 +α
√

n

=
e2α2

4
,

it can be verified that for any α >
√

ln(2) we have that |Iy| ≥ 1/2n−2 for n large enough.
This implies that it is possible to enumerate the interval with exactly n− 2 symbols.

By the definition of Algorithm 5, if the algorithm ends, it stops with a valid output. Hence,
it is left to show that the algorithm converges. Similarly to the approach presented in [20],
the convergence follows from a reduction to an acyclic graph walk, and it is given here for
completeness.

Let G = (V, E) be a directed graph such that V = Σn
2 is the set of nodes and the set

of edges E ⊆ V × V is defined as follows. From any u /∈ C(n,α
√

n) there is a single
outgoing edge to the node v ∈ V, where v = f (ac)

pL (u) ◦ 11 if y ∈ CL(n,α
√

n), and otherwise

v = f (ac)
pH (u) ◦ 01. That is, there is an edge from node u to node v if v is the unique sequence

such that the operations inside the while loop of Algorithm 5 will modify y = u to y = v.
Note that the mappings f (ac)

pL and f (ac)
pH are invertible functions and hence the in-degree of all

the nodes in V is at most one. Moreover, by the definition of E , any node v ∈ V for which
vn = 0, satisfies din(v) = 0, where din(v) is the in-degree of v.

Assume by contradiction that the encoder does not converge for an input x ∈ Σn−1
2 and let

x ◦ 0 = y(0), y(1), y(2), . . .

be the list of nodes that correspond to the values of y before each iteration of the while loop in
Algorithm 5. Since |V| is finite, the path y(0) → y(1) → y(2) → · · · contains a cycle, i.e.,
there is an index i such that

y(i) → y(i+1) → · · · → y( j−1) → y( j) = y(i).

Since y(0)n = 0, we have that din(y(0)) = 0 and hence y(0) is not on the cycle. Hence, there
exists an index i′ such that din(y(i′)) = 2, which is a contradiction.

Example 6.8. Let n = 8,α = 1 and x = 1000000 ∈ Σ7
2. Note that

C(8,
√

8) = {y ∈ Σ8
2 | 2 ≤ w(y) ≤ 6}.

Using the same notations as in the proof of Lemma 6.7, Algorithm 5 begins with

y(0) = x ◦ 0 = 1000000 ◦ 0.
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As y(0) /∈ C(8,
√

8) the algorithm enters the while loop and line 4 is executed (w(y(0)) ≤ 6).
It can be verified that in this step y(0) is mapped to the interval [0.97855, 0.99698) which can
be represented using 111111. Hence y(1) = 111111 ◦ 11. In the second iteration, line 6 is
executed and y(2) = 100000 ◦ 01 ∈ C(8,

√
8).

Lemma 6.9. For any x ∈ Σn−1
2 , the decoder D from Algorithm 6 satisfies D(E(x)) = x.

Lemma 6.10. The average number of iterations in the while loop of E, D is at most |Σ| =
O(1).

The proofs of Lemma 6.9 and Lemma 6.10 follow from the reduction of the encoder to a
graph walk presented in the proof of Lemma 6.7. Since the proofs are very similar to the ones
presented in [24], they are omitted.

6.4 Extensions to Non-Binary Alphabets

In this section we discuss the extension of Construction 6.1 to the non-binary case.

6.4.1 Almost Polarity-Balanced

Construction 6.1 can be modified to obtain almost polarity-balanced sequences for any alphabet
of even size. First, we formally define the constraint

C(pb)
q (n,ε(n))=

x ∈ Σn
q
∣∣ q

2−1

∑
i=0

#i(x) ∈
[n

2
−ε(n), n

2
+ε(n)

].

Similarly to the binary case, we are interested in a single redundancy symbol codes and in

the next lemma we show thatε(n) = Ω(
√

n). To this end, we define F(pb)(n,α) ≜ |C(pb)
q (n,α

√
n)|

qn .

Lemma 6.11. Let c = lim inf{α|F(pb)(n,α) ≥ 1/q}. Then, it holds that c ≤ 0.34.

Proof. It holds that

F(pb)(n,α) =
|C(pb)

q (n,α
√

n)|
qn

=
|C(n,α

√
n)| · (q/2)n

qn

=
|C(n,α

√
n)|

2n = F(n,α).

The latter together with Lemma 6.5 implies the claim of the lemma.
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q Lower bound Upper bound
2 0.335 0.34
3 0.215 0.22
4 0.155 0.16
5 0.125 0.13
6 0.105 0.11
7 0.09 0.095

Table 6.1: Bounds on c = lim inf{α|F(pb)(n,α) ≥ 1/q}.

While the bound in the previous lemma is not tight, knowing that F(pb)(n,α) = F(n,α),
we can derive tighter upper and lower bounds using the same techniques as in the proof of
Lemma 6.5. Table 6.1 summarizes the upper and lower bounds on c for small alphabet size,
that can be derived by this manner.

Similarly to Construction 6.1, we define C(pb)
q (n,α

√
n) as the intersection of the following

two constraint channels,

C(pb)
q,L (n,α

√
n)=

x ∈ Σn
q
∣∣ q

2−1

∑
i=0

#i(x) ≤ n
2
+α
√

n

,

C(pb)
q,H (n,α

√
n)=

x ∈ Σn
q
∣∣ q

2−1

∑
i=0

#i(x) ≥ n
2
−α
√

n

.

To address non-binary alphabets, we modify our arithmetic coding based mappings as fol-
lows. First, in each iteration we partition the current interval into q sub-intervals (instead of
two) and if the current symbol is i, we continue with the i-th sub-interval to the next iteration.
For p ∈ (0, 1) we define the size of the first q

2 sub-intervals to be 2p
q |I|, and the size of the last

q
2 sub-intervals to be 2(1−p)

q |I|, where I is the current interval. Given p ∈ (0, 1), an integer
n > 0, and an even integer q ≥ 2, we denote the corresponding encoder and decoder pair by
f (pb-ac)
q,p : Σn

q → Σ∗q and g(pb-ac)
q,p : Σ∗q → Σn

q .

Construction 6.2 (Almost polarity balanced). For an even integer q ≥ 2, let α >
√

ln(q),
let n be a sufficiently large integer, and let x ∈ Σn−1

q . Our construction is composed of the
following two instances of the modified arithmetic coding:

• q-ary arithmetic coding with pL = 1/2 +α/
√

n + 1/n and a pair of encoder and de-
coder functions

f (pb-ac)
q,pL : Σn

q → Σ∗q ,

g(pb-ac)
q,pL : Σ∗q → Σn

q .

• q-ary arithmetic coding with pH = 1/2 −α/
√

n − 1/n and a pair of encoder and
decoder functions

f (pb-ac)
q,pH : Σn

q → Σ∗q ,
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g(pb-ac)
q,pH : Σ∗q → Σn

q .

Then Algorithms 5 and 6 (with the corresponding modifications) construct an efficient con-
struction with a single redundancy symbol andO(T(n)) average time complexity, where T(n)
is the maximum complexity amongst f (pb-ac)

q,pL , g(pb-ac)
q,pL , f (pb-ac)

q,pH , g(pb-ac)
q,pH .

The correctness of Construction 6.2 follows from the same arguments that were presented
in the proof of Construction 6.1. Hence, it is sufficient to show that the length of y before each
iteration of the while-loop is n. That is, we need to show that(

1
q
− 2α

q
√

n
− 2

qn

)n
2−α
√

n

·
(

1
q
+

2α
q
√

n
+

2
qn

)n
2 +α
√

n

≥ 1
qn−2 ,

which holds for any α >
√

ln(q). We note that for q = 2 Construction 6.2 is identical to
Construction 6.1. However, for q > 2 we can improve Construction 6.2 by noticing that now
instead of using two bits it is enough to use one symbol in order to indicate the three options
of determining when the decoder stops and whether to decode with g(pb-ac)

q,pL or g(pb-ac)
q,pH . Hence,

we can change Algorithm 5 such that in step 4 we assign f (pb-ac)
q,pL (y) ◦ 1 into y and in step 7

we assign f (pb-ac)
q,pL (y) ◦ 2 into y. Accordingly, we modify step 2 and step 5 of Algorithm 6 to

check whether yn equals 1 or 2, respectively. By doing so, we allow the output of f (pb-ac)
q,pL and

f (pb-ac)
q,pH to be of length n− 1. Hence, we need(

1
q
− 2α

q
√

n
− 2

qn

)n
2−α
√

n

·
(

1
q
+

2α
q
√

n
+

2
qn

)n
2 +α
√

n

≥ 1
qn−1 ,

which holds forα >
√

ln(q)
2 .

A more thorough examination, reveals that the latter construction can be further improved
for larger values of q. For such values of q, we do not need f (pb-ac)

q,pL and f (pb-ac)
q,pH to compress

the input at all. For our purposes, it is sufficient to only restrict the values of the last symbol in
the output and use the remaining symbols to distinguish between the states.

6.4.2 Almost Symbol-Balanced

Lastly, we discuss ε(n)-almost symbol-balanced q-ary sequences. For simplicity, we only give
a construction for q = 4 while the generalization to q = 2ℓ for any positive integer ℓ is
straightforward. Given n and ε we define the constraint as,

C(sb)
4 (n,ε(n)) =

{
x ∈ Σn

4
∣∣ #σ (x) ∈

[n
4
−ε(n), n

4
+ε(n)

]
, ∀σ ∈ Σ4

}
.

We start by noting that any ε(n)-almost symbol-balanced sequence is also a ε(n)-almost
polarity-balanced. Hence, our analysis of almost polarity-balanced codes implies that if a
single-redundancy-symbol ε(n)-almost symbol-balanced code exists then ε(n) = Ω(

√
n).

Therefore, we focus again on the case where ε(n) = α
√

n.
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Our construction is based on defining a subset of C(sb)
4 (n,α

√
n)) as the intersection of the

following three α
√

n
2 -polarity-balanced 4-ary codes,

C(pb)
0,i =

{
x ∈ Σn

4
∣∣ #0(x) + #i(x)∈

[
n
2
− α
√

n
2

,
n
2
+
α
√

n
2

]}
,

for i ∈ {1, 2, 3}.

Lemma 6.12. It holds that

C(pb)
0,1 ∩ C

(pb)
0,2 ∩ C

(pb)
0,3 ⊆ C

(sb)
4 (n,α

√
n).

Construction 6.3 (Almost symbol balanced). Let α > 2
√

ln(4), let n be a sufficiently large
integer, and let x ∈ Σn−1

q . Our construction is composed of three pairs of the modified arith-

metic coding that were utilized in Construction 6.2. For each i ∈ {1, 2, 3} consider C(pb)
0,i and

define:

• 4-ary arithmetic coding with pL = 1/2 +α/2
√

n + 1/n that associates the first two
intervals in each partition with 0 and i, and a pair of encoder and decoder functions

f (pb-ac)
4,pL ,i : Σn

4 → Σ∗4

g(pb-ac)
4,pL ,i : Σ∗4 → Σn

4 .

• 4-ary arithmetic coding with pH = 1/2−α/2
√

n− 1/n that associates the first two
intervals in each partition with 0 and i, and a pair of encoder and decoder functions

f (pb-ac)
4,pH ,i : Σn

4 → Σ∗4

g(pb-ac)
4,pH ,i : Σ∗4 → Σn

4 .

• The constraint channels

C(pb)
L,0,i =

{
x ∈ Σn

4
∣∣ #0(x) + #i(x) ≤ n

2
+
α
√

n
2

}
C(pb)

H,0,i =

{
x ∈ Σn

4
∣∣ #0(x) + #i(x) ≥ n

2
− α
√

n
2

}
Then Algorithms 7 and 8 construct an efficient construction with a single redundancy sym-
bol and O(T(n)) average time complexity, where T(n) is the maximum complexity amongst
f (pb-ac)
4,pL ,i , f (pb-ac)

4,pH ,i , g(pb-ac)
4,pL ,i , g(pb-ac)

4,pH ,i for i ∈ {1, 2, 3}.

The correctness of Construction 6.3 follows from arguments similar to the those presented
in the proof of Construction 6.1, and the observation that for i ∈ {1, 2, 3} the output of f (pb-ac)

4,pH ,i

and f (pb-ac)
4,pH ,i is of length n− 2 forα > 2

√
ln(4).
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Algorithm 7: Almost-Balanced 4-ary Encoder E4

Input: x ∈ Σn−1
4 .

Output: y ∈ C(sb)
4 (n,α

√
n).

y← x ◦ 0.
while y /∈ C(sb)

4 (n,α
√

n) do
for i ∈ {1, 2, 3} do

if y /∈ C(pb)
0,i then

if y /∈ C(pb)
L,0,i then

y← f (pb-ac)
4,pL ,i (y) ◦ 1 ◦ i.

end
else

y← f (pb-ac)
4,pH ,i (y) ◦ 0 ◦ i.

end
end
break

end
end
return y.

6.5 Conclusion

This work studies the problem of encoding almost-balanced sequences using a single redun-
dancy symbol. Our constructions achieve an optimally balanced order of Θ(

√
n), though there

remains a multiplicative gap between the theoretical bounds on ε(n) and the values applicable
in our constructions. Future work should focus on analyzing the number of symbols needed
to maintain sufficient precision in the multiplication of rational numbers. This would enable
a more accurate evaluation of our method’s average time and memory complexities and facili-
tate a detailed comparison with the enumerative coding approach. Additionally, bounding the
worst-case time complexity of the algorithms remains a challenging problem for future inves-
tigation. Experimental results verified that the number of iterations of Algorithm 5 is at most 7
for words of length n = 20.
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Algorithm 8: Almost-Balanced 4-ary Decoder D4

Input: y ∈ C(sb)
4 (n,α

√
n) such that E4(x) = y for some x ∈ Σn−1

4 .
Output: x ∈ Σn−1

4 .
while yn ̸= 0 do

if yn−1 = 1 then
y← g(pb-ac)

4,pL ,yn
(y[1:n−2]).

end
if yn−1 = 0 then

y← g(pb-ac)
4,pH ,yn

(y[1:n−2]).
end

end
return y[1:n−1].
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Chapter 7

Representing Information on DNA
using Patterns Induced by Enzymatic
Labeling

Daniella Bar-Lev, Tuvi Etzion, Eitan Yaakobi, and Zohar Yakhini

Abstract

Enzymatic DNA labeling is a powerful tool with applications in biochemistry, molecular bi-
ology, biotechnology, medical science, and genomic research. This paper contributes to the
evolving field of DNA-based data storage by presenting a formal framework for modeling
DNA labeling in strings, specifically tailored for data storage purposes. Our approach involves
a known DNA molecule as a template for labeling, employing patterns induced by a set of
designed labels to represent information. One hypothetical implementation can use CRISPR-
Cas9 and gRNA reagents for labeling. Various aspects of the general labeling channel, includ-
ing fixed-length labels, are explored, and upper bounds on the maximal size of the correspond-
ing codes are given. The study includes the development of an efficient encoder-decoder pair
that is proven optimal in terms of maximum code size under specific conditions.

7.1 Introduction

Enzymatic DNA labeling is a powerful tool with applications in biochemistry, molecular bi-
ology, biotechnology, medical science, and genomic research [1–6]. The technique involves
the deliberate labeling of specific parts of the DNA molecule with specific markers. In recent
literature, it was also demonstrated that DNA labeling (and more generally, DNA editing) can
be used in the emerging technology of data storage on DNA. see e.g., [7, 8]. One important
approach to labeling is the use of CRISPR-Cas9 based systems [2, 9–11].

Beyond its practical applications, recent studies shifted focus towards understanding DNA
labeling from an information theoretic perspective. In [12] Hanania et. al. modeled the process
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of DNA labeling as a communication channel. In this setup, either a fixed single label or a small
set of fixed labels is being used. The input is a 4-ary sequence representing the DNA molecule
and the output is a sequence in which non-zero entries represent the presence of labels in
the molecule. The work presents multiple results regarding the capacity of this channel, as
a function of label(s) used. Another related communication channel, which was studied by
Nogin et. al. [13], considered the process of Optical Genome Mapping (OGM) [14, 15], a
useful application of DNA labeling that involves optically imaging DNA fragments containing
labeled short sequence patterns. The study utilizes techniques from information theory to
enable the design of optimal labeling patterns for this application. In [7] the authors introduced
and investigated concept related to native DNA to store information using detectable chemical
modifications.

In this work, we define a formal framework for modeling labeling in DNA strings and
present results pertaining to optimal design in such systems, for the purpose of data storage
in DNA. In contrast to the model suggested in [12], in our model a specific known DNA
molecule is considered as a template for labeling, while the information is represented by pat-
terns induced by a set of labels designed for this purpose. More specifically, we code any given
message to a set of labels that will induce a unique pattern. When reading the information,
post communication, the output of the channel is a binary vector representing the sites labeled
by the selected labels in the known template DNA molecule.

We characterize the performance of this labeling channel addressing several possible vari-
ants. In particular, we consider labels of fixed length ℓ, which is the expected case if CRISPR-
Cas9 were to be used, as well as systems that can support a dynamic range of lengths. We
developed, for example, an efficient encoder and decoder pair for this channel in the special
case in which ℓ is fixed and the template sequence is ℓ-repeat-free. In this case, we proved
optimality of our construction.

The rest of the paper is organized as follows. In Section 7.2, we introduce the definitions
that will be utilized throughout the paper, including the formal definitions of our labeling model
and the problems investigated. Additionally, Section 7.2 provides several bounds that consider
strings with a small period as templates. Moving on to Section 7.3, our focus shifts to labels
with a fixed length, denoted as ℓ. This section presents both upper and lower bounds on the
maximum size of codes in our model. Furthermore, we introduce an efficient construction that
achieves the upper bound. Finally, Section 7.4 concludes the paper, briefly summarizing some
of our key findings and suggesting potential future directions.

7.2 Definitions, Problem Statement, and a First Bound

7.2.1 Definitions

Let Σ = {A,C,G,T} denote the DNA alphabet, and let Σn denote the set of all length-n
sequences over Σ and Σ∗ is the set of all sequences of any length over Σ. Denote by [n] the
set {1, 2, . . . , n}. For a sequence S = (s1, . . . , sn) ∈ Σn, and 1 ≤ i ≤ n − ℓ + 1 , let
S[i;ℓ] ≜ (si, . . . , si+ℓ−1) and let Wℓ(S) ≜ {S[i;ℓ] : 1 ≤ i ≤ n− ℓ+ 1}. A label λ ∈ Σ∗ is a
relatively short sequence over Σ. For a sequence S ∈ Σn, the labeling of S with the label λ is
defined as follows.
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Definition 7.1. Given a label λ ∈ Σℓ, the λ-labeling function, λ : Σ∗ → {0, 1}∗, is a mapping
that corresponds to the label λ, where the λ-labeling of a sequence S ∈ Σn is defined as a
binary sequence λ(S) ∈ {0, 1}n in which λ(S)[i:ℓ] = (1, 1, . . . , 1) if and only if S[i:ℓ] = λ.

Example 7.2. Let λ = AAAC ∈ Σ4. The λ-labeling of the two sequences S1, S2 ∈ Σ20 is
presented below.

S1 = A A A A A C T G T G C A T A A A A C C G

λ(S1) = 0 0 1 1 1 1 0 0 0 0 0 0 0 0 1 1 1 1 0 0

S2 = A A A C A A A C T C C G G A T G T G G A

λ(S2) = 1 1 1 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0 0 0

In this work, we will be interested in labeling using multiple labels. Let Λ =
{λ1, λ2, . . . , λt} be a set of t labels λi ∈ Σ∗. The Λ-labeling function corresponds to labeling
with all the t labels in Λ together and is defined as follows.

Definition 7.3. Let Λ = {λ1, . . . , λt} be a set of t labels λi ∈ Σℓi . The Λ-labeling function,
Λ : Σ∗ → {0, 1}∗, is a mapping function that corresponds to the λ-labeling with all the labels
λ ∈ Λ. The Λ-labeling of a sequence S ∈ Σn is defined as the bitwise OR of the t binary
sequences λi(S), i ∈ [t], i.e.,

Λ(S) ≜ λ1(S) ∨ λ2(S) ∨ · · · ∨ λt(S),

where ∨ stands for the bitwise OR operation.

In other words, for a set of t labels Λ = {λ1, . . . , λt}, the Λ-labeling of a sequence S ∈ Σn

is equal to the binary sequence Λ(S) ∈ {0, 1}n in which Λ(S)[i;ℓ j] = (1 1 · · · 1) if and only
if S[i;ℓ j] = λ j ∈ Λ for some j ∈ [t].

Example 7.4. Let Λ = {AAAC,CC,GTG}. The Λ-labeling of the two sequences S1, S2 ∈
Σ20 is given as follow.

S1 = A A A A A C T G T G C A T A A A A C C G

Λ(S1) = 0 0 1 1 1 1 0 1 1 1 0 0 0 0 1 1 1 1 1 0

S2 = A A A C A A A C T C C G G A T G T G G A

Λ(S2) = 1 1 1 1 1 1 1 1 0 1 1 0 0 0 0 1 1 1 0 0

Definition 7.5. A labeling code C is a collection of sets of labels {Λi}M
i=1 of sizes {ti}M

i=1
wherein each Λi ∈ C is called a codeset. Given a sequence S ∈ Σ∗, we say that a labeling
code C is S-uniquely-decodable if for any two distinct codesets Λ1, Λ2 ∈ C, we have that
Λ1(S) ̸= Λ2(S).

We note that Definition 7.5 is equivalent to saying that a labeling code C is S-uniquely-
decodable if any codeset Λ ∈ C can be uniquely recovered given S and the Λ-labeling of S,
Λ(S).
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Definition 7.6. Let Λ1, Λ2 be two sets and let S ∈ Σ∗ be a sequence. We say that Λ1, Λ2 are
S-equivalent and denote Λ1 ≡S Λ2 if the labeling of S with Λ1 is identical to the labeling of
S with Λ2, i.e., Λ1(S) = Λ2(S).

Example 7.7. Consider the code C = {Λ1, Λ2, Λ3}, where

Λ1 = {AC}, Λ2 = {AC,GT}, Λ3 = {A,C}.

It can be verified that C is S-uniquely-decodable for the sequence S = ACGTAAAT, by ob-
serving that

Λ1(S) = 11000000,
Λ2(S) = 11110000,
Λ3(S) = 11001110,

are all different. On the other hand, C is not S′-uniquely-decodable for the sequence S′ =
ACGTACGT, since Λ1(S′) = 11001100 = Λ3(S′), i.e., Λ1 and Λ3 are S′-equivalent.

7.2.2 Problems Statement

In order to represent information using DNA labeling, we need a large codebook C which is
S-uniquely-decodable, for some reference sequence S ∈ Σn. To this end, we need to consider
both the design of such codes as well as the selection of the reference sequence S. These
objectives are formally stated as follows.

Problem 7.1. Given a reference sequence S ∈ Σn, find the maximum size of a labeling
code C which is S-uniquely-decodable and efficient encoder and decoder algorithms for an
S-uniquely-decodable code CS that achieves this maximum value. That is, we want to find the
value

M(S) ≜ max{ |C| : C is S-uniquely-decodable},

and efficient encoder and decoder for an S-uniquely-decodable code CS such that

|CS| = M(S).

Problem 7.2. Given a collection of T labels V = {λ1, λ2, . . . , λT}, referred as the executable
labels, find the following.

1) Given a reference sequence S ∈ Σn, find the value

M(S,V) ≜ max
{
|C|
∣∣∣∣ C is S-uniquely-decodable,

C ⊆ P(V)

}
,

where P(V) is the power set of V (i.e., for any Λ ∈ C we have Λ ⊆ V).

2) Given a positive integer n find the value

M(n,V) ≜ max
S∈Σn
{M(S,V)},
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a reference sequence S(n,V) ∈ Σn such that

M(S(n,V),V) = M(n,V),

and an S(n,V)-uniquely decodable code C(n,V) ⊆ P(V) with efficient encoder and de-
coder algorithms.

Problem 7.1 represents a theoretical question and we will describe some related results.
Problem 7.2 represents a variation of the model that encompasses the case of CRISPR labels [2,
9–11] where λi will be the corresponding potential edit sites.

7.2.3 Basic Results using Periodicity

We start with the simplest case of Problem 7.1 in which the reference sequence S consists of
a single run. That is, S = σn for some σ ∈ Σ and positive integer n. For this case, we fully
solve Problem 7.1 in the next lemma.

Lemma 7.8. If S is a sequence with a single run of the symbol σ , then for any S-uniquely-
decodable labeling code C we have that M(S) = 2. Furthermore, the code Cσ = {∅, {σ}},
is S-uniquely-decodable.

Proof. To see that Cσ is S-uniquely-decodable note that for Λ1 = ∅ and Λ2 = {σ} we have
that Λ1(S) is the all-zero word while Λ2(S) is the all-one word.

Let C be an S-uniquely-decodable labeling code with maximum size. Note that for any
label λ ∈ Σ∗, if λ ̸= σ i, for any integer 0 < i ≤ |S|, then λ is not a substring of S and λ(S)
is the all-zero word. Otherwise, we have that λ(S) is the all-one word. By definition of the
bitwise OR operation, for any codeset Λ ∈ C we have that either Λ ≡S ∅ or Λ ≡S {σ}.
Since C is S-uniquely-decodable, the latter implies that |C| ≤ 2.

To extend Lemma 7.8 to more involved cases, we first present the definition of a period.

Definition 7.9. For S ∈ Σn, 1 ≤ π ≤ n − 1 is called a period of S if π |n and for all
1 ≤ i ≤ n − π + 1, Si = Si+π . Additionally, we let π(S) be the minimal period of the
sequence S if such a period exists and otherwise π(S) = n.

Lemma 7.10. For any sequence S with period π(S) = 2, it holds that M(S) = 7.

Proof. Assume w.l.o.g. that S = ACAC . . .AC. The only labels that can be considered are the
ones that are subsequences of S, i.e., the possible labels are

n
2−1⋃
t=0

{
(AC)t+1, (CA)t+1, (AC)tA, (CA)tC

}
Furthermore, for any 1 ≤ t ≤ n/2 we have that {AC} ≡S {(AC)t}, and {CA} ≡S {(CA)t},
and for any 1 ≤ t ≤ n/2− 1 we have that {ACA} ≡S {(AC)tA}, and {CAC} ≡S {(CA)tC}.
Thus, it is sufficient to consider only the labels in {A,C,AC,CA,ACA,CAC}. It can be verified
that the labeling of S by each of these labels is unique, and by considering the empty codeset
we have an S-uniquely decodable code of size 7. To see that no larger code is S-uniquely
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decodable, note that any possible codeset is S-equivalent to some codeset that is composed
only of labels in {∅,A,C,AC,CA,ACA,CAC} and that any codeset that is a subset of the
last six labels, is S-equivalent to a codeset that consists of a single label out of the latter six
labels.

The upper bound in Lemma 7.10 can be extended to any period π by similar arguments.
However, for π > 2 this upper bound is not necessarily tight. This result is summarized in the
following lemma while the proof is left for the full version of the paper.

Lemma 7.11. For any sequence S, we have that

M(S) ≤ 22π(S)−2 + 2π(S) − 1.

7.3 Fixed-Length Labels

In this section, we consider the special case in which all the labels have the same length. That
is, we consider Problem 7.2 in the special case where the executable labels are all the labels
of length ℓ, for some integer ℓ, i.e., V = Σℓ. To this end, for a reference sequence S and
an integer n we define Mℓ(S) ≜ M(S, Σℓ) and Mℓ(n) ≜ M(n, Σℓ). Similarly, we use the
notations S(n,ℓ) and C(n,ℓ) for the reference sequence and code defined in Problem 7.2.2.

Definition 7.12. A labeling code C is called an ℓ-labeling code if for any codeset Λ ∈ C and
any λ ∈ Λ it holds that |λ| = ℓ.

We start with an upper bound on Mℓ(n) for any two integers 0 < ℓ ≤ n. Then, we show
that in the special case where ℓ ≥ log4(n− ℓ+ 1), this bound is tight. Before we present the
bound and an explicit construction that meets it for ℓ ≥ log4(n− ℓ+ 1), let us define η(n, ℓ)
to be the number of binary sequences of length n in which each run of consecutive ones is of
length at least ℓ. Additionally, define the constraint Tℓ to be the set of all binary sequences in
which any run of ones is of length at least ℓ. This constraint is strongly related to the well-
known run-length limited (RLL) constraint, which is described in the next definition [16].

Definition 7.13. A binary sequence satisfies the (d, k)-RLL constraint if between every two
consecutive ones, there are at least d zeros and there is no run of zeros of length k + 1. Denote
the set of all sequences of length n that satisfy the (d, k)-RLL constraint by Cd,k(n).

We note that the constraint Tℓ is equivalent to the (ℓ, ∞)-RLL constraint (replacing the
roles of zeros and ones). It has been proven that for any constant ℓ, cap(Cℓ,∞) = log2 ρ where
ρ is the largest real root of xℓ+1 − xℓ − 1 [17], which implies the following corollary.

Corollary 7.14. Let ℓ be a positive integer. We have that Mℓ(n) ≤ 2Θ(n·log2 ρ), where ρ is the
largest real root of xℓ+1 − xℓ − 1. Furthermore, for a constant ℓ, it holds that

lim
n→∞ log(Mℓ(n))

n
≤ log2 ρ.

Theorem 7.15. Let ℓ and n be positive integers. For any reference sequence S ∈ Σn, we have
that Mℓ(S) ≤ η(n, ℓ), and hence Mℓ(n) ≤ η(n, ℓ).

142



Proof. Let C be an ℓ-labeling code. Note that by the definition of ℓ-labeling code, for any
Λ ∈ C, we have that Λ(S) is a binary string of length |S|, in which any run of ones is of length
ℓ or more. Additionally, since C is S-uniquely-decodable, for any Λ1, Λ2 ∈ C, we have that
Λ1(S) ̸= Λ2(S), and thus, |C| ≤ η(|S|, ℓ).

Next, we show that the bound in Theorem 7.15 is tight by presenting an explicit construc-
tion for a code C(n,ℓ) that meets this bound with equality when S is an ℓ-repeat-free sequence,
i.e., any substring of length ℓ in S is unique [18]. Note that such a sequence S corresponds to
a trail in the de Bruijn graph.

Construction 7.1. Let S be an ℓ-repeat-free sequence of length n over Σ and let
Tℓ(n) ≜ Tℓ ∩ {0, 1}n be the set of all binary strings of length n, in which any run of ones is
of length ℓ or more. For any X = (x1, . . . , xn) ∈ Tℓ(n), we define the codeset ΛX as follows.

1) Initialize an empty set ΛX = ∅.

2) For any run of ones in X of length ℓ′ ≥ ℓ, X[i;ℓ′]:

(a) Add the labels S[i;ℓ], S[i+ℓ;ℓ], . . . , S[i+ℓ·⌊ℓ′/ℓ⌋;ℓ] into ΛX.
(b) If ℓ′/ℓ is not an integer, add the label S[i+ℓ′−ℓ;ℓ] into ΛX.

Finally, we define C(n,ℓ) = {ΛX : X ∈ Tℓ(n)}.

Example 7.16. Let S ∈ Σ25, and X ∈ T4(25) be the following sequences,

S =AAAACAAAGAAATAACCAACGAACT,

X= 1 1 1 1 1 1 1 1 1 1 1 0 0 0 0 0 1 1 1 1 0 0 0 0 0.

The sequence S is a 4-repeat-free sequence, and the codeset ΛX which is obtained by Con-
struction 7.1 for the binary sequence X is ΛX = {AAAA, CAAA, AGAA, CAAC}, where the
first three labels correspond to the first run of ones (in X) and the last label corresponds to the
second run of ones.

Theorem 7.17. For any ℓ-repeat-free sequence S ∈ Σn, the code C(n,ℓ) obtained by Construc-
tion 7.1 is an S-uniquely-decodable ℓ-labeling code of size η(n, ℓ).

Proof. For any 1 ≤ i ≤ n− ℓ+ 1 the subsequence S[i;ℓ] is of length ℓ by definition. Hence,
for any X, ΛX that is defined by the algorithm can only contain labels of length exactly ℓ.
That is, C(n,ℓ) is an ℓ-labeling code. Furthermore, for any X ∈ Tℓ(n), we have that any label
λ ∈ ΛX appears only once as a subsequence of S and hence ΛX(S) = X. Thus, for any two
distinct sequences X, Y ∈ Tℓ(n), we have that ΛX(S) = X ̸= Y = ΛY(S) which implies that
C(n,ℓ) is an S-uniquely-decodable code of size η(|S|, ℓ).

We note that to encode a binary message, we first need to encode it into a sequence
X ∈ Tℓ(n) and then apply Construction 7.1 on X. An efficient encoder of the Tℓ con-
straint can be achieved by constructing a deterministic finite automaton that accepts all the
constrained words, and then utilizing the state-splitting algorithm [19] to design encoders with
rate approaching the capacity.

The following lemma shows that the size of ℓ-labeling codes is maximized for S which is
ℓ-repeat-free (if such S exists).
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Lemma 7.18. If S ∈ Σn is not ℓ-repeat-free, then

Mℓ(S) < η(n, ℓ).

The proof of Lemma 7.18 is based on the fact that for any S which is not ℓ-repeat-free there
exists a sequence in Tℓ(|S|) which cannot be obtained as a labeling of S. The detailed proof
of Lemma 7.18 is left for the full version of the paper.

Let n and ℓ be two positive integers and let S ∈ Σn. Theorem 7.15 and Lemma 7.18
state that if there exists an ℓ-repeat-free sequence of length n, then an S-uniquely-decodable
ℓ-labeling code C is of maximum size if and only if S is ℓ-repeat-free. However, it should be
noted that for any sequence S of length n, if S is ℓ-repeat-free then |S| ≤ 4ℓ + ℓ− 1. That is,
Construction 7.1 is relevant only for ℓ ≥ log4(|S| − ℓ+ 1).

Corollary 7.19. If ℓ < log4(n− ℓ+ 1) then Mℓ(n) < η(n, ℓ).

Corollary 7.20. Let S ∈ Σn be a reference sequence and let ℓ ≥ log4(n− ℓ+ 1). We have
that Mℓ(S) = Mℓ(n) if and only if S is an ℓ-repeat-free sequence.

Corollary 7.21.

Mℓ(n) = η(n, ℓ) if and only if ℓ ≥ log4(n− ℓ+ 1).

In the following lemma and corollary the value η(n, ℓ) is analyzed.

Lemma 7.22. For any two positive integers n, ℓ, it holds that

η(n, ℓ) =
⌊ n+1
ℓ+1 ⌋

∑
t=0

(
n− t(ℓ− 1) + 1

2t

)
.

Proof. Let A be the set of binary strings of length n in which each run of ones is of length at
least ℓ. We start by partitioning A into two disjoint sets,

A0 = {(x1, . . . , xn) ∈ A : x1 = 0}
A1 = {(x1, . . . , xn) ∈ A : x1 = 1}.

Clearly, η(n, ℓ) = |A| = |A0 ∪ A1| = |A0|+ |A1| since A0 ∩ A1 = ∅. Next, let us calculate
|A0|, the analysis for |A1| is done similarly. We have that |A0| = ∑

n
r=1 |A0

r |, where A0
r is the

set of all sequences in A0 that have exactly r runs (of zeros/ones). Since the first run of any
sequence in A0 is a run of zeros, any sequence in A0

r contains r1 = ⌈(r− 1)/2⌉ runs of ones
and r0 = r− r1 = ⌊(r + 1)/2⌋ runs of zeros. Additionally, each run of zeros must contain
at least a single zero and each run of ones must contain at least ℓ ones. Let

((m
b

))
denote the

number of b-element combinations of m objects, with repetitions. We have that

|A0
r | =

((
r

n− ℓr1 − r0

))
=

((
r

n− ⌈(r− 1)/2⌉(ℓ− 1)− r

))
=

(
n− ⌈(r− 1)/2⌉(ℓ− 1)− 1

r− 1

)
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and

|A0| =
n

∑
r=1

(
n− ⌈(r− 1)/2⌉(ℓ− 1)− 1

r− 1

)
.

Similarly, we have that

|A1| =
n

∑
r=1

((
r

n− ⌊(r + 1)/2⌋(ℓ− 1)− r

))
=

n

∑
r=1

(
n− ⌊(r + 1)/2⌋(ℓ− 1)− 1

r− 1

)
and thus

η(n, ℓ) =
n

∑
r=1

(
n− ⌈ r−1

2 ⌉(ℓ− 1)− 1
r− 1

)
+

n

∑
r=1

(
n− ⌊ r+1

2 ⌋(ℓ− 1)− 1
r− 1

)
.

By utilizing the identity (n−1
k−1) + (n−1

k ) = (n
k), and by considering even and odd values of n

separately, it can be shown that the latter expression is equal to

η(n, ℓ) =
⌊ n+1
ℓ+1 ⌋

∑
t=0

(
n− t(ℓ− 1) + 1

2t

)
.

Recall that the upper bound in Corollary 7.14 is evaluated under the assumption that ℓ is a
constant. Since Construction 7.1 requires that the value of ℓ will grow as a function of n, the
latter capacity does not represent the achievable rates of our construction. Hence, in the next
theorem, we present the asymptotic behavior of η(n, ℓ) for the case ℓ = c log4(n), for c ≥ 1.
The proof follows from analyzing the expression given in Lemma 7.22 for ℓ = c log4(n) when
n→ ∞.

Theorem 7.23. Let n be a positive integer and let ℓ = c log4(n) for c ≥ 1. Additionally, let S
be an ℓ-repeat-free sequence and let C(n,ℓ) be the code obtained by Construction 7.1. It holds
that

Mℓ(n) = Mℓ(S) = |C(n,ℓ)| = η(n, ℓ) = 2Θ
(

log log(n)
log(n) ·n

)
.

To conclude this section, we discuss the case where we are interested in an ℓ-labeling
code which is S-uniquely-decodable, while the sequence S is not ℓ-repeat free. We start by
proving a sufficient condition for an ℓ-labeling code to be S-uniquely-decodable for a given
sequence S (not necessarily ℓ-repeat-free). To this end, for an ℓ-labeling code C we define
C(S) ≜ {Λ ∩Wℓ(S) : Λ ∈ C}.

Lemma 7.24. Let 0 < ℓ ≤ n be two integers and let S ∈ Σn. Additionally let C be an
ℓ-labeling code. Then, C is S-uniquely-decodable if the following two conditions hold:
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1) |C| = |C(S)|.

2) For any Λ ∈ C we have that no proper prefix of a label λ ∈ Λ is a proper suffix of a
label λ′ ∈ Λ.

The first condition in Lemma 7.24 implies that all the codesets in C are different when
ignoring labels that do not appear as substrings of S. The second condition is that any codeset
in C is a non-overlapping code [20–23], that is, for any codeset Λ ∈ C we have that no proper
prefix of a label λ ∈ Λ is a suffix of a label λ′ ∈ Λ. In fact, this condition is too strong and we
only need the latter to hold concerning the embeddings of the labels in S. Hence, we prove the
following weaker sufficient condition instead.

Theorem 7.25. Let S ∈ Σn and let C be an ℓ-labeling code. Then, C is S-uniquely-decodable
if the following two conditions hold:

1) |C| = |C(S)|.

2) For any Λ ∈ C(S) and any λ, λ′ ∈ Λ, if there exists a sequence w ∈ Σ∗ such that λ is a
prefix of w, λ′ is a suffix of w, and |w| < 2ℓ, then w is not a substring of S.

Proof. Let C be an ℓ-labeling code that satisfies the two conditions in the claim. We first note
that |C| = |C(S)| implies that for any two codesets in C, their subsets which contain only the
ℓ-substrings of S are distinct. Hence we can ignore the labels that are not substrings of S and
prove that the second condition guarantees that for any Λ ∈ C, the codeset Λ can be uniquely
determined from Λ(S) and S.

For any Λ ∈ C, the second condition implies that the sequence Λ(S) is a binary sequence
of length n in which any run of ones is of length jℓ for some integer j ≥ 1. Furthermore, for
any run of ones in Λ(S) there is a unique way to partition it to non-overlapping segments of
length ℓ. Thus, for any run of jℓ ones in Λ(S), j ≥ 1, we have a unique set of non-overlapping
labels of length ℓ that can create this run. That is, Λ can be uniquely determined given S and
Λ(S), which completes the proof.

Assume ℓ < log4(n − ℓ + 1), using Lemma 7.24, we can construct an ℓ-labeling code
which is S-uniquely decodable for a reference sequence S ∈ Σn as follows.

Construction 7.2. Given ℓ < log4(n − ℓ + 1) and a sequence S ∈ Σn, construct an ℓ-
labeling code C as follows.

1) Let Nℓ be the non-overlapping code of length ℓ over Σ given in [23].

2) Let N(ℓ,S) ≜ Nℓ ∩Wℓ(S).

3) Let C ≜ P(N(ℓ,S)), where P(N(ℓ,S)) is the power set of N(ℓ,S).

It was proven in [23], that |Nℓ| ≥ 63 · 4ℓ−5

ℓ , which implies the following lower bound on
Mℓ(S) and Mℓ(n).

Claim 7.26. For any S ∈ Σn we have that Mℓ(S) ≥ 2|N(ℓ,S)|. In particular, Mℓ(n) ≥ 263· 4ℓ−5
ℓ .
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Proof. Let S be a sequence of length n such that the prefix of length 4ℓ + ℓ− 1 of S is a de
Bruijn sequence. In this case, N(ℓ,S) = Nℓ and hence the size of the code C from Construc-

tion 7.2 is |C| = 2|N(ℓ,S)| ≥ 263· 4ℓ−5
ℓ . Hence, Mℓ(S) ≥ 263· 4ℓ−5

ℓ which implies the claim of the
theorem.

While Construction 7.2 and the bound in Claim 7.26 can be used for any sequence S, in
case we can use any reference sequence of length n, these results can be improved, as shown
in the next theorem.

Theorem 7.27. For integers n and ℓ, if ℓ < log4(n− ℓ+ 1) then

Mℓ(n) ≥ η(4ℓ + ℓ− 1, ℓ) = 2Θ
(

log(ℓ)
ℓ ·(4

ℓ+ℓ−1)
)

Proof. To see that the claim in the theorem holds, let S be a sequence of length n such that the
prefix of length 4ℓ + ℓ− 1 of S is a de Bruijn sequence and the code C4ℓ+ℓ−1,ℓ obtained by
Construction 7.1 where the decoding is done using the de Bruijn prefix of S.

7.4 Conclusions

This study presents a theoretical framework for utilizing DNA molecules to encode informa-
tion, intending to circumvent expensive DNA synthesis and facilitate a more practicable ap-
proach to certain applications. Our proposed methodology suggests to leverage established bio-
chemical techniques commonly employed in medical and biological research, such as CRISPR-
Cas9 and gRNA reagents for labeling. Through comprehensive exploration, we establish up-
per bounds on achievable codes under specific conditions and introduce an efficient encoder-
decoder pair optimized for maximal code size.

To make further progress, future research should prioritize adapting the model, construc-
tions, and bounds to a more realistic scenario that incorporates noise. One form of noise to
consider is the potential for a small number of labels to be missing. This can result from la-
beling failures at specific sites or false negatives during the identification of labeled locations.
Additionally, it’s essential to address synchronization errors that may arise when determining
labels’ positions.
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Chapter 8

Deep DNA Storage: Scalable and
Robust DNA Storage via Coding
Theory and Deep Learning

Daniella Bar-Lev, Itai Orr, Omer Sabary, Tuvi Eztion, and Eitan Yaakobi

Abstract

DNA-based storage is an emerging technology that enables digital information to be archived in
DNA molecules. This method enjoys major advantages over magnetic and optical storage so-
lutions such as exceptional information density, enhanced data durability, and negligible power
consumption to maintain data integrity [1, 2]. To access the data, an information retrieval pro-
cess is employed, where some of the main bottlenecks are the scalability and accuracy, which
have a natural tradeoff between the two. Here we show a modular and holistic approach that
combines Deep Neural Networks (DNN) trained on simulated data, Tensor-Product (TP) based
Error-Correcting Codes (ECC), and a safety margin mechanism into a single coherent pipeline.
We demonstrated our solution on 3.1MB of information using two different sequencing tech-
nologies. Our work improves upon the current leading solutions by up to x3200 increase in
speed, 40% improvement in accuracy, and offers a code rate of 1.6 bits per base in a high noise
regime. In a broader sense, our work shows a viable path to commercial DNA storage solutions
hindered by current information retrieval processes.

8.1 DNA-Based Storage

There is an exponential growth in the global data sphere fueled by the proliferation of digital
technologies such as artificial intelligence, the Internet of Things, widespread internet con-
nectivity, and the growing number of interconnected devices. While the global data sphere is
anticipated to reach 180 Zettabytes by 2025, current storage solutions are not expected to scale
at nearly the same pace due to capacity limitations [3]. To address this urgent need of the dig-
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ital age, researchers are turning to innovative solutions like DNA-based storage, recognizing
its potential to revolutionize long-term data storage capabilities due to its extraordinary data
density and durability [2].

A DNA molecule consists of four building blocks called nucleotides: Adenine (A), Cyto-
sine (C), Guanine (G), and Thymine (T). A single DNA strand, also called oligonucleotide,
is an ordered sequence of some combination of these nucleotides and can be abstracted as a
string over the alphabet {A,C,G,T}. The ability to chemically synthesize almost any possible
nucleotides sequence makes it possible to store digital data on DNA strands.

The standard in-vitro DNA-based storage pipeline consists of several steps and is shown
in Figure 8.1.a. First, the binary data is encoded into sequences over the DNA 4-ary alphabet,
which are referred to as encoded sequences. Next, the encoded sequences are synthesized by
a DNA synthesizer. The DNA synthesizer produces multiple DNA strands (known as oligos)
for each encoded sequence, as current synthesis technologies cannot produce one single strand
per sequence. Moreover, the length of the strands produced by the synthesizer is typically
bounded by roughly 200–300 nucleotides to sustain an acceptable error rate [4]. The synthe-
sized strands are then stored in a storage container in an unordered manner. To access the
data, a sample of the strands is taken from the storage container, amplified using Polymerase
Chain Reaction (PCR), and then sequenced by a DNA sequencer. The sequencer processes the
strands and generates reads, which are digital representations of the strands as sequences over
the DNA alphabet. However, at this stage, the data is mixed in an unordered and random man-
ner. Recovery of the original binary information is then obtained by a computational-heavy
step, which is referred to as DNA information retrieval.

DNA as a storage medium has several unique attributes that distinguish it from its
widespread digital counterparts and should be considered in the design of the information re-
trieval pipeline. The first attribute is the inherent redundancy obtained by the synthesis and the
sequencing processes, where each synthesized DNA strand has several copies. The second is
that the strands are not ordered in memory and thus it is not possible to know the order in which
they were stored. The third attribute is the unique noise characteristics from both the synthesis
and the sequencing processes which introduce errors to the reads. These errors affect data in-
tegrity and are mostly of three types, insertion, deletion, and substitution of symbols, where the
error rates and their characteristics depend on the synthesis and sequencing technologies [5].

The information retrieval pipeline, also shown in Figure 8.1.a, can be partitioned into sev-
eral main stages: clustering, reconstruction, and decoding. First, a clustering algorithm is
performed on the obtained reads. In this step, the unordered set of reads is partitioned into
groups, where the goal is to partition the reads such that all the reads in each group originate
from the same encoded sequence. Second, a reconstruction algorithm should be applied to each
cluster to predict the encoded sequence. The use of a clustering algorithm and a reconstruction
algorithm utilizes the inherent redundancy of DNA synthesis and sequencing to correct most
of the errors, but usually not all.

In the DNA reconstruction problem [6–8], the goal is to predict an encoded sequence from
a set of reads. One of the challenges in the DNA-based storage channel is that we do not neces-
sarily have control over the size of a cluster, and it is likely that this size is significantly smaller
than the required minimum size that guarantees a successful reconstruction of the encoded se-
quence according to the classical Levenshtein reconstruction problem [9]. Lastly, the decoding
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step converts the reconstructed encoded sequence back to the binary data. In this step, if an
ECC was applied during the encoding phase (prior to the DNA synthesis step), the remaining
errors can be corrected using the decoding procedure of the ECC.

The first large-scale experiments that demonstrated the potential of in vitro DNA storage
were reported by Church et al. [10] who stored 643KB of data and Goldman et al. [11] who
accomplished the same task for a 739KB message. However, neither group recovered the entire
message successfully. Later, Grass et al. [12] used a Reed Solomon (RS) based coding [13]
solution in their DNA-based storage experiment, where they stored and recovered successfully
an 81KB message. Erlich and Zielinski presented DNA Fountain [14], a coding scheme that
is based on Luby transform. In their experiment, they stored and recovered 2.11MB of data.
Organick et al. [15] developed and demonstrated a scheme that allows random access using
DNA strands, where they stored 200MB of data. Yazdi et al. [16] presented a new coding
scheme that was designed to correct errors from Nanopore sequencers, a smaller and portable
sequencing technology that allows longer strands but has higher error rates. In their experiment
they encoded 3.633KB of data which was successfully recovered. Wang et al. [17] stored
379.1KB using their suggested inner-outer scheme that combines cyclic redundancy check
and repeat accumulate code while approaching an information capacity of 1.69 bits per base.
Chandak et al. [18] suggested a coding method based on convolutional code and Recurrent
Neural Network that integrates with Nanopore MinION. They were able to demonstrate their
method and stored 11KB of information. Anavy et al. [19] demonstrated how the capacity of
the DNA-based storage can be increased using composite letters.

The design of an information retrieval pipeline for DNA-based storage is a challenging
problem as the errors include deletions and insertions. These errors are challenging types
of errors, and many of the related theoretical problems are far from being solved [20]. This
fact makes the design of both clustering and reconstruction algorithms more complex [21, 22].
Additionally, the clustering problem is a computationally intensive problem by itself. This
is especially challenging when applied to DNA-based storage where the number of clusters
can be extremely large, for example, 1TB of data will require an order of billions of clusters.
Furthermore, theoretical reconstruction algorithms designed to address deletion and insertion
errors, usually assumed that the clusters were partitioned (almost) perfectly [6, 23, 24] or were
designed to work on a large block-length [23, 25–28].

Several works [12, 14, 18] tackled these difficulties by adding redundant symbols to each
designed DNA strand (i.e., inner coding), or by adding redundant DNA strands (i.e., outer cod-
ing) to detect and correct the deletion and insertion errors. In these techniques, the clustering
and the reconstruction steps can be avoided. In this approach, the inherent redundancy of the
synthesis and the sequencing processes is not fully utilized which leads to suboptimal use of
redundancy in the design of the ECC. This in turn can also lead to performance degradation due
to an increase in the number of strands (and therefore also reads) that represent the information
and should be processed.

Using machine learning methods for DNA-based storage was examined in Bee et al. [29],
where the authors proposed a content-based similarity search and demonstrated how it can be
added to DNA-based storage systems. In Pan et al. [30], the authors showed how data can be
stored in DNA both in the strand and in its backbone structure, to create a rewriteable DNA-
based storage system. Since these methods rely on the low entropy of the data, they are mainly
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suitable in cases where there is a structured pattern in the data that the reconstruction method
can exploit.

8.2 End-to-End Solution for DNA Information Retrieval

In this work, we present an end-to-end, practical solution to the in-vitro DNA information re-
trieval problem, as shown in Figure 8.1.a. Our solution, termed DNAformer, utilizes a modular
encoding scheme, combining ECC and constrained codes prior to DNA synthesis and storage.
Our coding scheme enables the pragmatic partitioning of large datasets into smaller blocks to
allow for fast and easy access to specific parts within the data. When the information requires
access, a sequencing process is used followed by an information retrieval process. The first
step in this process is to bin the different reads into groups based on their index. This naı̈ve
approach introduces noise into the clusters which we treat in the following steps. The benefit is
a significant increase in the speed of the clustering step over alternatives, more noise-tolerant
approaches, such as the hash-based approach [22] and the Clover clustering approach [21].

In the second step, we utilize a DNN to reconstruct a sequence over the DNA alphabet
based on a non-fixed number of reads with varying lengths and solve a sequence-to-sequence,
Multiple-In-Single-Out problem. The model architecture shown in Figure 8.1.b uses a com-
bination of convolutions and transformers followed by a confidence filter to screen correct
predictions from false ones. The suspected incorrect predictions can go through a second re-
construction step, a dynamic programming-based algorithm, termed Conditional Probability
Logic (CPL). The CPL algorithm analyzes the reads in each cluster and estimates their possi-
ble errors and probabilities according to the reads’ similarity in the edit distance metric. The
main advantage of the CPL algorithm is that it requires zero prior-knowledge of the cluster’s
error probabilities, and by estimating them it is possible to predict a good estimation even for
small and erroneous clusters. This step adds another degree of freedom in our solution to deal
with the tradeoff between accuracy and speed where the purpose is to deal with more chal-
lenging cases while not sacrificing the run-time capabilities of the system. Furthermore, our
approach uses the concept of safety margin to quantify how robust the information retrieval
pipeline is under specific working conditions.

The third step is the decoding of the data, where we utilize a modified TP code [31]. In
our solution we modify the standard TP approach to take advantage of the first two steps, the
clustering and reconstruction steps, and create a coherent, unified pipeline. This approach
allows us to take advantage of the inherent redundancy and success of the upstream steps to
reduce the redundancy within the coding scheme. Our scheme allows simple integration with
a large family of constrained codes and flexibility with error correction capabilities.

Due to the high cost of acquiring large amounts of real data sufficient for training a DNN,
we based our approach on simulated data. Our training methodology uses only a small amount
of real data to model the error rates during the synthesis, PCR, and sequencing processes, and
is done using the SOLQC tool [32]. Once these errors were modeled, simulated data can be
generated to train a DNN in any quantity required. An important distinguishing property of this
methodology is that the errors need to be modeled only once for each synthesis and sequencing
processes, which makes our method scalable and cost effective.
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Figure 8.1: End-to-end solution for DNA information retrieval. a, shows a schematic descrip-
tion of our solution for the DNA-based storage pipeline. The numbers 1-6 depict the different
stages through the process. In Roman numerals, we depict steps that are part of the training
pipeline. b, shows a detailed view of the information retrieval process showing the DNN ar-
chitecture, confidence filer, CPL, and the input to the decoder. This figure was created with
BioRender.com.
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A key point of our solution strategy is that we do not teach the model to utilize underlying
semantics and file structure, but rather focus on the noise characteristics of the synthesis and
sequencing processes. This gives the model the important ability to process unstructured and
structured data with similar performance. Further details are provided in the Methods section
and Supplementary Information.

8.3 DNA Dataset

Based our methodology, we partitioned the dataset into two parts. The first is a pilot dataset
containing random information encoded into 1, 000 sequences to analyze the noise character-
istic, and the second is the main dataset of 110, 000 encoded sequences, termed test dataset.
The two datasets were synthesized by Twist Bioscience and obtained at different dates for both
the synthesis and sequencing steps to make sure that they are as independent as possible.

The test dataset was composed of 110, 000 encoded sequences containing data from several
sources: image, audio, text, and random information which was done to examine our approach
on several different data modalities. The test dataset was purposefully split into two files,
each containing 55, 000 encoded sequences. The first is a compressed (zipped) folder with
three modalities: an image, a 24-second audio snippet, taken from Neil Armstrong’s iconic
moon landing, and a text file from the DNA Data Storage Alliance [33]. In total, the size
of this compressed file is about 1.5MB. The second file contained about 1.5MB of random
information bits. The data is shown in Figure 8.2.a-d. This partition was made to allow for the
examination of random data in parallel to structured data.

Sequencing was done using two methods, Illumina miSeq and Oxford Nanopore MinION.
This was done to examine our approach on different sequencing technologies each with its own
pros and cons. Prior to each sequencing, we performed PCR amplification using the standard
protocol of Q5 enzyme for 12 cycles [34]. Sequencing with Illumina miSeq produced 528, 636
reads for the pilot dataset, with an error rate of 0.079% and an average cluster size of 529. The
test dataset had 3, 215, 249 reads, 0.123% error rate, and an average cluster size of 29. The
paired-end reads were merged using the PEAR software tool [35].

Sequencing with Oxford Nanopore MinION was done using the Ligation Sequencing Kit
LSK 110 with flowcell 9.4.1 [36]. The pilot dataset consists of 2, 805, 705 reads, with an error
rate of 4.6% and an average cluster size of 754. The test dataset was sequenced twice, the first
flowcell produced 4, 341, 575 reads, an error rate of 4.1%, and an average cluster size of 13.
The second flowcell produced 3, 065, 455 reads, with an error rate of 5.07% and an average
cluster size of 8. The combined two flowcells produced 7, 407, 030 reads, an error rate of
4.47% and an average cluster size of 21. Two sequencing runs were performed to ensure the
average cluster size was sufficiently large.

The noise characteristics of both the pilot and test datasets for both sequencing methods
were obtained using the SOLQC tool [32] and are shown in Figure 8.2.e-f where we see a
good fit between them. As our approach is based on generating simulated data for training,
this illustrates the premise that it is possible to overcome challenges such as domain transfer
between the simulated data used for training and the actual data during operation based on our
approach. Additional details on our datasets can be found in the Supplementary Information.
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Figure 8.2: Data used for DNA experiments. a-d are an image, audio file, random bits and text
accordingly. e, f, show statistical analysis of the errors found in the Illumina and Nanopore
datasets accordingly. We deliberately chose these data modalities to examine the performance
of our method under different conditions.
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8.4 Results

To examine and compare the accuracy and performance of the DNAformer, we used both of
our datasets, Illumina and Nanopore (termed after the sequencing technology used), as well as
4 additional publicly available datasets. The previously published datasets differ in their syn-
thesis and sequencing technologies, leading to different noise characteristics. To allow a fair
comparison of the different reconstruction algorithms on the datasets, all of them were clus-
tered using our binning approach. Since some of the datasets do not include indices in their
encoded sequences, we used the first unique symbols of these sequences as they were indices
in the clustering process. The tested datasets were synthesized by Twist Bioscience, except the
dataset by Grass et al. [12] which was synthesized by CustomArray. The sequencing technol-
ogy for Grass et al. [12] and Erlich et al. [14] was Illumina miSeq, while Organick et al. [15]
used Illumina NextSeq and Srinivasavaradhan et al. [7] used Oxford Nanopore MinION. Ad-
ditional details on the publicly available datasets used can be found in the Supplementary
Information.

For each dataset, we compared our method with 5 additional previously published algo-
rithms. The first three algorithms use a symbol-wise majority vote approach in which the most
frequent symbol in each position along the read is considered as the algorithm’s prediction.
These algorithms are based on the Bitwise Majority Alignment (BMA) [24] and are termed
BMA Lookahead [37], Divider BMA [6], and VS algorithm [23]. The fourth method is the
Iterative algorithm [6]. This algorithm uses dynamic programming methods to detect sequen-
tial patterns (small sub-sequences of the reads) that were observed in the reads and then uses
the concatenation of the most frequent one as the algorithm’s output. The fifth method is the
hybrid algorithm [6], which uses the iterative algorithm and the Divider BMA algorithm, based
on the given cluster and its estimated error probability.

Additionally, Srinivasavaradhan et al. [7] presented two trellis-based methods, the first is
theoretical and the second is a heuristic improvement over the first, termed Trellis BMA. A
comparison of the DNAformer with the Trellis BMA algorithm can be found in the Supple-
mentary Information. A similar theoretical approach was also studied by Lenz et al. [8].

Notable work by Yazdi et al. [16] presented a coding scheme to correct errors caused by
Nanopore sequencers and relied on coding constraints (such as exactly 50% of GC-content).
As these constraints are not satisfied in our datasets, we did not include this method in our
report.

A comparison of our approach to leading reported methods is provided in Figure 8.3.a,
where the DNAformer achieves state-of-the-art (SOTA) results. On our Illumina and Nanopore
datasets, the DNAformer achieves a failure rate of 0.0055% and 1.65% respectively. Addition-
ally, our method achieves a failure rate of 0.02%, 0.66%, 0.17%, and 14.58% on the datasets
provided by Erlich et al. [14], Grass et al. [12], Organick et al. [15], and Srinivasavaradhan et
al. [7], respectively. We note that the closest method in reconstruction ability to the DNAformer
is the iterative method [6].

We further compare the accuracy of the DNAformer on different data modalities in our
dataset. The first file includes text, an audio message, and a photo, while the second is a
file consisting of random bits. Our results, provided in the Supplementary Information, show
similar accuracy for both files. Thus, showing our method does not rely on the underlying
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Figure 8.3: Comparison of the DNAformer to SOTA DNA reconstruction methods. a, shows
the failure rate over several publicly available datasets as well as the Illumina and Nanopore test
datasets, where the DNAformer achieves SOTA results. b, shows the estimated reconstruction
for 100MB of information, where we see our method achieves a significant reduction in the
required time.

semantics or structure in the data, but rather on the noise characteristics from the synthesis
and sequencing processes. In addition to the reconstruction ability, it is also important to
examine the inference speed of the different methods, as storage-based applications greatly
favor fast processing speeds. The results are reported in Figure 8.3.b, where we compare the
time, each method will take to reconstruct 100MB of data. Our method greatly improves on
current methods by several orders of magnitude. When compared to the second-in-performance
method (i.e. the Iterative method), we improve the speed by x3200. Meaning, the DNAformer
simultaneously improves both reconstruction accuracy and speed without the natural tradeoff
that usually exists between the two.

To guarantee the retrieval of binary data, our method uses a TP based, modular coding
scheme. When comparing different coding schemes, an important parameter to consider is the
code rate which signifies how efficient the code is in terms of redundant symbols. Furthermore,
the code rate needs to be evaluated alongside the channel’s error probability as an increase of
this parameter makes the retrieval more challenging. Figure 8.4.a shows a comparison between
different coding schemes where we see our work achieves a high code rate in addition to being
utilized in a relatively high noise regime.

Apart from guaranteeing information retrieval the coding scheme presented in this work
also introduces safety margins which signify how robust is the DNAformer under specific
working conditions. As there are three main categories of errors from the DNAformer, where
some are more difficult to correct than others, our code has been designed to support a range of
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Figure 8.4: Evalution of information retrieval performance. a, comparison of the code rate
versus the channel’s error probability of different coding schemes that were used in DNA-
based storage experiments. Our results show a competitive code rate even while operating
in higher noise regimes. b, heatmap of the errors regime where our coding scheme is able to
operate successfully. The specific instances of our three datasets are shown on top and illustrate
a failure/success of the retrieval as well as their associated safety margin.

values for each error type. Figure 8.4.b shows a heatmap with the three types of errors the code
can correct and α,β,γ denote the quantities of each type of error. We see that when tested on
the Illumina dataset, the DNAformer is well within the safety margins for information retrieval.
When tested on the Nanopore two flowcells, the DNAformer can retrieve the information,
however, the safety margin has been decreased. When tested on the Nanopore single flowcell,
we see that the DNAformer is not able at first to retrieve the information. Following the method
shown in Figure 8.1, when applying both the confidence filter and the CPL, the DNAformer
can successfully retrieve the information. Additional experimentation results, ablations studies,
and comparisons are presented in the Supplementary Information.

8.5 Discussion

When considering commercial, real-life applications of DNA-based storage, several system-
related considerations arise, such as robustness, scalability, run-time, and compute require-
ments. As this work presents an end-to-end solution to the DNA information retrieval problem,
several individual components in the pipeline have been re-designed. Additionally, focus was
placed on the interaction between the different components which is critical to a successful
operation. The results show SOTA performance in accuracy and run-time speed on several
publicly available datasets in addition to new datasets provided in this work. Extensive ex-
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perimentation and ablation studies are provided in the Supplementary Information showcasing
the modular nature of this approach and how it can be modified to different applications and
settings.

Our solution is based on the combination of TP-based ECC wrapping a transformer-based
DNN while considering the system-related considerations mentioned earlier. To overcome the
runtime limitations of current DNA-based storage pipelines, while using the inherent redun-
dancy of the DNA-based storage channel, our design uses a naı̈ve and very efficient method
for clustering. However, this comes at the cost of noise within each cluster. Therefore, the
information retrieval pipeline needs to be able to overcome this type of noise.

DNNs are a good fit for these requirements due to their parallel computational nature and
Graphics Processing Unit (GPU) implementations, which allowed us to achieve inference time
several orders of magnitude faster than previous solutions. However, the current cost of pro-
ducing a large volume of real data for training such a model is high. In addition, since there is
a need to employ an ECC prior to the DNA synthesis process, some changes in the design of
the code will require to generate a new dataset. For these reasons, we turn to simulated data to
train our model.

During training, we utilized 1.4B simulated DNA reads, dwarfing any existing datasets for
DNA-based storage. The cost to create such a large dataset from real DNA (i.e., not simu-
lated data) is estimated at over $10M, far greater than most labs’ budget. Showing how our
method paves the way for a realistic, large-scale application of DNA-based storage. Our train-
ing methodology uses a small amount of data from real experiments to model the errors, from
which we can create an unlimited amount of simulated training data.

The proposed coding scheme introduces different attributes. First, we consider the entire
information retrieval pipeline, which allows a simplification of the channel. Our approach
strips away complexities involved with correcting insertions and deletions, making the process
simpler. Second, by strategically leveraging a TP code, instead of the inner-outer code ap-
proach, we demonstrated that the integration of the clustering and reconstruction steps into the
decoding process leads to a significant reduction in the required number of redundant symbols
for error correction. Third, we offer a modular way to incorporate various constrained codes
into our scheme, a known challenge in Coding Theory [13, 38]. This allows for a versatile
means of adapting to different conditions or requirements, enhancing the adaptability of our
approach across various scenarios.

From a system-design perspective using the confidence filter and CPL algorithm increases
the safety margin and allows our method to expand its ability to solve difficult cases. For
example, higher noise regimes or smaller cluster sizes, a desired trait in terms of cost and time.

Our proposed method of integrating ECC and constrained codes extends outside the do-
main of DNA-based storage and can be useful in other channels as well. Moreover, the uti-
lization of a TP based scheme that relies on similar ideas can be used for scenarios in which a
DNN (or any other algorithm) can be applied to parts of the data pre-decoding.
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8.6 Conclusion

In this work, we present a scalable method for DNA-based storage that overcomes some of the
major bottlenecks in current solutions for balancing failure rate and run-time. Our method com-
bines a DNN and ECC to leverage the sequencing and synthesis inherent redundancy without
compromising on performance. Furthermore, our solution reduces the required ECC redun-
dancy and the required number of reads for error-free recovery of the information. Our results
showed that DNNs can significantly improve the decoding process in a DNA-based storage
system and shorten a DNA-based storage system response time by several orders of magni-
tude. From a broader perspective, our DNN-ECC approach overcomes a major bottleneck on
the path to large-scale commercial applications of DNA-based storage.
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8.7 Methods

Our method is an end-to-end solution to the DNA information retrieval problem, as shown
in Figure 8.1.a. As part of this approach, it was divided into several components, each with
its own functionality: encoding of sequences prior to DNA synthesis, clustering of reads post
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sequencing, reconstruction and decoding back to the original data. In addition, the interplay
and interface between the different components was also taken into consideration as part of
a complete system-level, optimized solution. The solution combines coding theory and deep
learning methods to create a holistic and coherent pipeline to encode and decode the DNA data.

One of the merits of DNA-based storage is high data density, meaning a scalable storage
system needs to be able to quickly process arbitrary large files. To create a scalable method,
we do not require the entire file to be processed simultaneously and design our method to
process data in smaller batches, hence, our solution can be adapted to random access purposes.
Our suggested solution encodes a block of 1.53962MB into 55k designed encoded sequences
of length 140. Each strand is composed of 12 bases for index, including a single base that
serves as a file identifier. The remainder 128 bases were allocated for the binary data and the
redundancy from the ECC and constrained code. This length was chosen to allow for efficient
DNN processing on a GPU during the reconstruction step and the coding scheme during the
encoding and decoding steps.

8.7.1 Coding Scheme

Our coding scheme is a modular pipeline composed of several components, each addressing a
different purpose: index encoding, diagonal column encoding, constrained code and TP code.
The complete encoding and decoding pipeline is designed to integrate these four components
in an interleaving order that allows each of them to achieve its designed goal without hindering
the others.

There are three main considerations in the design of our coding scheme. First, our solution
assumes that the decoding is performed after the clustering and reconstruction algorithms. By
design, these steps eliminate most of the deletions and insertions errors, and the output has
the same length as the encoded sequences. Hence, after this step, we need to only take care
of substitution errors and missing predictions due to either missing clusters or our confidence
filter, which is easier to solve in terms of coding theory and requires less redundancy.

As seen in Figure 8.3.a, when the clustering and reconstruction perform well, a high num-
ber of error-free predictions can be passed to the decoder, so the decoder only needs to correct
errors in a small fraction of the predicted sequences, rather than in all of them. Therefore,
a main component of our code is a TP based coding scheme that can correct up to a speci-
fied number of errors in up to a specified fraction of the predictions, allowing for a significant
reduction in the redundancy needed to ensure error-free reconstruction of the data.

To maintain error-free retrieval of the information, our code also uses a diagonal column
encoding which serves as an outer code that can correct the remaining erroneous predictions
and overcome the missing ones. This code is implemented using an RS code which is applied
on the encoded sequences that store the information. As some sequencing and synthesis tech-
nologies are more error-prone at the beginning and end of each read [32, 39] the RS code was
designed diagonally. Meaning, the information at the beginning and end of each read will be
encoded together with the information in the middle to create a more uniform distribution of
the errors.

The second consideration in our design is that our clustering step is essentially a binning
algorithm that uses the index part of the reads and matches them to the valid indices that were
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used in the designed sequences. Hence having errors in the index can cause a read to be ignored
or misclassified. As misclassified reads are more problematic during the reconstruction step,
we use an index encoding that is based on a pre-calculated set of indices that are of edit distance
3 or more from each other.

Our third consideration relates to constrained coding for DNA-based storage. The different
sequencing and synthesis technologies lead to different constraints that should be addressed,
depending on the specific technology. For example, in our datasets, we selected the mapping
to avoid the long homopolymer (consecutive repetition of the same base) of length 5 or more
and GC-content of each encoded sequence between 45% to 55% with high probability. These
constraints were selected to preserve the stability of the synthesized strands and mitigate their
error rates, considering the technologies that are used in our experiments [40–42].

Additionally, recent work demonstrated that in some cases, it is better to not impose any
constraint [41]. Hence, to keep our code flexible for different use cases we designed a block-
based constrained code in a way that is almost independent of other components of our scheme.
This allows an easy adaptation to other constraints or a removal of the constrained code com-
ponent entirely. In our design, removing the constrained code improves the information rate
by 7.6%.

8.7.2 Clustering

From a system-level optimization perspective, this step was optimized for speed rather than
accuracy. We adopt a naı̈ve clustering approach based on simple and fast binning of the reads
based on their index. The goal in our design for this step is to overcome slow clustering
methods [21, 22] and reduce the processing time. However, this comes at the cost of noise,
introduced by errors in the index of each read, which causes some of the reads to be wrongly
clustered (i.e. false reads) or to be dropped during the clustering step. On a system-level basis,
we overcome this noise in the reconstruction step using a DNN.

8.7.3 Reconstruction

Designing a method that combines a DNN and ECC requires the ability to iterate between
the two parts during the design phase. That is, the coding scheme and the DNN are coupled
together to guarantee a specific set of success metrics. However, creating a different training
dataset for each coding scheme modification is a costly and resource intensive process. For ex-
ample, using previous DNA-based storage systems [14, 43], the estimated cost of synthesizing
1GB of data is roughly $3-5M.

Due to this fact, we turn to simulated data for training our DNN. The main challenge when
using simulated data for training is the generalization to real-world settings after the model is
trained. To overcome this issue, we construct a data generator based on statistics from real-
world experiments [32, 44]. These statistics contain the error probabilities which are used to
generate the reads of each label.
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Simulated Data Generation

Our reconstruction approach uses a DNN which predicts a single label sequence from a cluster
of reads. Since the data is randomly sampled, each cluster can vary in size, and each read can
vary in length due to synthesis and sequencing errors. Moreover, some clusters can suffer from
higher error rates compared to others. Our method utilized simulated data only during training,
meaning, we did not use real data during the training of the models. Pseudo code for each
iteration of the training process using our simulated data generator is given below:

1) Draw a random sequence of letters based on the 4-ary {ACGT}.

2) Encode the sequence using some error-correcting and constrained coding scheme (op-
tional).

3) Draw a random number of reads and a random number of false reads.

4) For each read:

(a) Draw random deviation from the modeled error probabilities.

(b) Inject simulated errors for each read based of the error model [45].

5) Batch several clusters.

6) Forward-backward pass through the DNN.

Data Preprocessing

The DNAformer architecture processes the reconstruction of a cluster of reads. Meaning, a set
of reads is processed simultaneously to reconstruct the suitable encoded sequence. Preparation
of the reads includes filtering short and long reads beyond a specified design parameter. This
ensures that highly corrupted reads will not affect the reconstruction process. Following, a
simple one-hot encoding and padding are used to prepare the data to the model’s encoder and
make sure all reads are of the same length.

Model Architecture

Our model uses a combination of convolutions and transformers. We adopt the concept of early
convolutions before a transformer block to improve training stability and performace [46].
The model is structured as a Siamese network where the two branches share weights and are
different by reversing the symbol order prior to the branch termed ‘right branch’ in Figure 8.1.b
Fig 1b. This is done since the padding used in the preprocessing step is concatenated only at the
end of each read. An alternative approach will be to align all the copies to one another using
sequence alignment methods [47]. However, these methods come at the cost of ‘in-series’
computation and processing time and therefore we decided to avoid them.

Instead, we created an alignment module whose purpose is to learn the required alignment
for each read independently. The alignment module uses an Xception [48] inspired architec-
ture with depthwise separable convolutions and multiple kernel heads. The purpose of using
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multiple kernels in the embedding layer is to allow the model to learn different shifts caused
by deletion or insertion errors. Following this module, we sum over the cluster dimension with
the goal of improving the model’s robustness to differences in cluster size. This operator has
the effect of Non-Coherent Integration (NCI) and aims to increase the Signal to Noise Ratio
(SNR) of the data.

After the NCI aligner layer, the model includes an embedding module whose architecture
is similar to the alignment module, however, now the operations are employed on the whole
cluster and not on each read independently. The goal is to learn correlations between the
different reads and prepare the data for the Transformer module. In addition, the embedding
module outputs a sequence with the required output length and larger feature space.

The transformer module is a multi-head transformer architecture, used with Multi-Layer
Perceptron as feedforward layers [49]. We do not use position embedding in this module. After
the last transformer block, a linear module is used to reduce the number of features to 4 which
represent one-hot encoding for the DNA representation.

The fusion layer is a vector of learnable parameters with a length of the required encoded
sequence. This layer combines between the predictions of the two branches into a single pre-
diction prior to a softmax operator which transforms this representation to probabilities. Ad-
ditional ablation studies and details on the architecture are provided in the Supplementary
Information.

Loss Function

To train our model a combination of cross entropy and consistency loss was used and are shown
in Eq. (7.1), (7.2), and (7.3):

L =λceLce + λconsistencyLconsistency (8.1)

Lce =−
1
n ∑

n
yn log(Θn) (8.2)

Lconsistency = 0.5 ·
(
Lce(ΘLeft Branch) + Lce(ΘRight Branch)

)
(8.3)

Where λi are hyperparameters, Θi are the model prediction probabilities and yn are the labels.
Left and right branches refer to the Siamese architecture. The formulation for consistency loss
which yielded best results is shown in Eq. (7.3) and aims to minimize the average prediction
of the two branches, giving the model the freedom to adapt to changing noise characteristics
along the sequence length.

Training Details

Data generation and training was implemented in Pytorch, optimizer used was Adam with
β1 = 0.9,β2 = 0.999, batch size 64 and learning rate utilized cosine decay from 3.141 · 10−5

to 3.141 · 10−7. A single A40 GPU was used during training and inference. Training took
50 epochs for the Illumina experiment and 180 epochs for the Nanopore experiment, each
containing 1M clusters and an average number of 8 DNA reads per cluster.
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CPL

The CPL algorithm is a second reconstruction step used on clusters with low confidence from
the DNN output. The algorithm receives a cluster of reads and its goal is to predict their
encoded sequence. Since the clusters that are sent to the CPL algorithm have low confidence,
often the DNN predictions of these clusters are not correct. Therefore, we built the CPL to not
use either the inference created by the DNN nor the prior knowledge of the sequencing and
synthesis error rates. The algorithm works directly on the clusters as they were obtained by the
clustering algorithm.

First, the CPL algorithm takes the first read from the cluster, and then uses dynamic pro-
gramming to calculate the edit distance of the first read from any of the other reads in the
cluster. This step is used to estimate the errors that occurred in the reads of the cluster. Based
on this calculation, the algorithm creates vectors of edit operations (deletions, insertions, and
substitutions) that describe how to transform the first read to any of the other reads in the clus-
ter using edit operations. These edit-operations vectors represent estimations of the number
of occurrences of each edit error in the cluster and their location with respect to the first read.
Next, the algorithm creates a directed acyclic graph based on these estimations of the errors.
The vertices in the graph are the symbols of the first read, or the error events that were pre-
dicted in it based on the calculations. The edges in the graph connect any two vertices that
correspond to symbols/errors which occur in adjacent locations. The weights of the edges are
defined based on the occurrences of the two connected vertices in the edit-operations vectors.
Finally, the algorithm returns the longest path, that represents the sequence with maximum
probability based on the algorithm’s estimations.

Confidence Filter and Safety Margin

One of the key features in our suggested solution is the confidence filter, which is a function
that allows us to decide whether to rely on the DNN’s output or not. The confidence filter is
used for two purposes, the first is classifying highly erroneous DNN predictions as erasures,
where in our pipeline, this equates to a missing cluster. This is beneficial as correcting erasures
requires less redundancy than correcting substitutions of entire sequences. The second purpose
is to decide which of the clusters should be sent to the CPL algorithm.

The main component of the confidence filter is a confidence function which operates on the
soft output of the DNN. The soft output of the DNN is a 4× L matrix M, in which the 4 entries
of the i-th column can be thought as the probabilities that the i-th symbol of the prediction is
the corresponding symbol ACGT and L is the encoded sequence length.

In the confidence function we utilize this property, specifically, we use the arithmetic mean
of the maximal value in each column, which represents the probability that the predicted sym-
bol is correct. This mean value is defined as m(M) ≜ 1

L ∑
L
j=1 max{M1, j, M2, j, M3, j, M4, j}

where Mi, j is the value of the i-th entry in the j-th column of M. Intuitively, smaller values of
m(M) correspond to cases in which the DNN is less confident in its output.

An additional property that is considered in the confidence filter is the cluster size. More
precisely, our confidence filter considers the fact that the output of the confidence function of
smaller clusters, i.e. lower SNR, tends to be lower in general and integrates this property to the
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final filtering decision. The confidence function is defined as

c(M, cluster size) ≜ m(M)2·cluster size.

The confidence filter evaluates the following conditions:

1) If

c(M, cluster size) ≤ confidencethreshold and cluster size ≤ cluster sizethreshold

the cluster is classified as an erasure (i.e. missing cluster).

2) Otherwise, if the CPL is incorporated in the pipeline,

c(M, cluster size) ≤ confidencthreshold and cluster size > cluster sizethreshold

then the cluster is passed to the CPL algorithm.

3) Otherwise, the confidence filter trusts the DNN output and passes it as it is to the decoder.

The optimization for the accuracy vs. runtime tradeoff is controlled by the values of
confidencethreshold and cluster sizethreshold and was performed using the pilot datasets. The per-
formance of the DNN on the Illumina dataset was very good and did not require any other
mechanism, therefor we set confidencethreshold = 0 and cluster sizethreshold = 3. The perfor-
mance of the DNN on the Nanopore single flowcell did require additional mechanisms to en-
sure successful information retrieval and robust safety margin. Hence, we chose a safety mar-
gin of 1%, which yielded the values of confidencethreshold = 0.7 and cluster sizethreshold = 4.
Evaluation was performed on the test datasets with the details provided in the Supplementary
Information.
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Supplementary Information for Deep
DNA Storage: Scalable and Robust
DNA-based Storage via Coding
Theory and Deep Learning

Supplementary A: Results

A.1 Effects of the Data Structure on the Error Rate

To test the robustness of our suggested solution, we compared the failure rates of each of the
files separately. The results are summarized in Supplementary Table A.1 where we see that
the DNAformer shows similar accuracy on both files. The failure rate measured in all three
datasets is similar between the two files suggesting that the success of the retrieval pipeline of
DNAformer does not depend on the entropy of the stored information.

File 1 - photo, audio, and text 0.056% 3.8% 1.61%
File 2 - random bits 0.056% 3.82% 1.49%

File Test dataset
Illumina

Test dataset Nanopore
single flowcell

Test dataset Nanopore
two flowcells

Supplementary Table A.1: Data modality effect on the failure rate. The results show our
method is invariant to the data modality, implying that the DNAformer does not use the under-
lying structure in the data. Rather, we learn the noise characteristics of the channel and adapt
to each type of synthesis-sequencing pair.

A.2 Effects of Cluster Size on the Error Rate

Evaluation of the reconstruction accuracy of the DNAformer as a function of the cluster size is
provided in Supplementary Figure A.1. The results are shown on the test dataset, considering
the read obtained by Nanopore MinION from two flowcells. For any cluster size 3 ≤ t ≤ 16,
we sample t copies from the obtained clusters that have at least t copies. The results of the
reconstruction accuracy are shown by the failure rate, the Hamming error rate, and the edit
error rate.
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Supplementary Figure A.1: Cluster size effect on the error rate of the DNAformer. a, success
rate as a function of the cluster size. We see the results improve as the cluster size increases,
an attribute associated with the cluster’s SNR. b, c, Hamming, and edit error rates as a function
of the cluster size accordingly. The results show that larger clusters enhance the reconstruction
accuracy, however, the enhancement decays when the cluster size reaches 16 and thus this
size was selected as the maximal cluster size for the DNAformer. Furthermore, it can be seen
that the accuracy is lower for clusters of size 4 and below, and thus size 4 was selected as the
threshold for the confidence filter.
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It can be seen that larger clusters correlate with higher accuracy in all of the tested algo-
rithms. However, the improvement decays for clusters of size more than 15. For example,
when comparing the success rate of clusters of size 15 with the success rate of clusters of
size 16 the improvement of all the tested algorithms was less than 0.8%. Moreover, the im-
provement of the success rate of the DNAformer is less than 0.1%. Additionally, since the
DNAformer was implemented on GPU, for inference efficiency purposes, the maximal cluster
size was selected to be 16. It can be further seen that for clusters of size 4 and below, the results
of most of the algorithms are relatively poor, up to 50% success rate, average edit distance of
1 to 9, and Hamming distance of at least 5. Thus, the cluster size threshold of the confidence
filter was selected to be 4. Further details on the design of the confidence filter are provided in
the appropriate subsection.

A.3 Analysis of the Clustering Step

Supplementary Table A.2 presents the results of the binning algorithm on our datasets. It
can be seen that the binning algorithm clustered between 99%–100% of the reads that were
obtained by Illumina sequencing, while only 26%–33% of the Nanopore reads were clustered
successfully.

Illumina 528, 636 528, 636(100%) 1, 000
Nanopore 2, 805, 705 753, 888(26.86%) 1, 000
Illumina 3, 215, 249 3, 183, 840(99%) 109, 944

Nanopore first flowcell 4, 341, 575 1, 446, 602(33.31%) 109, 928
Nanopore second flowcell 3, 065, 455 907, 982(30%) 109, 753
Nanopore two flowcells 7, 407, 030 2, 354, 584(31.78%) 109, 976

Dataset Number of reads Number of clustered reads Number of clusters

Pilot

Test

Supplementary Table A.2: Results of the binning algorithm on the different datasets. The right
column is the number of non-empty clusters that were obtained by the algorithm out of 1, 000
for the pilot datasets and 110, 000 for the test datasets. In the second to right column, we see a
high clustering percentage for the Illumina dataset while the Nanopore dataset exhibits lower
clustering percentage due to its higher noise regime.

A.4 Analysis of the Accuracy Throughout the Retrieval Pipeline

Supplementary Table A.3 shows a detailed description of the reconstruction accuracy of each
of the steps involved in the retrieval pipeline of the DNAformer as described in Figure 8.1. It
can be seen that the total success rates of the DNAformer were between 96.12% and 99.94%.
Furthermore, for the Nanopore reads, when using a single flowcell the number of wrong pre-
dictions was 5, 550 (5.05% of the clusters) and when using two flowcells the number of wrong
predictions was 2, 720 (2.47% of the clusters). Our confidence filter removed 2.9% of the
clusters (single flowcell) and 1.1% of the clusters (two flowcells), while the CPL was per-
formed on 52.4% of the filtered clusters (single flowcell) and 91.75% of the filtered clusters
(two flowcells).
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Number of tested clusters 109, 944 109, 976 109, 928
Missing clusters 56 24 72

Wrong predictions of the DNN 6 2, 720 5, 550
Number of clusters filtered by the confidence filter 0 1, 189 3, 197

Number of clusters sent to the CPL algorithm 0 1, 091 1, 676
Number of clusters that were classified as erasures 0 98 1, 521

Success rate from existing clusters 99.99% 98.34% 96.18%
Total success rate 99.94% 98.32% 96.12%

Step Test dataset
Illumina

Test dataset Nanopore
single flowcell

Test dataset Nanopore
two flowcells

Supplementary Table A.3: Analysis of the accuracy throughout the retrieval pipeline. The ta-
ble shows the reconstruction results in each of the different components of our reconstruction
pipeline. The results show that for the Illumina test dataset and Nanopore test dataset two flow-
cells, the DNN is able to complete the reconstruction on its own. However, for the Nanopore
test dataset single flowcell the DNN alone does not guarantee information retrieval. By using
the confidence filter and CPL our method is able to cope with this SNR regime and guarantee
successful retrieval.

A.5 Analysis of Coding Schemes

Supplementary Table A.4 shows a comparison of the coding schemes and design parameters
that were used in previous DNA-based storage experiments. The error rates presented in the
table are either based on our analysis if the datasets are publicly available, or on the reported
error rates by the authors if the datasets are not publicly available. Note that since the calcu-
lation of the error rates depends on the exact clustering method that is used, it is possible to
get a slightly different values for these rates. The results show that even though our channel
error rates are an order of magnitude higher compared to the previous works that used Illumina
sequencing, our work still achieves amongst the highest information rates.

The work by Yazdi et al. [16] was the first to use Nanopore sequencing for DNA-based
storage. Although the technology was more error-prone than it is today, they were able to
recover the stored information. We did not include this work in Figure 8.3 and Figure 8.4 as
the length of their encoded sequences was considerably longer and the number of clusters was
considerably smaller than other works, as seen in Supplementary Table A.4.

A.6 Comparison with the Trellis BMA Algorithm

Supplementary Table A.5 shows a comparison of our method to the Trellis BMA algorithm [7]
and was performed separately due to its long running time. Therefore, we randomly selected
10, 000 clusters from our Nanopore test datasets, each containing 16 reads. The running time
of the trellis BMA algorithm on a 32 cores CPU was 61.2 hours, while the DNAformer runtime
was 1.52 seconds on a single A40 GPU. It can be seen that the DNAformer outperforms the
Trellis BMA algorithm in all of the tested parameters. More specifically, the DNAformer
improves the failure rate by over 40%, while the edit error rate is improved by 3.5%, and the
Hamming error rate is improved by over 50%.

178



Dataset Data Size Synthesis
technology

Sequencing
Technology

Encoded
Sequences

Length

Information
rate

(excluding
primers)

Coding
Technique

Channel
error rate

Church et al.
(2012) [10] 0.65MB Agilent Illumina

HiSeq 159 0.83 Constrained
Coding 0.74%

Goldman et al.
(2013) [11] 0.63MB Agilent Illumina

HiSeq 117 0.29 Constrained
Coding 0.1774%

Grass et al.
(2015) [12] 0.08MB Custom

Array
Illumina
MiSeq 158 1.16

Constrained Codes
+ Inner-Outer
Reed Solomon

1.06%∗

Bronholt et al.
(2016) [50] 0.15MB Not

reported
Illumina
MiSeq 120 0.85 Hoffman code

+XOR (outer) ∼ 1%

Erlich and
Zielinski

(2017) [14]
2.11MB Twist

Bioscience
Illumina
MiSeq 152 1.57

DNA fountain
(Luby transform)
+ Reed Solomon

0.32%∗

Yazdi et al.
(2017) [16] 3KB IDT Nanopore

MinION 1, 000 1.74

Constrained codes
+ Deletion +

Multiple sequence
alignment)

∼ 10%
–20%

Blawat et al.
(2016) [51] 22MB Agilent Illumina

MiSeq 230 1.08
Run length limited
+ Inner code CRC
+ Outer code RS

< 0.5%

Organick et al.
(2018) [15] 200MB Twist

Bioscience

Illumina
NextSeq

(Datasets)
+Nanopore

150 1.1 Inner + Outer
Reed Solomon 0.43%∗

Chandak et al.
(2020) [18] 11KB Custom

Array Nanopore 165 0.063

Inner
CRC/Convolutional
code + Outer Reed

Solomon Code

∼ 10%

Wang et al.
(2019) [17] 379.1MB Twist

Bioscience
Illumina
HiSeq 190 1.67

CRC (single
primer) + Repeat

Accumulated Code
∼ 0.02%

Anavy et al.
(2019) [19] 6.4MB

Twist
Bioscience

(Composite)

Illumina
MiSeq 194 1.96

Reed Solomon
(inner) + Fountain
Code + Composite

< 0.1%

This Work 3.1MB Twist
Bioscience

Illumina
MiSeq +
Nanopore
MinION

140
1.6/

1.72 (no
constraints)

Tensor Product
Code + Flexible

Block-based
Constrained Code

4.47%∗

Supplementary Table A.4: A comparison of coding methods, synthesis and sequencing tech-
nology, and design parameters of previous DNA storage experiments. We report that our work
shows competitive results for the code rate while operating under higher channel error rate
regimes than prior works. *The reported channel error rate is based on SOLQC [32].

Supplementary B: DNA Dataset

B.1 Publicly Available Datasets

In this work, we compared the performance using several publicly available datasets. The
number of encoded sequences in the dataset by Grass et al. [12] was 4, 991, while the pseudo-
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Trellis BMA DNAformer
Failure rate 3.3% 1.97%

Edit error rate 0.2266% 0.219%
Hamming error rate 0.677% 0.313%

Supplementary Table A.5: Comparison of the reconstruction accuracy of Trellis BMA algo-
rithm and the DNAformer. The table shows that the DNAformer improves the failure rate, the
edit error rate, and the Hamming error rate of the Trellis BMA algorithm.

clustering algorithm obtained 4, 982 clusters. The total error rate of this dataset was 1.06%,
and the average cluster size was 528. The dataset by Erlich et al. [14] includes 72, 000 clusters
with a total error rate of 0.32% and an average cluster size of 178. The dataset by Organick et
al. [15] contains 607, 150 encoded sequences, their reads were clustered into 596, 244 clusters
with a total error rate of 0.43%. The average cluster size of this dataset was 32. Lastly, the
dataset by Srinivasavaradhan et al. [7] consists of 9, 954 clusters (created from reads of 10, 000
encoded sequences) with a total error rate of 4.72% and an average cluster size of 17. It should
be noted that in our reconstruction accuracy evaluations, the DNAformer used only up to 16
reads per cluster, while other algorithms used various larger cluster sizes. However, for runtime
performance evaluations, we only compared clusters of size up to 16.

A detailed description of the error rate of the four different datasets can be found in Supple-
mentary Figure B.2. The figure presents the substitution, insertion, and deletion rates of each
of our tested datasets. It can be seen that in the data sets of Erlich et al. [14], Grass et al. [12],
and Organick et al. [15], the most dominant errors were deletion and substitution, while in the
data set by Srinivasavaradhan et al. [7], the most dominant errors were insertion and deletion.

Supplementary Figure B.2: Error rates of publicly available datasets. The figure shows the
substitution, insertion and deletion rates of each of the tested data sets.

It should be also noted that there are three additional publicly available datasets that we
do not include in our comparison. The work of Anavy et al. [19] presented a new approach
for synthesis, in which the alphabet can be abstracted to include more than four symbols. This
is done by utilizing composite letters that combine more than a single nucleotide in the same
position, which makes their data less relevant for our pipeline. The work by Yazdi et al. [16]
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consists of 17 encoded sequences, which is not enough for adequate error characterization
by SOLQC [32], which is needed to train our DNN. Lastly, Chandak et al. [18] published a
dataset that combines several different experiments together. As a result, their dataset contains
multiple encoded sequences with the same index. This fact makes this dataset not suitable for
our binning algorithm.

B.2 Our Illumina and Nanopore Datasets

Supplementary Figure B.3 shows the cluster size histogram for Illumina and Nanopore reads.
The clusters were obtained using the binning step described in the Method section. All his-
tograms are bell-shape. For the Illumina datasets, shown in Supplementary Figure B.3.a and
Supplementary Figure B.3.b the bell-center of the histogram of the pilot is around 550, and
around 40 for the test dataset. For the Nanopore datasets, the bell center of the pilot dataset,
shown in Supplementary Figure B.3.c, is centered around 750. The Nanopore test datasets,
for the case of a single flowcells and for the case of two flowcells, are shown in Supplemen-
tary Figure B.3.d and Supplementary Figure B.3.e and have the bell center around 12 and 21
accordingly.

Supplementary C: Clustering

Following the sequencing process, the first step of the information retrieval process is clustering
of the obtained reads. In this step, the obtained reads are partitioned into small groups known
as clusters based on their origin. The process is known to be computationally difficult, and
since the number of obtained reads is high, performing the clustering may require long running
time, even when using efficient methods [21, 22].

The hash-based clustering method [22] takes a random short sequence of DNA, and parti-
tions the reads based on the location of this randomly selected sequence. The clover clustering
method [21] is based on a tree graph that is created from the reads. The edges in the tree
estimate the distance between the reads and are used for clustering. Lastly, we also show the
results of the perfect clustering method. In this method, we assume prior knowledge of the
original encoded sequences, and each read is mapped into the cluster of its nearest encoded
sequence. For our comparison, we used a brute force algorithm to create the clusters.

In our suggested method, we utilize the defined indices in each read to enable a faster and
more efficient clustering process. Essentially, we perform simple binning based on each read’s
index, a fast and efficient process. The binning algorithm examines the 12 first bases (the
index) of each read and bins it into clusters based on the inspected index. If the 12 first bases
of a read do not match any of the possible indices, then the read is ignored. We compare our
clustering method with previously published clustering algorithms and show that our retrieval
pipeline is independent of our clustering method. That being said, using our binning method
dramatically reduces the clustering time while preserving competitive reconstruction accuracy
of the DNAformer.

An examination of different clustering methods is presented in Supplementary Table B.6.
The evaluation was performed on a server with Intel(R) Xeon(R) CPU E5-2630 v3 2.40GHz.
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Supplementary Figure B.3: Cluster size histograms of our data from Illumina and Nanopore
datasets. For all plots, the X-axis shows the cluster size and Y-axis shows the number of
clusters that were obtained at this size. a, Illumina pilot dataset. b, Illumina test dataset. c,
Nanopore pilot dataset. d, Nanopore test dataset single flowcell. e, Nanopore test dataset two
flowcells.

The results show the reconstruction failure rate and the runtime. It can be seen from the table
that the running time of our binning algorithm is significantly smaller across all experiments.

It should be noted that the binning method considers the indices to obtain its clusters, while
the perfect clustering method considers the encoded sequences to obtain its clusters. Therefore,
when using these two methods, it is easy to match between an obtained cluster and an encoded
sequence. However, when using the Hash-based clustering [22] and Clover clustering [21],
a reconstruction algorithm should be applied on the clusters before matching them with valid
indices. Although these two methods can create additional clusters without matching indices,
our decoder is able to filter the nonvalid clusters.

Supplementary Table B.6 shows that for the Illumina test dataset, the failure rate of the
DNAformer achieves almost the same results as the perfect clustering algorithm and the data
can be retrieved by our decoder. Furthermore, in the Nanopore test dataset single flowcell, the
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failure rate when using the binning method is higher compared to the perfect clustering and
the Hash-based clustering [22], however, in all three cases, it is possible to retrieve the data.
Finally, for the Nanopore dataset with two flowcells, the DNAformer failure rate is lower when
using the binning algorithm compared to the perfect clustering. The Clover-based clustering
method [21] does not allow for the successful retrieval of information on our datasets.

Binning 0.4 109, 944 0.055% 0.36 109, 928 4.79% 0.483 109, 976 2.01%
Perfect 14, 434 109, 948 0.053% 12, 232 109, 970 3.8% 22, 309 109, 970 3.18%

Hash [22] 94 491, 309 28.4% 124 218, 681 3.05% 603 508, 605 1.32%
Clover [21] 4 97, 717 85.49% 8.54 299, 190 44.34% 14.44 368, 027 35.48%

Test dataset | Illumina Test dataset | Nanopore
single flowcell

Test dataset | Nanopore
two flowcells

Clustering
method

Runtime
(min)

No. of
clusters

Failure
rate

Runtime
(min)

No. of
clusters

Failure
rate

Runtime
(min)

No. of
clusters

Failure
rate

Supplementary Table B.6: Comparison of different clustering methods. The results show that
our binning method, although very simple and fast, achieves competitive failure rates with
other methods. Showcasing how other components in the retrieval pipeline can operate with
the additional noise. The results also show that although the Hash method creates more clusters
than the original file contained, our decoder is able to filter the incorrect clusters and retrieve the
information on the Nanopore datasets. For all clustering methods examined, the reconstruction
was done with the DNAformer.

Supplementary D: Reconstruction

D.1 Model Architecture

The DNAformer architecture follows a Siamese structure with two branches and shared weights
fused together to form a single unified predicted sequence, as shown in Figure 8.1.b. First an
alignment module is applied whose purpose is to learn the required alignment for each read
independently. The alignment module uses an Xception [48] inspired architecture with depth-
wise separable 1D convolutions and multiple kernel heads with sizes of 1, 3, 5, and 7. The
purpose of using multiple kernels in the embedding layer is to allow the model to capture dif-
ferent shifts caused by deletion or insertion errors. The module is constructed with a repeatable
block of a linear layer, followed by layer normalization and GELU activation. In addition, this
module outputs a sequence with the required output length.

Following this module, we sum over the cluster dimension with the goal of improving the
model’s robustness to differences in cluster size. This operator has the effect of NCI and aims
to increase the SNR of the data.

After the NCI aligner layer, the architecture employs an embedding module whose archi-
tecture is similar to the alignment module, however, now the operations are employed on the
whole cluster and not on each read independently. The goal is to learn correlations between
the different reads and prepare the data for the Transformer layer.

The transformer layer is a multi-head transformer architecture with linear layers for the
feedforward part. We do not use position embeddings in this module. After the last transformer
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block, a linear module is used to reduce the number of features to 4 which represents one-hot
encoding for DNA representation.

The fusion vector has the length of the encoded sequence, and its purpose is to learn the
optimal combination between the two branches. The fusion vector parameters are initialized
with a constant value of 1 for each index, which means equal contribution from each branch.
The results provided in Supplementary Figure D.4 show different behavior for each experi-
ment reflecting that the model learns different optimal combinations for different sequencing
technologies and noise patterns.

Supplementary Figure D.4: Fusion vector values. a Nanopore experiment. b Illumina exper-
iment. The fusion vector learns to combine between the left and right branches in the DNN
architecture and yields a single prediction sequence with the length of the required encoded
sequence.

Supplementary Table D.7 shows the results of the ablation study conducted on the DNAformer
architecture using the Nanopore test two flowcells dataset. The results show performance im-
provement as model capacity increases, coinciding with the results of DNNs for language
and computer vision tasks. Additionally, we see that DNAformer trained on the pilot dataset
statistics is able to achieve reconstruction of the full dataset. The Siamese architecture allows
to introduce an additional loss mechanism to enforce consistency between the left and right
branches and shows improvement other than using cross-entropy only.

Several data augmentation methods were examined. The first mechanism injects random
false copies into the training process. This helps the model learn how to ignore such cases
that occur due to clustering errors. The second mechanism varies the standard deviation of
the generated noise statistics in the data generator during training. Lastly, the third mechanism
controls each type of error (substitution, insertion, or deletion) separately to vary the generation
process even further.
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Architecture Model
capacity

Data
generator Loss

Augmentationsl
No. of
errorsSubstitution

deviation
Insertion
deviation

Deletion
deviation

STD
deviation

False
copies

Single
branch 20M Nanopore

test CE Off Off Off Off Off 8, 456

Single
branch 70M Nanopore

test CE Off Off Off Off Off 4, 825

Single
branch 70M Nanopore

test CE Off Off Off 0.1 Off 4, 734

Single
branch 70M Nanopore

test CE Off Off Off Off 2 4, 233

Single
branch 70M Nanopore

test CE Off Off Off 0.1 2 3, 754

Single
branch 70M Nanopore

test CE 75% 75% 75% Off Off 5, 854

Single
branch 70M Nanopore

test CE 125% 125% 125% 0 Off 4, 437

Single
branch 100M Nanopore

pilot CE Off Off Off 0.1 2 3, 362

Siamese 100M Nanopore
pilot

CE +
Consistency Off Off Off 0.1 2 2, 896

Siamese 100M Nanopore
pilot

CE +
Consistency 125% 125% 125% 0.1 2 2, 720

Siamese +
CPL 100M Nanopore

pilot
CE +

Consistency 125% 125% 125% 0.1 2 1, 842

Supplementary Table D.7: DNAformer ablation study. In this comparison, we focused on the
Nanopore test two flowcells dataset. The examination included single branch and Siamese
architecture where we see a clear benefit of using the latter. In addition, this architecture also
allowed us to incorporate a consistency loss in parallel to the CE loss. From the results reported
it is evident that the increase in model size also improves the results. Several data augmentation
strategies were examined, and their collective contribution is reported. Lastly, combining the
DNN with the CPL improves the results further, as additional small clusters are solved by the
CPL.

D.2 Simulated Data Generation

In our comparison on publicly available datasets, we model the noise characteristics based
on the dataset. Therefore, it is important to verify that there is no case of overfitting when
reporting the results on these datasets. To verify this issue, we randomly split each dataset in
half. One half of each dataset was used to generate the error statistics for our data generator
and the other half was used for evaluation. In other words, the evaluation was performed on
un-modelled data.

The results of this examination are presented in Supplementary Table D.8, where we used
the single branch 70M parameters configuration for fast experimentation. We report a good
fit between the evaluation on the full and split datasets, thereby supporting the results reported
in Figure 8.3.

Assessment of the relationship between real and simulated data for training was performed
using the dataset provided by Organick et al. [15] due to its relatively large size. The results are
provided in Supplementary Table D.9 where we examined four data configurations. All con-
figurations used the single branch 70M parameters configuration. To create the evaluation, the
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Synthesis
Sequencing

Dataset Full Split Full Split Full Split
Dataset size 72, 000 36, 001 4, 989 2, 495 596, 499 298, 249

Number of wrong predictions 16 7 64 31 1, 373 630
Error percentage 0.02% 0.019% 1.3% 1.25% 0.23% 0.21%

Erlich et al. [14] Grass et al. [12] Organick et al. [15]
Twist Bioscience CustomArray Twist Bioscience
Illumina miSeq Illumina miSeq Illumina NextSeq

Supplementary Table D.8: Performance comparison between full and split datasets. The results
show a good fit between the full and split dataset cases. The split dataset case used half of the
data to generate error statistics for the data generator and evaluated on the other half of un-
modelled data. Wrong prediction is defined as having at least one wrong character out of the
entire predicted sequence.

dataset was split into 425, 006 frames for validation and 141, 668 frames were used to model
the error statistics and were also used to train the ‘Real data’ configuration. The ‘label + sim-
ulated data’ configuration used real DNA designed strands as labels and generated simulated
reads at each iteration. The ‘mixed real and simulated data’ configuration utilized a linear,
progressive blending between the two data sources, which started with simulated data only in
the first epoch and ended with real data only in the last epoch. The results show that utilizing
our data generator cannot only replace real data, which is expensive and time-consuming to
acquire but also improve performance, largely due to the unlimited amount of simulated data
that can be generated. Furthermore, the results show a small improvement when combining a
small amount of real data and a large amount (x10) of simulated data.

Simulated
data

Labels +
simulated data Real data Mixed real and

simulated data
Number of wrong

predictions 988 1, 155 1, 460 948

Failure rate 0.23% 0.27% 0.34% 0.22%

Supplementary Table D.9: Comparison between real and synthetic data performance. The
results show the proposed data generator achieves better performance than real data-based
training. The combination of real and simulated data achieved the best performance. Wrong
prediction is defined as having at least one wrong character out of the entire predicted sequence.

D.3 The CPL Algorithm

In this subsection, we first give a high-level description of the computational steps of the CPL
algorithm:

1) Input. The algorithm receives a cluster, denoted by C of t reads, and the encoded
sequence’s length u and estimates the original encoded sequence of C.

2) Edit distance calculation. The algorithm considers the first read of C, denoted by y1

186



and uses dynamic programming to calculate the selected reads’ edit distance from any
other read in the cluster. This step involves the calculation of the edit distance of t− 1
pairs of reads.

3) Edit distance calculation. The algorithm uses a backtracking technique on the edit
distance calculation to retrieve edit-operation vectors that describe how to change y1 to
any of the other reads in the cluster.

4) Edit distance graph generation. The algorithm utilizes the set of edit-operation vectors
to form a graph, in which the vertices set consists of two types of vertices; The first type
corresponds to the symbols and their locations as they appear in the selected read, while
the second type is correlated with possible insertion operations between the symbols of
the selected read. The edges connect between consecutive (by index) vertices of the first
type and adjacent vertices of the two types related to an insertion operation. The weights
of the edges are defined as the logarithm of the estimated probability of observing the
edge and its two consecutive vertices as part of a path that corresponds to the algorithm’s
output.

5) Longest path calculation. Finally, the longest path in the graph is computed, which
corresponds to a sequence of length u, and returns its corresponding sequence as the
algorithm’s output estimation.

A detailed description of the CPL algorithm is provided below.

Input and Edit Distance Calculations.

The algorithm chooses the first reads in the cluster and denotes it by y1. Using a dynamic
programming technique [52], we calculate the edit distance between y1 and each of the other
reads in the cluster yk for 2 ≤ k ≤ t. To compute the edit distance, the algorithm creates a
|y1| × |yk| dynamic programming matrix, in which the (i, j)-th cell of the matrix represents
the edit distance between the first i symbols in y1 and the first j symbols in yk. Next, the
algorithm uses a backtracking method on the computed matrices to retrieve for each pair y1
and yk a vector of edit operations that describes how to obtain yk from y1. This vector is
denoted by EV(y1, yk), and the set of all such vectors is denoted by EVy1

(C).

Edit-Operations Vectors Preparation.

There are four possible operations: copy, insertion, deletion, and substitution. Note that inser-
tion operations can cause various lengths for the vectors in EVy1

(C), and thus to avoid this
confusion, we partition each edit-operation vector into two vectors of length |y1| and |y1|+ 1.
The first vector is denoted by EVCDS(y1, yk), and it corresponds to copy, substitution, and
deletions operations. That is, for 1 ≤ i ≤ |y1|, the i-th entry of the vector EVCDS(y1, yk)
describes whether the i-th symbol of y1 should be copied, deleted, or substituted with another
symbol in order to transform y1 to yk. The second vector is denoted by EVI(y1, yk) and it de-
scribes the required insertion operations that need to be performed on y1 to transform it to yk.
That is, for 1 ≤ i ≤ |y1|, the i-th entry of EVI(y1, yk) describes the symbol(s) that should be
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inserted to y1 before its i-th symbol to transform it to yk. For simplicity, the possible symbols
also include the empty word ε, which corresponds to the case where no insertion is required. It
should be mentioned that for given y1 and yk, the vector EV(y1, yk) is not necessarily unique,
and in this case the algorithm chooses one of them randomly.

Example of Edit-Distance Calculation and Edit-Operations Vectors.

Supplementary Figure D.5 provides an example that describes the dynamic programming ma-
trix for two possible reads y1 = ATTACA and yk = ATGCTG.

Supplementary Figure D.5: Example of edit-distance calculation and edit-operations vectors.
In this example of a dynamic programming matrix, y1 = ATTACA and yk = ATGCTG.

By backtracking the matrix described in Supplementary Figure D.5, we can derive the
following two error vectors as defined above:

EVCDS(y1, yk) = ((0, copy,A), (1, copy,T), (2, del,T), (3, sub,A→ G), (4, copy,C), (5, copy,A))
EVI(y1, yk) = ((0, ins,ε), (1, ins,ε), (2, ins,ε), (3, ins,ε), (4, ins,ε), (5, ins,ε), (6, ins,G))

Estimations of the Error Probabilities.

Next, the algorithm uses the set of error vectors EVy1
(C) to estimate the probability of having a

specific symbol in a specific index in the algorithm’s estimation. For each index 1 ≤ i ≤ n and
for any two symbols σ ,σ ′ ∈ {A,C,G,T} ∪ {∅} ∪ {$} we define the conditional probability
to obtain symbol σ in index i + 1, given that the i-th symbol is σ ′. The symbol in the 0-th
index is strictly defined as $ /∈ {A,C,G,T} to mark that this is the beginning of the word, and
the symbol ∅ corresponds to the empty word. The estimated conditional probability is given in
the expression:

p
y j ,C
i (σ |σ ′) ≜

∣∣∣{v ∈ EVy j
(C) : v[i + 1] = σ and v[i] = σ ′

}∣∣∣∣∣∣{v ∈ EVy j
(C) : v[i] = σ ′

}∣∣∣
where v[i] refers to the i-th symbol of the vector v. Following that, we calculate the set:

Post
y j ,C
i,σ ′ ≜

{
σ : σ ∈ EVy j

(C)[i + 1], P
y j ,C
i (σ |σ ′) ̸= 0

}
,
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which is the set of the symbols that can be achieved on the (i + 1)-th index of an error vector

in EVy j
(C), given that the i-th symbol was σ ′. Note that, the set Post

y j ,C
i,wσ ′ can be empty.

Graph Generation.

Based on these estimated probabilities, we can now define the edit graph Gy j ,C =
(

Vy j
, Ey j

)
of a read y j and a cluster C. The edit graph of the sequence is defined as follows.

1) Vy j
=
{
σ ′ : σ ′ ∈ EVy j

(C)[i], 1 ≤ i ≤ 2|y j|+ 1,σ ′ ̸= ∅
}
∪ {$}. The vertices are

defined as the (non-empty word) symbols from the sets EVy j
(C). Note that, the same

symbol can appear as more than one vertex, depending on its indices in the vectors of
EVy j

(C). Furthermore, in odd indices of vectors in EVy j
(C), there can be more than

one symbol. In this case, we have a vertex for each symbol that appears in this position
of the vector, where the symbols are connected to each other based on their order, where
the weight of their edges is 0.

2) E(y j) =
{
(σ ′,σ) : σ ′ ∈ EVy j

(C)[i],σ ∈ Post
y j ,C
i,w ,σ ̸= ∅

}
. Each edge connects be-

tween any two vertices that represent symbols that appear consecutively in an error vec-
tor in the set EVy j

(C). In case σ ′ or σ consists of more than one symbol, we connect
the last symbol of σ ′ to the first symbol of σ .

3) W : Ey j
→ R is a weight function, defined on the edges. The weight of an edge

(σ ′,σ)i ∈ Ey j
is defined as the log of its conditional probability, that is

W((σ ′,σ)i) = log
(

P
y j ,C
i (σ |σ ′)

)
.

4) For σ ′ ∈ EVy j
(C)[i] where ∅ /∈ Post

y j ,C
i,σ ′ , we connect the last symbol of σ ′ to the first

symbol of any σ ∈ Post
y j ,C
i+1,∅, σ ̸= ∅. The weight of this edge is log(Pi(∅|σ ′)) +

log(Pi(σ |∅)). The same holds for any index j ≥ i, in this case, the last symbol of σ ′ is

connected to the first nonempty symbol of any σ ∈ Post
y j ,C
j,∅ ,σ ̸= ∅. In this case, the

weight of the edge is defined as

log
(

Pi(∅|σ ′)
)
+ log(Pi+1(∅|∅)) + . . . + log

(
Pj−1(∅|∅)

)
+ log

(
Pj(σ |∅)

)
.

5) The vertex represents the beginning of the sequence, and is connected to any vertex σ
that corresponds to index i = 1 in the error vectors in EVy j

(C), with an edge of weight
exactly log(P1(σ |$)).

Output of the Algorithm.

Finally, the CPL algorithm calculates the heaviest path in the edit graph Gy j ,C =
(

Vy j
, Ey j

)
of length u + 1. If there does not exist a path of length u + 1, the algorithm picks the one that
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is closest in length to u+ 1 edges. If there is more than one, it picks one of them randomly. We
denote the number of edges in the selected path as û. The û vertices in this path correspond
to û − 1 symbols and one vertex of the symbol $. Therefore, the path induces a sequence
x̂ that estimates the original sequence of the cluster. The output of the algorithm is x̂. The
complexity of the algorithm is O(tu2) when t is the number of reads and u is the encoded
sequence’s length.

Example of the Edit Graph.

Supplementary Figure D.6 depicts an example of the edit graph that is used by the CPL algo-
rithm. In this example, we describe a possible input to the CPL algorithm and its corresponding
graph. We assume a read which is denoted by y j ∈ C is given to the CPL algorithm. The ex-
ample describes only five positions in y j, whose indices are given by i, i+ 1, i+ 2, i+ 3, i+ 4.
For each of these positions, the specific symbol of y j is given, together with the observed sym-

bols in the set Post
y j ,C
i,σ ′ . The set Post

y j ,C
i,σ ′ , in each of the described positions is calculated by

the CPL algorithm. Finally, the graph which corresponds to the described input and to the sets

Post
y j ,C
i,σ ′ is depicted.

Supplementary Figure D.6: Example of the graph of the CPL algorithm. a, example of input
read y j ∈ C of the CPL algorithm. Each column corresponds to a specific position of the
input y j ∈ C, where the positions are indexed by i, i + 1, i + 2, i + 3, i + 4. For each of these
positions, the first column presents the observed string, denoted by String i, and the second

column presents the values of the set Post
y j ,C
i,σ ′ for σ ′ ∈ String i, which is the set of possible

sequences that are adjacent (from right) to the symbols that appear in the i-th position. The set

Post
y j ,C
i,σ ′ is calculated as defined in the CPL algorithm. b, shows the edit graph based on the

table in a.
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Supplementary E: Coding Scheme

Previous works in DNA-based storage have primarily relied on either inner codes, outer codes,
or a combination of both. Inner codes involve encoding each sequence separately using an
ECC, which can overcome up to d errors at the nucleotide level. Outer codes, on the other
hand, involve encoding the sequences collectively to overcome missing or corrupted encoded
sequences by adding redundant ones. However, adding redundancy for each encoded sequence
can result in suboptimal use of redundancy, especially when d is chosen to address the worst-
case scenario of reads. Conversely, if d is too small, many encoded sequences may be decoded
incorrectly, requiring a high level of redundancy in the outer code to correct them. To over-
come this tradeoff and utilize the inherent redundancy more effectively, we propose using a
TP based coding scheme that can correct up to d errors in up to a fraction p of the encoded
sequences. This allows a significant reduction in the number of redundancy symbols used for
error correction while maintaining error-free retrieval of information.

Our suggested coding scheme encodes a block of b bits into M = 55, 000 encoded se-
quences of length L = 140. The parameter b depends on the specific setup in which our
constrained code is applied. Here we propose two different setups, the first enforces the length
of the longest homopolymer to be at most 4 and the GC content of each encoded sequence to
be between 30% to 70%. The second setup does not enforce any constraint on the encoded
sequences. For the first setup, the total number of information bits is b = 12, 317, 012 bits
(1.53963MB), and for the second setup b = 13, 249, 024 bits (1.656128MB).

Each strand is composed of 12 bases for index, including a single base that serves as a file
identifier and u = 128 bases for data and redundancy as presented in Supplementary Fig-
ure E.7.f. A high-level description of our coding scheme is given in Supplementary Fig-
ure E.7.a-e. Our coding scheme is based on the following components:

1) Index encoding. A mapping function EInd : [M] → {A,C,G,T}11 which is used to
create the indices for the encoded sequences, i.e., for any i ∈ {0, . . . , M− 1}, the index
of the i-th encoded sequence is EInd(i). Here we designed the mapping EInd such that
the indices of the different encoded sequences are far enough from each other and satisfy
the constraint that the length of every homopolymer is at most 4. The index itself is of
length L − u = 12. The additional base, which is the file identifier, is added later to
satisfy some structural constraints. More details can be found under the Index encoding
subsection.

2) Diagonal-column encoding. A mapping EDRS :{0, 1}(M−r1)×(16·13) → {0, 1}M×(16·13).
The mapping EDRS encodes the columns of a binary (M− r1)× 16 matrix diagonally to
protect from any remaining errors that were not corrected using the information retrieval
process or the other coding components. This code serves as a fail-safe mechanism, and
by designing other components carefully, its redundancy, r1, can be relatively low. For
more details see the Diagonal-column encoding subsection.

3) Constrained code. A mapping function ECons : {0, 1}n1 → {A,C,G,T}n2 such that
n1
2 ≤ n2 ≤ n1. The mapping ECons encodes a binary sequence of length n1 into a

length n2 sequence over {A,C,G,T}. In this work, we suggest a possible mapping that
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satisfies two constraints: (1) GC-content between 45% and 55% with high probability
and between 30% and 70% in the worst case, and (2) homopolymers of length 4 or less.
For more details see the Constrained code subsection.

4) Tensor-product code. Our method utilizes a TP code, which involves a RS code with
redundancy r3 and a Bose–Chaudhuri–Hocquenghem (BCH) code [13] with redundancy
r2. Our TP code can be described as a mapping

ETP :M(M, u, r2, r3)→ {A,C,G,T}M×u

such that for r2 ≤ M, and r3 ≤ u,M(M, u, r2, r3) is the set of all M× u matrices over
{A,C,G,T} in which the bottom-right r3 × r2 sub-matrix is empty. For more details
about the applicable parameters, encoding, and decoding algorithms for ETP see Tensor-
product code and Decoding subsections.

E.1 Encoding Description

Our encoding scheme encodes a binary data x into a codeword matrix X ∈ {A,C,G,T}M×L.
The redundancy parameters that were used in our dataset are r1 = 3, 026, r2 = 16, and r3 =
4, 786. The number of bits in x is denoted by b, where b = 238 · (M− r3) + 208 · (r3− r1) in
our constrained setup, and b = 256 · (M− r3) + 224 · (r3− r1) in our non-constrained setup.
In the description to follow we use the notation b = bℓ · (M− r3) + bs · (r3 − r1) where bℓ
and bs should be set according to the desired constrained setup. The encoding of x ∈ {0, 1}b

into X ∈ {A,C,G,T}M×L is done by the following steps.

1) Index encoding.

(a) Define an M× (L− u) matrix I , where for any i ∈ [M], fill the i-th row of I with
the index EInd(i).

(b) Create an empty M× bℓ matrix Xb and concatenate it to the right of the matrix I .
The output of this step is depicted in Supplementary Figure E.7.a.

2) Index parsing.

(a) Fill the matrix Xb with the bits of x, such that the first M− r3 rows contain exactly
bℓ bits each, and the next r3 − r1 rows contain bs bits each (the rest of the matrix
remains empty).

(b) Denote by A′, A′′ and B′ the following submatrices of Xb.

• A′ is the top-left (M− r3)× bs submatrix of Xb.
• A′′ is the top-right (M− r3)× (bℓ − bs) submatrix of Xb.
• B′ is the (r3 − r1)× bs submatrix of Xb located just below A′.

This partition of Xb is depicted incSupplementary Figure E.7.b.
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Supplementary Figure E.7: Encoding scheme. The main steps in our encoding scheme are
shown. a, index encoding. Assigning each row, a unique identifier. b, input parsing. Organizing
the binary data into a specific structure within a matrix form. c, diagonal-columns encoding.
Using an RS code in a diagonal manner to encode A′ and B′. d1-2, constrained coding. Convert
the binary data into base 4 (corresponding to {A,C,G,T} molecules) while satisfying design
constraints. e, TP coding. The main component that is responsible for error-correcting. Adds
additional redundancy symbols to protect A, B, and C matrices against substitution errors. f,
codeword. In the output of our coding scheme, each row serves as an encoded sequence.

3) Diagonal-columns encoding.
Encode the (M− r1)× bs submatrix that is composed of A′ and B′ using EDRS. This
step adds r1 redundancy bits to each column and the submatrix that corresponds to these
redundancy bits is denoted by C′ as depicted in Supplementary Figure E.7.c.
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4) Constrained code.
Encode each of the rows of Xb using ECons. To this end, we use two instances of ECons
as follows.

(a) Encode the first M− r3 rows (longer rows) we use ECons with parameters n1 = bℓ
and n2 = 128.

(b) Encode the last r3 rows (shorter rows), we use ECons with parameters n1 = bs and
n2 = 128− r2.
The output of this step is presented in Supplementary Figure E.7.d1, where the
4-ary representation of A′,A′′ is denoted by A, the 4-ary representation of B′ is
denoted by B, and the 4-ary representation of C′ is denoted by C.

(c) Remove the bℓ − 128 columns of the matrix Xb to obtain the M × u matrix X .
Note that X is a matrix over {A,C,G,T} of size M× u in which the right-bottom
r3 × r2 submatrix is empty; see Supplementary Figure E.7.d2.

5) TP encoding. Encode the matrix X using ETP to complete the r3× r2 missing symbols
as depicted in Supplementary Figure E.7.e.

E.2 Index Encoding

The set of M = 55, 000 indices of length 11 were selected randomly from the set of all
sequences of length 11 over Σ = {A,C,G,T}, such that the maximal homopolymer’s length is
4. To further demonstrate the robustness of our method, we used the same set of M = 55, 000
indices for both files. To distinguish between the two files, we extended the index with an
additional base, that serves as a file identifier (which is the 12-th symbol of the index). The file
identifier for File 1 is either A or C, while the file identifier for File 2 is either G or T. By using
the set of indices for the two files, we deliberately created a small number of pairs of indices
with Hamming and edit distance equal to one. The results presented in this work show that
our information retrieval pipeline allows for a small number of close indices which makes the
design of the indices a much simpler task.

The exact file identifier is selected such that the homopolymer constraint is maintained (for
more details see the Constrained code subsection). The set of M = 55, 000 indices of length
11 and the set of 110, 000 indices of length 12 that were used for File 1 and File 2 can be found
in the code repository published with this work.

Supplementary Figure E.8 presents a histogram of the edit and Hamming distances between
pairs of indices in our set of indices. The results for the M = 55, 000 indices of length 11 are
given in Supplementary Figure E.8.a and the results for the 110, 000 indices that were used
in our dataset are given in Supplementary Figure E.8.b. Even though we selected our indices
randomly, most of the pairs are at Hamming and edit distance at least 5 from each other which
is sufficient for our binning algorithm. This behavior was obtained by selecting the length of
the indices to be sufficiently large with respect to the number of indices our scheme requires.
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Supplementary Figure E.8: Analysis of the edit and Hamming distances of the indices set.
a, shows the results for indices of length 11. b, shows the results for indices of length 12,
including the file identifier. The histogram shows that most of the indices are at a distance of 5
or more from one another.

E.3 Diagonal Columns Encoding

Similarly to the methods that have been presented in previous works [12, 14, 19] in step 3 of
our encoding process, we encode the column of our matrix with an error-correcting code, more
specifically an (M, M− r1, r1 + 1) RS code. As some sequencing and synthesis technologies
are more error-prone at the beginning and end of each read [39], designing the RS code to work
directly on the columns of our matrix would have required more redundancy symbols in the
encoding of the columns closer to the beginning and end of the encoded sequences (left and
right sides of the matrix). Hence, we encode columns diagonally to allow a more uniform dis-
tribution of the errors. This allows us to use the same amount of redundancy symbols for each
diagonal column. Our diagonal columns encoding is presented in Supplementary Figure E.9
and is performed as follows. Note that the figure represents the case in which we encode using
constraint coding. In the non-constrained setup, there should be an additional 16-bit column
that is used to encode information.

1) Given the (M− r1)× bs binary matrix composed of A′ and B′, partition the matrix into
bs
16 blocks of columns (each block composed of 16 bits) as depict in Supplementary Fig-
ure E.9.a.
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2) Define bs
16 diagonal columns by shifting the block that is taking from each row by 16 bit

from the location in the previous row as depicted in Supplementary Figure E.9.b.

3) Encode each diagonal column using the encoder of the RS code as depicted in Supple-
mentary Figure E.9.c.

4) Place the redundancy symbols according to the same diagonal shift as shown in Supple-
mentary Figure E.9.d.

Supplementary Figure E.9: Schematic description of the diagonal-column encoding. a, parti-
tion the matrix into 16 bits width columns. b, define the diagonal columns by a cyclic shift
of 16 bits between each row. c, encode each diagonal column using RS code. d, insert the
redundancy from the RS code back into the appropriate diagonal column.

E.4 Constrained Code

In DNA-based storage systems, several structural constraints should be enforced on the en-
coded sequences. Such constraints include limiting the length of the homopolymers, avoiding
the presence of specific motifs (short sequences) as substrings of the encoded sequences, and
controlling the amount of G and C bases that occur in each encoded sequence. Such constraints
are used to mitigate the error rates in the biological process (synthesis, PCR, and sequencing)
involved in DNA-based storage systems, and the specific constraints and the parameters of
these constraints should be selected according to the specific technology that is being used.

Incorporating constrained codes together with ECC requires careful attention as these two
modules cannot be straightforwardly concatenated with one another and there is no general
approach to how to pair the two. To overcome this challenge, we designed our constrained
code to interleave with the ECC in a simple manner that allows the selection of specific design
constraints. For our experiment, we focused on the constraints of limiting the length of the
homopolymers to be at most 4. Additionally, we restrict the amount of G and C bases in
each encoded sequence to be between 30% and 70% in the worst case and between 45% to
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55% with high probability. We note that the suggested constrained coding is based on block
encoding and thus it can be adapted to support additional constraints by designing the exact
mapping between a block of bits to a block of DNA bases. The only thing that should be
maintained to integrate this modified code into our scheme is that the decoding of each block
can be done independently of the other blocks.

Our constrained code is based on a predefined mapping function that takes n1 bits and
translates them to a sequence of length n2 over the DNA alphabet {A,C,G,T}. The encoding
is done by partitioning the n1 bits into non-overlapping blocks and encoding the blocks of bits
into blocks over the DNA alphabet sequentially. If we don’t want to enforce any constraints,
we use the simple 2 bits to 1 symbol mapping: 00 → A, 01 → C, 10 → G, 11 → T.
Otherwise, n1 can be either bs = 208 or bℓ = 238. In the first case, n1 = 208 and the input
is partitioned into 16 blocks of 13 bits each. In the second case, n1 = 238 and the input is
partitioned into 18 blocks, the first 16 are of length 13 each, and the last 2 blocks are of length
15 each. The blocks of 13 bits are encoded into DNA blocks of length 7, while the blocks
of length 15 are encoded into DNA blocks of length 8. The set of allowed DNA blocks (with
the corresponding length) consists of all the sequences over {A,C,G,T} that do not contain 5
identical consecutive symbols in the middle and 3 identical consecutive symbols in the edges
(which guarantee that concatenation of such blocks will never result with a sequence of 5
identical consecutive symbols).

In our coding scheme, we only consider blocks of length 7 or 8. The set of allowed DNA
blocks of length 7 is partitioned into 8 groups based on the number of occurrences of G or C
symbols within them (from 0 to 7 GC-content). For any binary input of length 13, the mapping
either translates the input to a sequence that belongs to the group with 3 or 4 GC content termed,
“almost balanced” GC words, or to a couple of sequences, with two different GC contents. The
set of allowed DNA blocks of length 8 is partitioned into 9 groups based on the number of
occurrences of G or C symbols within them (from 0 to 8 GC-content). For any binary input of
length 15, the mapping either translates the input to a sequence that belongs to the group with
4 GC content, termed “balanced” GC words, or to a couple of sequences with two different
GC contents. The complete mappings that were used in our encoder can be found in the code
repository published with this work.

Next, we describe how our encoding process enforces the constraints.

1) Limited homopolymer constraint. As described above, each of the DNA blocks that
we use in our mapping has at most two identical bases at both edges. Furthermore, these
blocks have at most four identical bases in the middle. Therefore, concatenating any two
blocks cannot create a homopolymer of length 5 or above. Additionally, as described in
the Index encoding subsection, the first 11 bases of our selected indices do not contain
homopolymers of length 5 or above, and their right-most homopolymer is of length at
most 4. Thus, it can be verified that we can always select the file identifier (the 12-th
symbol of the index) out of the two possible options in a way that will preserve the
homopolymer constraint on the entire encoded sequence.

2) GC-content constraint. The encoding process of bits into DNA blocks is done sequen-
tially, from left to right. As described in the mapping included in the code repository
published with this work, most of the bit blocks are mapped into DNA blocks with either
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balanced or almost balanced GC content, whereas the rest of the bit blocks are mapped
to two different options of DNA blocks with a non-balanced GC content. Thus, in every
step of the encoding process, if there is more than a single DNA block that can be used,
the encoder selects the one that keeps the GC content closer to 50%. It can be verified
that this ensures GC content of more than 30% and less than 70% (including the index)
in the worst case and with high probability the GC content is more than 45% and less
than 55%.

Note that the design of our coding scheme allows us to apply constrained coding on almost
all of the encoded sequences in the worst case. However, a small fraction of the encoded
sequences (in our case r3 = 4786 encoded sequences) satisfies the constraints only with high
probability. More precisely, we cannot apply our constrained coding on the redundancy part
of the tensor product code (sub-matrix D in Supplementary Figure E.7.e). Meaning that, with
a small probability, the suffix of the corresponding encoded sequences might contain longer
homopolymers.

E.5 Tensor-Product Code

In inner-outer code approaches, there is an inner code that protects each encoded sequence
that encodes the data from errors within its symbols, as well as an outer code that protects an
erasure of a strand. By design, the DNAformer reconstruction eliminates most of the deletions
and insertions, and the output has the same length as the encoded sequence. Hence, after this
step, we need to only take care of substitution errors, which are easier to solve in terms of
coding theory and require less redundancy.

For each cluster, the DNN produces a soft output that is transferred to the confidence filter,
which decides whether to produce an output, activate the CPL, or ignore the cluster. The actual
outputs of the DNN can be partitioned into four distinct sets:

• Correct predictions - most of the clusters (roughly 85%–100%, see Figure 8.3.a).

• Missing clusters - can be corrected by the outer code easily (requires small redundancy).

• Wrong predictions with a small number of substitutions (3 or less).

• Wrong predictions with many substitutions (more than 3).

As the size of the 4-th group is very small (in our experiments, between 0% and 3% of
the clusters), it is wasteful to encode each of the sequences with an inner code that can correct
many errors. Moreover, it is wasteful to encode all sequences with inner code, even for a
small number of errors, as most of the predictions are correct. We use these observations to
design a code for the DNN outputs and consider the confidence parameter. The key point is
that by using the confidence filter, we can classify the outputs from the 4-th group (with very
high accuracy) and ignore them (i.e., classifying them as missing clusters) or activate the CPL
algorithm on the corresponding clusters. It should be noted that the tensor-product method can
be used without the confidence of the DNN, but in that case, additional redundancy will be
required.
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Our encoding process utilizes a matrix H, which is a 16 × 128 parity-check matrix of a
BCH code over the 4-ary alphabet, that can correct 3 substitution errors. Additionally, the ma-
trix H can be found in the code repository published with this work. Given the matrix H, and
the matrices A, B, and C, obtained from the previous steps of our encoding (see Supplemen-
tary Figure E.10), the TP encoding works as follows.

Supplementary Figure E.10: Description of the TP encoding. a, multiple H by each row of A.
b, encode E1 by an RS code. c, complete the matrix such that any row satisfies the syndrome
vector equation. Following this step, we can discard S, which will be reconstructed in the
decoding process.

1) Define an M× r2 empty matrix S.

2) For each of the first M− r3 rows of the matrix X (the rows that correspond to the sub-
matrix A), update the i-th row of S, Si, with the vector H× rT

i , where ri is the i-th row
of A. This step is presented in Supplementary Figure E.10.a.

3) Encode the first M − r3 rows of S using a RS code with r3 redundancy symbols as
depicted in Supplementary Figure E.10.b.

4) To obtain the matrix X from X , fill the r3 × r2 bottom-right submatrix of X , such that
for each row of X, ri for 1 ≤ i ≤ M, we have that H · rT

i = ST
i , termed syndrome vector

equation. This step is depicted in Supplementary Figure E.10.c. Following this step, we
can discard S, which will be reconstructed in the decoding process.

Note that after the last step, the first M− r3 rows satisfy the required property H · rT
i = ST

i
by the definition of the vector S. Moreover, for the remaining r3 rows, it is possible to solve this
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system of linear equations since H is a full-rank matrix with degree that is equal to r2 = 16,
and the last 16 columns are linearly independent.

E.6 Decoding

We start by organizing the predictions from the DNAformer in a matrix X̂, with M rows, which
is a noisy version of the matrix X. This can be done since our binning algorithm only considers
correct indices. The matrix X̂ is illustrated incSupplementary Figure E.11.a. Let α denote the
number of rows in X̂ with three or less substitution errors, let β denote the number of rows in
X̂ with more than three substitution errors, and let γ denote the number of missing rows in X̂.
Given X̂, our decoding process is based on the following steps.

1) Recover the matrix S. The first step in our decoding algorithm is to recover the matrix
S that was used during the TP encoding. To this end, we remove the 12 first symbols of
each row in X̂ (i.e. remove the index and file identifier of each row). Then we define Ŝ to
be the M× r2 matrix in which the i-th row, for 1 ≤ i ≤ M, is equal to H · rT

i , where ri
is the i-th row of X̂ (after removing the first 12 columns). Lastly, we decode the matrix
Ŝ using DRS, the decoder of the RS code that is used in our TP code. Note that for any
i, if the prediction of DNAformer in the i-th row of X̂ is correct, then the i-th row of Ŝ is
equal to the i-th row of S. This implies that Ŝ is a noisy version of S, with at mostα+β
wrong rows and γ missing rows. Hence, for any three positive integersα,β,γ such that
2(α+β) +γ ≤ r3, we have that DRS(Ŝ) = S, i.e., DRS guarantees successful recover
of S from Ŝ. This process is illustrated in Supplementary Figure E.11.b.

2) Correct rows with up to 3 errors. The next step is to correct theα rows in X̂ that have
3 or less errors. This is done by first identifying the rows that are different in S and Ŝ.
Then for each such row i, the i-th row of X̂ is decoded using the parity-check matrix H
and the i-th row of S and Ŝ. Since H is a parity-check matrix of a BCH code that can
correct up to 3 substitutions, each of the α rows with 3 or less errors will be corrected
after this step, as depicted incSupplementary Figure E.11.c.

3) Recover the submatrices A′, B′, and C′. In this part of the decoding, we ignore the
submatrix of X̂ that corresponds to D and only consider the submatrices Â, B̂, and Ĉ,
which are noisy versions of the submatrices A, B, and C. We first decode each 4-ary
row (of the submatrices Â, B̂, and Ĉ) into a row of bits using DCons, the decoder of our
constrained code. Then we decode the columns of Â′, B̂′, and Ĉ′ using DDRS the decoder
of our diagonal RS code. Since any correct row in Â, B̂, Ĉ will result in a correct binary
row in Â′, B̂′, Ĉ′, respectively, these three submatrices together are a noisy version of
the submatrix that is composed of A′, B′, and C′, with at most β wrong rows and γ
missing rows. Thus, for any two positive integers β and γ such that 2β + γ ≤ r1,
DDRS successfully recovers A′, B′, and C′ from Â′, B̂′, Ĉ′. This step in presented in
Supplementary Figure E.11.d.

4) Recover the submatrices A, B, and C. To this end, we ignore the submatrix Â′′ and
convert A′, B′, and C′ back to their 4-ary representation by encoding each row with
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Supplementary Figure E.11: Description of the decoding step. The colormap is as follows,
the correct predictions are the green rows. Substitutions are highlighted in red. There are α
rows with three or less substitutions shown as green rows with few highlighted errors within
them. There are β rows with more than three errors and are shown as complete red rows.
There are γ rows which are the missing rows as shown as white rows. a, input to the decoder.
b, reconstructing the syndrome vector S using H matrix. c, using S and H to reconstruct the
α rows with up to three errors. d, transform the matrix back into binary format and use the
diagonal encoder to correct A′, B′ and C′. e, transforming A′, B′, and C′ back to base 4. f,
reconstruct A using S and H. g, transforming back into binary data.
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ECons as presented in Supplementary Figure E.11.e. Then, we use the matrix H again to
recover the remaining symbols of A, which can be done since the i-th row of A, should
satisfy H · rT

i = ST
i , where Si is the i-th row of the matrix S that we already recovered.

This step is shown in Supplementary Figure E.11.f.

5) Recover the binary data x. Finally, as shown in Supplementary Figure E.11.g, the
submatrices A and B are converted back into bits using DCons and the binary data x is
obtained by concatenating the rows of the latter.

Supplementary F: Analysis of Decoder Robustness

The discussion above implies that our decoding process recovers X correctly if the following
two conditions hold: 2(α + β) + γ ≤ r3, 2β + γ ≤ r1. This relation is illustrated in Fig-
ure 8.4.b in which for any pair of parametersα and β we present the maximal γ for which our
decoder is guaranteed to successfully decode X̂ into X.

It can be observed that even for fixed values of r1, r2, and r3, there is a wide range of values
forα,β, andγ, for which the decoding is successful. The robustness of our decoding algorithm
is rooted in the tradeoff between these three quantities. More precisely, our confidence filter
was designed to replace rows with substitutions (i.e., rows that were counted as either α or β)
with missing rows (i.e., counted as γ). Asα and β have a factor of two in our equations (and γ
doesn’t), our confidence filter increases the safety margin of our entire DNA retrieval pipeline.

Additionally, when the CPL algorithm is activated, wrong predictions of the DNN can be
corrected by the CPL reducing the total number of rows that are not correct in our pre-decoding
matrix. In addition, the CPL can reduce the number of errors in the final DNAformer prediction
which increases α while decreasing β. This improved the safety margin further as r3 is larger
than r1.

The values of α,β, and γ for File 1 and File 2 are given in Supplementary Table E.10,
where the values are presented for the Illumina test dataset and the two Nanopore test datasets.
For each dataset, the three configurations of the DNAformer are considered. The first corre-
sponds to the setup in which only the DNN is activated within the DNAformer. The second
corresponds to the case in which the confidence filter is also activated. The last, which is
our most robust setup, considers the configuration in which both the confidence filter and the
CPL are activated within the DNAformer. The rows highlighted in red reflect cases where the
decoder failed. The results show that for the Illumina data and the Nanopore two flowcells
dataset, all the configurations of the DNAformer successfully retrieved the binary data. In the
Nanopore single flowcell, which has the lowest SNR, the safety margin mechanism was needed
to improve the DNAformer accuracy and retrieve the binary data successfully.

Supplementary G: Confidence Filter and Safety Margin

The safety margin is a metric that describes how robust the DNAformer is under specific work-
ing conditions. We derive the safety margin from the error correcting capabilities of the decoder
shown in the previous section. It is defined as min{r1 − 2β−γ, r3 − 2(α +β)−γ}, where
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α β γ α β γ α β γ

DNN 2 1 28 1, 337 1, 440 34 882 479 14
DNN+Confidence 2 1 28 1, 229 827 814 879 437 65

DNN+Confidence+CPL 2 1 28 1, 075 235 814 805 82 65
DNN 2 1 28 1, 351 1, 422 38 843 515 10

DNN+Confidence 2 1 28 1, 273 841 779 836 477 57
DNN+Confidence+CPL 2 1 28 1, 108 252 779 743 93 57

Illumina
test dataset

Nanopore test dataset
single flowcell

Nanopore test
dataset two
flowcells

File 1

File 2

Supplementary Table E.10: Analysis of the different types of errors for different DNAformer
configurations. The errors are shown for each of the three datasets and for each file separately.
Red signifies failed retrieval. The results show that for the Illumina and Nanopore two flow-
cells, the DNN can retrieve the data on its own. However, for the Nanopore single flowcell the
confidence filter and the CPL are needed to ensure retrieval.

negative values correspond to cases in which the DNAformer fails to retrieve the information.
We recall that Supplementary Table E.10 summarizes the values of α,β,γ for our Nanopore
and Illumina datasets. In the table, the cases where the safety margin is negative are highlighted
in red, in these cases the DNAformer fails to retrieve the information.

In our methodology, the design for a required safety margin is achievable via two control
parameters, termed cluster sizethreshold which filters the minimum cluster size, and
con f idencethreshold which sends bad predictions of the DNN to the CPL. The optimization
process of the cluster sizethreshold included a similar methodology as described in the ‘Effects
of cluster size on the error rate’ section. In this process, we sampled different number of
reads for each cluster from the Nanopore pilot dataset and examined the success rate, average
Hamming distance, and average edit distance of the DNN’s predictions. This analysis resulted
in cluster sizethreshold = 4, where the success rate dropped below 50%. Similar behavior
was observed in the validation analysis performed on the Nanopore two flowcells as shown in
Supplementary Figure A.1.

Based on our system methodology, the optimization process of the con f idencethreshold re-
lies on an analysis of the pilot datasets. As the pilot dataset contains only 1, 000 clusters, the
average cluster size of the pilot dataset is much larger compared to the one in the test datasets
which consists of 110, 000 clusters. This gap in cluster size also creates a distribution that is
similar in shape, but different in scale, as described in Supplementary Figure B.3. To overcome
this gap and normalize the distributions, we sample 2% of the reads from the pilot dataset and
then perform the binning step. This process was repeated 110 times to create a normalized
pilot dataset of up to 110, 000 clusters, in which all the reads are taken from the real pilot
datasets.

The optimization process of the con f idencethreshold is shown in Supplementary Figure E.12.a
where we show the safety margin for the normalized Nanopore pilot. In our design, we chose
a safety margin of at least 1% or 1, 100 wrong predictions which corresponds to

con f idencethreshold = 0.7.

Note that different values of the safety margin will derive different values for the
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con f idencethreshold. In cases where a very tight fit between the pilot and test dataset is required,
we recommend a larger pilot dataset of 5, 000–10, 000 clusters.

Supplementary Figure E.12: Analysis of the safety margin and confidence threshold. Results of
the confidence evaluation experiment on the Nanopore test single flowcell dataset. The X-axis
represents the confidence threshold a, shows the safety margin for the normalized Nanopore
pilot and test datasets. In the dashed line, we show the chosen confidence threshold. b, shows
the number of clusters that are sent to the CPL algorithm.

Supplementary Figure E.12.b shows the number of clusters sent to the CPL for various
values of con f idencethreshold. This graph illustrates the tradeoff between a larger safety margin
and the total runtime of the system. As more clusters are sent to the CPL, the overall runtime
increases.

The test dataset shown in Supplementary Figure E.12.a-b is the Nanopore single flowcell.
This was chosen as the Illumina test dataset and Nanopore two flowcells test dataset are cases
where the DNN can successfully retrieve the information without the confidence filter and CPL
modules. However, the Nanopore single flowcell is a more challenging case that requires these
modules for successful information retrieval.

Lastly, we provide an analysis of the effect of the confidence function on our informa-
tion retrieval pipeline. The analysis involved running both the DNN and CPL on the entire
Nanopore test dataset single flowcell. Supplementary Figure E.13 presents Venn diagrams of
the intersection between the number of clusters that have wrong DNN predictions, the number
of clusters that were sent to the CPL algorithm by the confidence filter, and the number of
clusters that have wrong CPL predictions. A wrong prediction is defined as an output from the
DNN or CPL with at least one wrong symbol.

The diagrams presented in Supplementary Figure E.13 show the benefits of incorporating
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Supplementary Figure E.13: Detailed analysis of combining between the DNN, confidence
filter, and CPL. Venn diagrams show the intersection between cases where the DNN fails, the
CPL fails and the combination between them using the confidence filter to maximize perfor-
mance. a, shows how the confidence filter interacts with the set of clusters for which the DNN
or CPL fails. b, shows similar relations after filtering erasures.

the confidence filter and the CPL algorithm into our retrieval pipeline Supplementary Fig-
ure E.13.a considers erasures as wrong predictions while Supplementary Figure E.13.b ignores
erasures. To fully understand the results, these two Venn diagrams should be considered to-
gether. The diagram in Supplementary Figure E.13.a shows that among the 5, 550 wrong
predictions of the DNN, the confidence filter was able to detect 2, 880, which are described
in the Venn diagram by the intersection between DNN fails and Confidence filter. The 2, 880
detected clusters comprise roughly 52% of these wrong predictions.

Note that the predictions filtered by the confidence filter correspond with three types of
clusters: empty clusters, clusters that were passed to the CPL, and clusters that were screened
by the confidence filter. As shown in Supplementary Figure E.13.b, among the DNN predic-
tions, the number of clusters that were sent to the CPL is 1, 676, which is 30% of the wrong
and missing predictions of the DNN. Among these 1, 676 clusters, 59% (1, 003) were success-
fully corrected by CPL. In total, it means that out of all the wrong and missing predictions of
the DNN, 15% were corrected by the CPL. Among the clusters that were sent to the CPL, there
were 133 (4.1%), for which the DNN’s outputs were correct while the CPL returned wrong
predictions. For the rest of the clusters that were passed to the CPL, either the DNN and the
CPL have corrected predictions, or both have wrong ones. Hence, they do not affect the final
output.

To conclude, the diagrams show how incorporating the CPL into the pipeline increases
the number of correct predictions and converts wrong predictions with missing ones, which
increases the safety margin of our DNA retrieval pipeline.

205



206



Chapter 9

Cover Your Bases: How to Minimize
the Sequencing Coverage in DNA
Storage Systems

Daniella Bar-Lev, Omer Sabary, Ryan Gabrys, and Eitan Yaakobi

Abstract

Although the expenses associated with DNA sequencing have been rapidly decreasing, the
current cost of sequencing information stands at roughly $120/GB, which is dramatically more
expensive than reading from existing archival storage solutions today. In this work, we aim
to reduce not only the cost but also the latency of DNA storage by initiating the study of the
DNA coverage depth problem, which aims to reduce the required number of reads to retrieve
information from the storage system. Under this framework, our main goal is to understand
the effect of error-correcting codes and retrieval algorithms on the required sequencing cover-
age depth. We establish that the expected number of reads that are required for information
retrieval is minimized when the channel follows a uniform distribution. We also derive upper
and lower bounds on the probability distribution of this number of required reads and provide
a comprehensive upper and lower bound on its expected value. We further prove that for a
noiseless channel and uniform distribution, MDS codes are optimal in terms of minimizing
the expected number of reads. Additionally, we study the DNA coverage depth problem under
the random-access setup, in which the user aims to retrieve just a specific information unit
from the entire DNA storage system. We prove that the expected retrieval time is at least k
for [n, k] MDS codes as well as for other families of codes. Furthermore, we present explicit
code constructions that achieve expected retrieval times below k and evaluate their performance
through analytical methods and simulations. Lastly, we provide lower bounds on the maximum
expected retrieval time. Our findings offer valuable insights for reducing the cost and latency
of DNA storage.
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9.1 Introduction

The world’s digital data is growing exponentially, doubling from 30 to 64 zettabytes in just
three years, and it is anticipated to reach 180 zettabytes by 2025, resulting in a data storage
crisis. The demand for storage capacity already exceeds the supply, and the gap continues
to grow [27]. Recent research and insights from the IDC emphasize the struggle of existing
storage technologies to meet the demands of the big data era.

Recognizing this challenge, DNA emerges as a promising storage medium due to its ex-
ceptional density and durability. The DNA storage pipeline usually involves three main com-
ponents. The first is DNA synthesis, which produces artificial DNA molecules. These synthetic
DNA molecules are called oligos or strands and they can be designed in a way that encodes
the user’s information. The current synthesis technologies only produce strands that are up to
a length of 300 bases [22] and due to technology limitations, they also produce several noisy
copies per encoded strand. Thus, it is likely that the user information is stored in several dif-
ferent strands. The second component of the DNA storage pipeline is a storage container,
usually a small tube that contains all the short strands that encode the user information. Lastly,
to read back the user information, it is required to perform DNA sequencing on the strands in
the tube. The sequencing process translates the DNA strands into digital sequences over the
DNA alphabet, which are noisy copies of the synthesized strands. These DNA sequences can
be decoded to read back the user’s information.

The sequencing process, which is done using a DNA sequencer, is one of the principal
components in any DNA storage system [1, 12, 24, 34]. Nowadays, DNA sequencers suffer
from relatively slow throughput as well as high costs relative to other alternative storage tech-
nologies [30, 35, 37]. These issues are related to the so-called coverage depth of DNA storage,
which is defined as the ratio between the number of reads that are sequenced and the number
of designed strands [17]. Reducing the coverage depth can improve the latency of any existing
DNA storage system and reduce its costs.

Motivated by the connection between the coverage depth, latency, and cost, and in an effort
to design coding schemes that overcome the drawbacks associated with existing sequencing
technologies, in this work we initiate the study of a novel problem, referred to as the DNA
coverage depth problem. Simply stated, the DNA coverage depth problem aims to minimize
the coverage depth while maintaining system reliability. We will study the required coverage
depth as a function of the DNA storage channel, the error-correcting code, and the algorithms
involved in retrieving the user’s information. Furthermore, we seek to understand how to pair
an error-correcting code with a given DNA storage system in order to minimize the coverage
depth. This problem will be studied under both the random and non-random access settings.
While the latter addresses the problem of retrieving all the information that was being stored,
the former describes the case in which the user is interested in retrieving only a specific part
of the stored information. Moreover, we plan to suggest coding schemes that optimize the
required coverage depth and to study, both theoretically and experimentally, how one can utilize
codes to minimize the sequencing time and costs.

Despite significant work on DNA storage, only a small number of works have focused on
reducing the latency and costs associated with sequencing in experimental or theoretical setups.
Erlich et. al. [12] encoded digital information into DNA strands using a Luby transform-
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based coding scheme. Later, they diluted their synthesized strands and studied the effect of
this dilution on their ability to sequence and decode the information. The dilution procedure
reduced the potential (maximal) coverage depth of their system down to roughly 1300 reads
per strand, thus making the decoding process more challenging. They showed that thanks to
the error-correcting capability of their scheme, they were able to perfectly retrieve the stored
information. In another related work, Chandak et. al. [6] defined the ratio between the number
of synthesized bits and the number of information bits as the writing cost, and similarly the ratio
between the number of bits that have to be read (sequenced) and the number of information
bits was defined as the reading cost. In their work, they studied the tradeoffs and relations
between the writing and reading costs. They first showed that for the noiseless channel, it is
enough to read one copy per designed strand. Thus, the relation of these two costs can be
obtained by inferring the channel as an erasure channel with an erasure probability that can
be approximated using Poisson approximation. Additionally, the authors suggested an LDPC-
based coding scheme that can improve the ratio between the two costs. They also showed by
simulations how their suggested scheme can be used with different redundancy levels to reduce
both the writing cost and the reading cost.

The DNA coverage depth problem is related to the coupon collector’s (CCP), dixie cup,
and urn problems [11,14,15,23]. For all these problems, it is assumed that there are n different
types of coupons and the question of interest is how many coupons one should collect before
possessing one coupon of each type. It is well known that if the coupons are drawn uniformly
at random (with repetition), then the expected number of coupons necessary to have at least
one coupon from each type is roughly n log n. Under our setting, the coupons refer to the
copies of the synthesized oligos and the goal is to read at least one copy of every oligo.

The CCP has several generalizations [11, 15, 23], some of which will be explored in this
work. One such problem, which is referred to as the MDS coverage depth problem, is how
many coupons one should collect before possessing t copies of k coupons. This generalization
represents the scenario where a reconstruction algorithm that requires t reads of an oligo for
successful decoding is used along with an MDS code that requires correctly retrieving k out of
the n synthesized sequences to recover the stored encoded information. Another problem that
is addressed in this paper is the coding coverage depth problem, which generalizes the MDS
coverage depth and considers the effect of an error-correcting code, which is not necessarily
an MDS code. Under this setup, our main results show that MDS codes are optimal codes for
the purpose of reducing the expected coverage depth. Furthermore, our analysis for the MDS
coverage depth problem provides a deep understanding of the required number of reads that
should be sequenced in order to guarantee a successful retrieval of the information with high
probability.

Additionally, motivated by the random-access setting where one wishes to retrieve a single
strand of DNA from a storage system, in Section 9.6 we consider another problem that is
related to the CCP, but to the best of our knowledge has not been studied before. Suppose we
are given k information coupons which we can encode into a set of n total coupons. For any
information coupon say i, what is the expected number of coupons that need to be collected in
order to retrieve the information in coupon i? Trivially, if no code is used and every coupon
is collected with the same probability, then the expected number of coupons that need to be
collected is equal to k. In Section 9.6, we initiate the study of this problem, which we refer to
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as the singleton-random-access problem. Our main result is to show that it is indeed possible to
design coding schemes that allow random access that requires less than k coupons and provide
examples of several such schemes.

This paper is organized as follows. Section 9.2 introduces the definitions that are used
throughout the paper. In Section 9.3, we formally define the problems that are studied through-
out this paper along with related work. Section 9.3 also gives a detailed summary of the main
results given in this paper. Next, in Section 9.4, we consider the case in which the channel is
noiseless and address the MDS coverage depth problem and the coding coverage depth problem
for the noiseless channel. Section 9.5 extends the study of the MDS coverage depth problem to
noisy channels, and gives several bounds on the success probability of the decoding as a func-
tion of the number of reads that were sequenced. Finally, in Section 9.6, we present our results
for the singleton-random-access problem. For more details on the results and contributions
presented in each section, the reader is referred to Subsection 9.3.3.

9.2 Definitions and Channel Model

In the typical model of DNA-based storage systems [12, 24, 34], the data is stored as a code-
word that can be described by a vector of length-ℓ sequences or strands over the alphabet
Σ = {A, C, G, T}. The set of all length-ℓ vectors over Σ is denoted by Σℓ, and Σ∗ ≜

⋃∞
ℓ=0 Σ

ℓ.
For a positive integer n, [n] denotes the set {1, . . . , n}. In many cases an outer error-correcting
C is used to encode the data over the length-ℓ sequences, so it is assumed that the outer
code C receives a vector of k length-ℓ sequences, U = (u1, u2, . . . , uk) ∈ (Σℓ)k and re-
turns a vector of n length-ℓ sequences X = (x1, x2, . . . , xn) ∈ (Σℓ)n. For two vectors
U = (u1, . . . , uk1) and V = (v1, . . . , vk2), we denote by U ◦ V their concatenated vec-
tor, i.e., U ◦ V = (u1, . . . , uk1 , v1, . . . , vk2). In this work, the code C is denoted by (n, k)
or by [n, k] in case C is an MDS code. The vector X is the input to the DNA storage system,
which we now describe in more detail and is also illustrated in Figure 9.1.

The DNA storage channel, denoted by S, first produces many noisy copies for each of the
strands in the vector X. Then, these noisy copies are amplified using PCR, and lastly, a sample
of M of these strands is sequenced using a DNA sequencing technology [17]. Therefore, the
output of the DNA storage channel can be described as a multiset YM = {{y1, y2, . . . , yM}},
where each y j ∈ Σ∗ for j ∈ [M] is called a read and is a noisy version of some xi, i ∈ [n]. It
should be noted that our model assumes that for any read y j, the index i ∈ [n] such that y j is a
noisy copy of xi is known (this can be achieved by encoding the index i within the strand xi).
Depending on the specific sequencing technology being used, the reads in YM can be obtained
either sequentially (one after the other), or altogether. The former corresponds to Nanopore
sequencing technologies [32], while the latter describes next-generation sequencing (NGS)
technologies [5] (e.g. Illumina). The number of reads in YM that are noisy copies of the i-th
strand xi, i ∈ [n], depends upon some categorical probability distribution p = (p1, . . . , pn),
where for i ∈ [n], pi is the probability to sample a read of xi. The probability distribution p is a
function of the DNA storage channel S and is referred by the channel probability distribution,
or in short channel distribution; Note that the distribution p might also depend on the design of
the DNA strands in X, however for simplicity, in this work we assume that p is only a function
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of the channel S. Moreover, it is assumed that pi > 0 for all i ∈ [n], unless stated otherwise.

Remark 9.1. Note that in several works, see e.g. [21, 29], it is assumed that a set (and not
a vector) of strands is stored in the DNA storage system. However, since the strands in these
sets are tagged by indices anyway, we assume for simplicity that the information is a vector
of strands. Furthermore, it may also be possible that every strand is encoded using an inner
code [12, 24]. Nevertheless, since this part is independent of the study of this work, it is not
treated as part of the encoding process, but it is taken into account in the success probability
of a retrieval algorithm, as will be explained below.

The decoding process of X (and thus U) starts with partitioning the reads inYM into groups,
also called clusters, according to their origin strand, i.e., for i ∈ [n], the i-th cluster should con-
tain all the reads y j that are noisy copies of xi. To simplify the analysis, we assume that this
step is accomplished error-free. In practice, this assumption can be reached using indices in
the sequence xi which can be further protected using some error-correcting code [34]. Hence,
the probability of successfully retrieving X and U mainly depends on the following two com-
ponents of the solution being used.

1) Error-correcting code. When X is a codeword in some error-correcting code C, it is
possible to successfully retrieve X even if not all of its n symbols were decoded success-
fully. The applicable subsets J ⊆ [n] such that X can be retrieved from the symbols x j
for j ∈ J are determined by the code C. For example, if C is an [n, k] MDS code, then
any k strands (symbols of X) are sufficient to decode the data.

2) The retrieval algorithm. The success probability to retrieve the strand xi also depends on
the retrieval algorithm, which aims to decode a sequence using several noisy copies [4].
Typically, this probability depends on the number of noisy copies which are given as
input, the channel error rates, and the use of an inner code within the strands. In this
work, we model the retrieval algorithm using an integer t ≥ 1, and we assume that
each strand xi can be retrieved given t reads, which are noisy copies of it, and cannot be
retrieved given less than t reads1.

The main goal of this paper is to study the required sample size M that guarantees successful
decoding of the information. According to our model, this sample size depends on the channel,
the error-correcting code, and the channel probability distribution p.

Remark 9.2. The analysis presented in this work assumes that the reads in the multiset YM
are received sequentially from the DNA storage channel as illustrated in step 5a of Figure 9.1.
However, our results are also relevant for the case in which all the reads are obtained together.
More specifically, the random variable that governs the sample size M for which decoding is
possible in the sequential case can be used to describe the non-sequential case as well. That is,
the probability distribution of the latter corresponds to the decoding success probability given
M strands in the non-sequential case.

1Note that, in practice, the probability that the retrieval algorithm succeeds is not binary. More precisely it is a
function that returns a value between 0 and 1 and increases with t.
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In this paper, we explore two different scenarios concerning our problem. In the first sce-
nario, discussed in both Section 9.4 and Section 9.5, we focus on the objective of recovering
all the stored information. This involves retrieving the entire vector U. On the other hand, in
Section 9.6, we shift our attention to a different scenario where our goal is to retrieve a specific
part of the information, i.e., a specific subset of symbols from the vector U. For these scenar-
ios, we calculate the expected required sample size for noiseless/noisy channels and study how
it can be minimized using coding schemes.

9.3 The Coverage Depth Problem in the DNA Storage Channel

9.3.1 Problems Definition

This work studies the required sample size to retrieve the information vector U, or a specific
subset of its symbols, as a function of the DNA storage channel, the error-correcting code, and
the retrieval algorithm. Under this framework, our goal is to understand how to optimally pair
an error-correcting code with a given retrieval algorithm in order to minimize the sample size,
while guaranteeing successful decoding with high probability.

According to our model characterization, we let νp
t (C) be the random variable that governs

the number of reads that should be sampled for successful decoding of U. When C is an
[n, k] MDS code, this notation is replaced by νp

t (n, k). The uniform distribution is denoted by
pu ≜ ( 1

n , . . . , 1
n ) and for brevity, we let νt(C) ≜ ν

pu
t (C) and νt(n, k) ≜ ν

pu
t (n, k). The first

two problems, which focus on retrieving the entire information vector U, are defined below.

Problem 9.1. (The MDS coverage depth problem.) For given values of k and n, and a chan-
nel distribution p find the expectation and the probability distribution of the random variable
ν

p
t (n, k). That is, find the values of E

[
ν

p
t (n, k)

]
and P[νp

t (n, k) > m] for any m ∈ N.

Problem 9.2. (The coding coverage depth problem.) For a given value of k, find the following.

1) Given n and p, find an (n, k) code C that is optimal with respect to minimizingE
[
ν

p
t (C)

]
.

2) The minimum value of E
[
ν

p
t (C)

]
over all possible codes C with dimension k and channel

distributions p. That is, find the value Mopt(k) ≜ lim infC ,p{E
[
ν

p
t (C)

]
}.

The third problem is related to the other setup, in which the user wishes to retrieve a subset
of the k information strands (i.e., a subset of U’s symbols). This subset can be described by an
index set I ⊆ [k], such that the set of information strands to be retrieved is UI = {ui : i ∈ I}.
In this work, we consider the special case in which this subset is a singleton, i.e., the case where
the user wishes to retrieve a single information strand ui for some i ∈ [k]. More formally, we
are interested in the following problem.

Problem 9.3. (The singleton coverage depth problem.)
Given an (n, k) code C, for i ∈ [k], let τi(C) be the random variable that governs the

number of samples to recover the i-th information strand assuming noiseless channel with
uniform distribution. Find the following:
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Figure 9.1: The DNA storage pipeline.
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1) The expectation value E[τi(C)] and the probability distribution P[τi(C) > r] for any
r ∈ N.

2) The maximal expected number of samples to retrieve an information strand, i.e.,

TCmax ≜ max
1≤i≤k

E[τi(C)].

3) The average expected number of trials to retrieve an information strand, i.e.,

TCavg ≜
1
k

k

∑
i=1

E[τi(C)].

When no coding is used, (i.e., U = X) C is removed from the notations.

9.3.2 Related Work

For the noiseless channel, it is sufficient to have a single read of each xi, i ∈ [n] to re-
trieve it. We note that if the channel distribution is the uniform distribution pu, and no
code is defined on the data (i.e., k = n) then finding the expectation listed in Problem 9.1
is equivalent to the classical coupon collector’s problem [14]. This problem was first stud-
ied by Feller [14] where it was referred to as the dixie cup problem. Under the assump-
tion that we have n coupons and it is equally likely to collect any of the coupons, the ex-
pected number of draws (i.e., sample size) required to get a single copy for each coupon is
E[ν1(n, k = n)] = nHn = n log n + γn + O(1), where Hn is the n-th harmonic num-
ber and γ ∼ 0.577 is the Euler–Mascheroni constant. Furthermore, it was also proven [15]
that E[ν1(n, k)] = n(Hn − Hn−k). It is well-known that when limn→∞ n − k = ∞,2 the
expectation can be approximated by E[ν1(n, k)] ≈ n log(n)− n log(n− k) = n log( n

n−k ).
For noisy channels, i.e., t > 1, the problem is closely related to the classical urn prob-

lem [11, 23]. Suppose there are n labeled urns and each can be filled with identical balls. At
every round, a ball is thrown into one of the urns randomly. In each round, the probability of
throwing a ball to the j-th urn is denoted by p j, for 1 ≤ j ≤ n, and we let p = (p1, . . . , pn).
In [23], it was shown that in order to have t balls in each urn (or equivalently t copies per
coupon), the expected sample size is E[νt(n, k = n)] = n log n + n(t − 1) log log n +
nCt + o(n), where Ct is a constant that depends on t. Following that, Erdős and Rényi [11]
proved that the distribution of this random variable is tightly concentrated around the expec-
tation. More specifically, when drawing n log n + n(t− 1) log log n + nx times, the prob-

ability to have at least t copies for n coupons is asymptotically equal to e−
e−x
(t−1)! for n large

enough. Flajolet et al. [15] generalized these results to a general discrete distribution on the
coupons/balls and proved that the expected sample size to have at least t copies/balls for k out
of the n coupons/urns is

E[νp
t (n, k)]=

k−1

∑
q=0

∫ ∞
0
[uq]

n

∏
i=1
(et−1(piv)+u(epiv−et−1(piv)))e−vdv, (9.1)

2In this case, there exists 0 < a < 1, such that for n large enough k < an.
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where et(x) = ∑
t
i=0

xi

i! and for a polynomial Q(u), [uq]Q(u) is the coefficient of uq in Q(u).
This known result solves the expectation value listed in Problem 9.1, not only for pu but for
any channel distribution. As can be seen, for practical purposes, the expression in (9.1) and its
asymptotic behavior are not easy to calculate or to work with. Hence, in Section 9.5 we solve
a closely related problem and present a closed-form expression. Moreover, to the best of our
knowledge, the other part of Problem 9.1, i.e., studying the cumulative probability distribution
P[νp

t (n, k) > m], is still open.
Another related problem was presented in [6] by Chandak et al. In their paper, the authors

defined the writing cost as the number of synthesized bases per information bit, and the reading
cost as the number of bases that have to be sequenced per information bit in order to retrieve
the stored information. Their paper studies the tradeoffs between these two costs. They first
showed that for the noiseless channels, the event of obtaining zero copies of a specific strand
is equivalent to an erasure of this strand, which can be approximated as a Poisson random
variable. Thus, they were able to compute the capacity of this channel and by this obtaining
the tradeoffs of the costs. For the noisy channel, the authors suggested an LDPC-based scheme
to improve the ratio between the costs, for more details see [6].

The problem of random access in DNA storage has already been addressed in several
works; see e.g. [2, 20, 24, 33, 36]. The main goal is to support random access to specific DNA
strands in the storage and this can be supported by the use of different primers for the different
strands or physically storing strands in different storage containers. However, these solutions
incur high costs, and thus the problem of storing strands together using these primers is still
important and this work addresses it from a coding theory perspective.

9.3.3 Main Contributions

In this paper, we define a new family of problems that should be considered when designing
DNA storage systems. Additionally, this work provides an extensive analysis and present re-
sults that enhance our understanding of the interplay between error-correcting codes, retrieval
algorithms, and coverage depth. The main results with respect to each of the three problems
we defined are listed below.
The MDS coverage depth problem (Problem 9.1) For this problem, we have the following
results.

1) We show in Theorem 9.5 that the value of E[νp
t (n, k)] is minimized if and only if the

channel has the uniform distribution.

2) We show in Theorem 9.8 and in Theorem 9.9 two upper bounds on the probability dis-
tribution of P[νt(n, k) > m]. We further prove in Lemma 9.10 a lower bound on the
probability P[νt(n, k) ≤ m]. Combining these results in Theorem 9.11 we prove that
for any ε > 0,

log
(

1
1− R

)
+ fc(n, R) ≤ E

[
νt(n, k)

n

]
≤
(

log
(

1
1− R

)
+ t log log n + 2 log(t + 1)

)
· (1 + 2ε),

where fc(n, R) = O( 1
n2 ).
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3) For practical purposes of DNA storage systems, it is sometimes required to plan ahead
and set the number of reads that should be sampled to guarantee successful decoding.
Hence, we show in Theorem 9.13, that when sampling more than rE(n, k, t) reads, the
expected number of encoded strands that cannot be recovered (i.e., have less than t
copies) is at most n− k, which indicates on the probability of successful decoding. The
value of rE(n, k, t) can be found in equation (9.11).

The coding coverage depth problem (Problem 9.2) We fully solve Problem 9.2 for the noise-
less channel with uniform distribution. We show that MDS codes are optimal with respect to
minimizing E[νt(n, k)]. We also show that for a fixed k, the larger n is, the smaller the value
of E[νt(n, k)] is. The results of this problem are given in Corollary 9.6 and Theorem 9.7.
The singleton coverage depth problem (Problem 9.3) We extensively study the singleton
coverage depth problem for the case in which the channel is noiseless. Our main results are
summarized below.

1) We first study and fully solve the case in which n = k. In particular, we prove that if
n = k then the expected time to retrieve a singleton is minimized when no coding is
used and it is equal to k and TCmax = TCavg = k (see Lemma 9.15 and Claim 9.18).

2) Next, to study more involved cases, we define retrieval sets and minimal retrieval sets,
which correspond to the (minimal) sets of encoded strands from which a specific target
singleton information strand can be recovered. Using this property of codes, we analyze
the expected time to retrieve a singleton given that its minimal retrieval sets are disjoint.
See these results in Theorem 9.20 and Corollary 9.22. Moreover, in Corollary 9.21 we
use Theorem 9.20 to conclude that the expected time to retrieve a singleton given that C
is the simple parity [k + 1, k] code is k.

3) We extend the result of Corollary 9.21 to any systematic [n, k] MDS code, by the con-
struction and detailed evaluation of the corresponding generating function. That is, we
show in Theorem 9.23, that for any [n, k] MDS code C and any i ∈ [k], E[τi(C)] =
TCmax = TCavg = k.

4) We give two explicit code constructions (Construction 9.1 and Construction 9.2) for
codes with k information strands for which TCmax < k, i.e., E[τi(C)] < k for all i ∈ [k].
Furthermore, we analyze the behavior of these codes both analytically and by computer
simulations.

5) To conclude the analysis of the singleton coverage depth problem, we provide in
Lemma 9.32 and in Theorem 9.33 two lower bounds on the value of TCmax. Moreover,
in Corollary 9.34, for n large enough, we show that for any (n, k) code C, such that
R = k

n , we have that TCmax ≥ k
( 1

R + 1−R
R2 · ln(1− R)

)
. In particular, the latter implies

that when R approaches zero, TCmax ≥ k
2 , and when R approaches one, the lower bound

approaches k from below.
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9.4 The Coding Coverage Depth Problem - Noiseless Channel

In this section, we focus on the setup where the channel is noiseless which refers to t = 1.
Hence, we can assume that the retrieval algorithm simply returns the sampled sequences and
thus if xi has at least one copy, i.e., t ≥ 1, it is enough to retrieve it. Under this setup, the
minimum sample size M is equivalent to the quantity which is governed by the random variable
ν

p
1 (n, k). Using our notation, note that the expected value of νp

1 (n, k) is given in (9.1). In this
case, the distribution probability function for p = pu was studied in [11]. Clearly, when
k = 1, we have that E[ν1(n, 1)] = 1. Hence, this section is focused on the case where k ≥ 2.
Our main result is to solve Problem 9.2 and to show that MDS codes are optimal for any
categorical channel distribution. Furthermore, we show that E[νp

1 (n, k)] is minimized when p
is the uniform distribution and is bounded from below by k log e if k

n = Θ(1).
In light of the existing results and as a first step toward obtaining Theorem 9.7, we first

show that for the uniform channel distribution, when k is fixed, E[ν1(n, k)] decreases as n
increases.

Claim 9.3. For all n ≥ k, E[ν1(n, k)] > E[ν1(n + 1, k)].

Proof. The proof follows by showing that E[ν1(n, k)] is a monotonic function that decreases
with n. From [15] for any n ∈ N we have that

E[ν1(n, k)]−E[ν1(n + 1, k)] =
k−1

∑
i=0

n
n− i

−
k−1

∑
i=0

n + 1
n + 1− i

=
k−1

∑
i=0

(
n

n− i
− n + 1

n + 1− i

)
=

k−1

∑
i=0

i
(n− i)(n + 1− i)

> 0,

which completes the proof.

The next claim solves Problem 9.2.1 and states that given k information strands, for any
channel distribution p, using an [n, k] MDS code minimizes the expectation of νp

1 (C) com-
pared to any other length-n codes. This can be verified by showing that the number of subsets
of size k which are sufficient to retrieve the information is maximized when an MDS code is
used.

Claim 9.4. Given k, n, and p, assume that C is an (n, k) code. Then, it holds that, E[νp
1 (n, k)] ≤

E[νp
1 (C)], where equality is obtained if and only if C is an MDS code.

Proof. Given a sample of size M, we denote by J ⊆ [n] the indices of the unique encoded
strands that are represented in this sample. If |J| < k then it is impossible to successfully
decode the information, which follows since the dimension of the code is k. Otherwise, when
|J| ≥ k, any [n, k] MDS code can decode the stored information, while if C is not an MDS
code there exists J′ of size k from which the stored information cannot be decoded using C.
Therefore, if C is not an MDS code, for any J ⊆ [n], if the information can be decoded using
C then it can also be decoded by an [n, k] MDS code. This implies the inequality stated in the
theorem, where equality holds if and only if C is an MDS code.
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We continue towards solving Problem 9.2.2, and in the next theorem it is shown that for
MDS codes, E[νp

1 (n, k)] is minimized when p = pu.

Theorem 9.5. For any p, E[νp
1 (n, k)] ≥ E[ν1(n, k)].

Proof. By (9.1), which was proven originally in [15], we have that

E[νp
1 (n, k)] =

k−1

∑
q=0

∫ ∞
0

[uq]
n

∏
i=1

(1 + u(epiv − 1))e−vdv

=
k−1

∑
q=0

∫ ∞
0

e−nv

 ∑
I⊆[n]
|I|=q

∏
i∈I

(epiv − 1)

dv

=
∫ ∞

0
e−nv ·

k−1

∑
q=0

 ∑
I⊆[n]
|I|=q

∏
i∈I

(epiv − 1)

dv. (9.2)

Define f (p1, . . . , pn) ≜ ∑
k−1
q=0

(
∑I⊆[n]
|I|=q

∏i∈I(epiv − 1)

)
. We show next that f is minimized

if and only if pi = 1
n for all 1 ≤ i ≤ n. Furthermore, since f is minimized if and only if

E[νp
1 (n, k)] is minimized, this concludes the proof.
Define g(p) = −1 + ∑

n
i=1 pi. Using Lagrange multipliers, the Lagrangian function is

L(p, λ) = f (p) + λg(p) =
k−1

∑
q=0

 ∑
I⊆[n]
|I|=q

∏
i∈I

(epiv − 1)

− λ+ λ n

∑
i=1

pi.

We are looking for values of p, that satisfy

∂L(p, λ)
∂λ

= −1 +
n

∑
i=1

pi = 0, (9.3)

and for all 1 ≤ i ≤ n,

∂L(p, λ)
∂pi

= λ+
k−1

∑
q=1

 ∑
I⊆[n]\{i}
|I|=q−1

vepiv ∏
j∈I

(ep jv − 1)

 = 0,

which is equivalent to

λ = −vepiv ∑
I⊆[n]\{i}
|I|<k−1

∏
j∈I

(ep jv − 1). (9.4)
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Hence, for any 1 ≤ i < i′ ≤ n we have that

epiv ∑
I⊆[n]\{i}
|I|<k−1

∏
j∈I

(ep jv − 1) = epi′v ∑
I⊆[n]\{i′}
|I|<k−1

∏
j∈I

(ep jv − 1).

By reorganizing the latter equation, we have that for any 1 ≤ i < i′ ≤ n,

(epiv − epi′v) ∑
I⊆[n]\{i,i′}
|I|<k−1

∏
j∈I

(ep jv − 1) = (epiv − epi′v) ∑
I⊆[n]\{i,i′}
|I|<k−2

∏
j∈I

(ep jv − 1),

which is equivalent to

(epiv − epi′v) ∑
I⊆[n]\{i,i′}
|I|=k−2

∏
j∈I

(ep jv − 1) = 0.

Hence, we have that pi = pi′ or that |{ j : j ̸= i, i′, p j > 0}| < k − 2. To complete the
proof, let us show that the minimum is not attained for any p such that, |supp(p)| < n. We
prove the latter using an induction on n. For clarity, we will use the notation fn to indicate
the relevant value of n and pn

u ≜ ( 1
n , . . . , 1

n ). The base case in which n = 2 can be verified
manually. This implies that p = p2

u =
( 1

2 , 1
2

)
is the only minimum point for f2. Assume the

claim holds up to n, and let us prove its correctness for n + 1. Let p = (p1, . . . , pn+1) be
a minimum point for fn+1, and assume by contradiction that |supp(p)| < n + 1 and further
assume w.l.o.g. that pn+1 = 0. Define p′ = (p1, . . . , pn) and note that fn+1(p) = fn(p′).
By the induction assumption, we know that a minimum point of fn has a support of size n and
hence, by the analysis of the Lagrangian function, we have that fn has a unique minimum point
at pn

u. Therefore, we have that

fn+1(p) = fn(p′) ≥ fn(pn
u),

and equality is obtained if and only if p′ = pn
u. Moreover, Claim 9.3 implies that fn(pn

u) >
fn+1(pn+1

u ), and thus,
fn+1(p) ≥ fn(pn

u) > fn+1(pn+1
u ),

which is a contradiction. Thus, we get that |supp(p)| = n + 1, which implies that the only
minimum point of fn+1 is pn+1

u .

Theorem 9.5, together with the previous claims imply a lower bound on E[νp
1 (n, k)], which

is given next.

Corollary 9.6. For any channel distribution p and any (n, k) code C, it holds that,

E[νp
1 (C)] ≥ E[νp

1 (n, k)] ≥ E[ν1(n, k)] =
k−1

∑
i=0

n
n− i

, (9.5)

and if limn→∞ n− k = ∞ then ∑
k−1
i=0

n
n−i ≈ n log( n

n−k ). Moreover (9.5) holds with equality
if and only if p = pu.
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Finally, we give the asymptotic value for the minimum expected sample size for the noise-
less channel, E[ν1(n, k)].

Theorem 9.7. Let R be a constant, 0 < R < 1. Then, we have that

lim
n→∞ E[ν1(n, k = ⌊nR⌋)]

k
=

1
R

log
(

1
1− R

)
.

Furthermore, consider a sequence of MDS codes {Ci}∞i=1 with parameters [ni, ki] such that
limi→∞ ki/ni = 0. Then,

lim
i→∞

E[ν1(ni, ki)]

ki
= 1.

Proof. If 0 < R < 1 is fixed, then n goes to infinity together with k and thus we have that,

lim
n→∞ E[ν1(n, k = ⌊nR⌋)]

k
= lim

n→∞ n(Hn − Hn−k)

k
=

1
R

log
(

1
1− R

)
,

where the first equality holds from [14] and the second equality is a known result.
Furthermore, in the case in which we have a sequence of MDS codes {Ci}∞i=1, such that

limi→∞ ki
ni
= 0, the equality below holds.

lim
i→∞

E[ν1(ni, ki)]

ki
= lim

i→∞
ni(Hni − Hni−ki)

ki
= lim

i→∞
∑

ki−1
j=0

ni
ni− j

ki
,

where,

lim
i→∞

∑
ki−1
j=0

ni
ni− j

ki
≤ lim

i→∞
ki

(
ni

ni−(ki−1)

)
ki

= lim
i→∞

ki

(
1

1− ki−1
ni

)
ki

= 1,

and,

lim
i→∞

∑
k−1
j=0

ni
ni− j

ki
≥ lim

i→∞
ki

(
ni

ni−0

)
ki

= 1.

Thus, we can conclude that, limi→∞ E[ν1(ni ,ki)]
ki

= 1.

9.5 The MDS Coverage Depth Problem - The Noisy Channel

The main goal of this section is to address Problem 9.1 for the noisy channel under the uniform
distribution. Under this setup, we assume the data is encoded with an [n, k] MDS code and
that each strand xi can be retrieved given some t > 1 reads, which are noisy copies of it, and
cannot be retrieved given less than t reads. Similarly to the previous section, it is enough to
successfully decode k (or more) sequences xi in order to retrieve the stored information and so
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under this setup the minimum sample size for our problem is equivalent to the quantity νt(n, k)
where t > 1.

It should be noted that as listed in the related work section, the first part of Problem 9.1, i.e.,
the value of E[νt(n, k)] is known [15] and is given in (9.1). However, it is not a closed-form
expression, and in this section, we give several closed-form expressions that bound this value
and thus extend the known result. Furthermore, the most related result regarding the probability
distribution P[νt(n, k) > m] was given in [11]. The authors showed that for n = k any x ∈ R,

the probability satisfies P[νt(n, n) > n log n + (t− 1) log log n + nx] ≤ e−
e−x
(t−1)! .

In this section, we extend the latter result, by providing several bounds for the case when
k < n, which is assumed for the rest of this section. Our main results for this case are stated in
Theorem 9.8 and in Lemma 9.10. To discuss these results, we first define the following value.
Given n, k, and t as stated above, we define

r(n, k, t) ≜ n log
(

n
n− k

)
+ nt log log n + 2n log(t + 1). (9.6)

In Theorem 9.8, it is shown that when n is large enough, the probability that more than r(n, k, t)
reads are required to retrieve the information i.e., P[νt(n, k) > r(n, k, t)] approaches zero.

Furthermore, for the case in which k = Rn, where 0 < R < 1 is a fixed constant, the
value of r(n, k, t) can be reduced by replacing the expression log log(n) with any function of
n that approaches to infinity with n. To conclude this discussion, we also show in Lemma 9.10
that for any c, the probability that less than n log( n

n−k )− nc reads are enough to retrieve the
information is bounded from above by e−c(1 + 1

n−k ). We start by showing that for any ε > 0,
P[νt(n, k) ≤ r(n, k, t)] ≥ 1−ε for n large enough.

Theorem 9.8. For any ε and n, such that ε > 0, n > e
6t·2t−1
ε ≥ 16, we have that,

P[νt(n, k) ≤ r(n, k, t)] ≥ 1−ε

Proof. To prove the statement in the theorem it is suffice to show that P[νt(n, k) > r(n, k, t)] <
ε. Denote r ≜ r(n, k, t) and recall that within the context of the urn problem (see Subsec-
tion 9.3.2), the random variable νt(n, k) denotes the number of balls (or rounds) until we have
a set of k urns where each urn has at least t balls. Hence, we show that if the number of balls
thrown is at least r, then the probability of having n− k + 1 or more urns which are not filled
with t balls is approaching zero. The approach leveraged in the proof is inspired by a technique
first employed by Erdős and Rényi in [11]. Let us define the following event.

E(r)
t : After r rounds, there exists a set St, of n− k + 1 urns, each containing less than t balls.

Next, we show that the probability of E(r)
t approaches zero when n is large. To this end, we

define zi(n, r) for 1 ≤ i ≤ n, as a random variable that governs the number of balls in the i-th
urn, after r draws. For n large enough, the probability that urn i has at most t− 1 balls after r
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draws is denoted by P[zi(n, r) ≤ t− 1] and is given by,

P[zi(n, r) ≤ t− 1] =
t−1

∑
j=0

(
r
j

)(
1
n

) j(
1− 1

n

)r− j

≤ t ·
(

r
t− 1

)(
1
n

)t−1(
1− 1

n

)r−(t−1)

≤ t ·
(

r · e
t− 1

)t−1( 1
n

)t−1(
1− 1

n

)r−(t−1)

,

where the first inequality is proven in Claim 9.35 in Appendix A, and the last inequality follows
from the fact that ( r

t−1) ≤ ( re
t−1 )

t−1. Note that ( e
t−1 )

t−1 < 3, for t > 1. Thus,

P[zi(n, r) ≤ t− 1] ≤ 3t ·
( r

n

)t−1
(

1− 1
n

)n( r
n−

t−1
n )

.

We have that,

P[zi(n, r) ≤ t− 1] ≤ 3t ·
(

log
(

n
n− k

)
+ t log log(n) + 2 log(t + 1)

)t−1(
e(
−r
n + t−1

n )
)

≤ 3t · (2 log n)t−1
(

n− k
n

)(
1

logt n

)(
1

(t + 1)2

)
e

t−1
n

= 3t · e
t−1

n

(t + 1)2 ·
(2 log n)t−1

logt(n)
· n− k

n

= 3t · e
t−1

n

(t + 1)2 ·
2t−1

log(n)
· n− k

n
,

where the second inequality holds since for n large enough log( n
n−k )+ t log log(n)+ 2 log(t+

1) ≤ (2 log n). It should be noted that for n > t, which is the case of our interests, we have

that 3t · e
t−1

n

(t+1)2 ≤ 6t, and hence,

P[zi(n, r) ≤ t− 1] ≤ 6t · 2t−1

log(n)
· n− k

n
.

Now let us define a random variable Y as the number of urns with less than t balls. From the
linearity of expectation, regardless if the urns are independent or not, the expected number of
urns that have less than t balls is,

E[Y] = Σn
i=1E[zi(n, r)]

= n · P[zi(n, r) ≤ t− 1] ≤ (n− k) · 6t · 2t−1

log(n)
,

where the last inequality holds for n large enough.
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Note that
P
[

E(r)
t

]
= P[Y ≥ n− k + 1],

and hence by Markov’s inequality, we can conclude that,

P[Y ≥ n− k + 1] ≤ E[Y]
n− k + 1

< 6t · 2t−1

log(n)
.

Thus, we get that P[E(r)
t ]→ 0 for n large enough which implies the statement in the theorem.

For fixed-rate codes, i.e., for the case where k = Rn, when 0 < R < 1, and R is a fixed
constant (when n grows), we present a stronger result in the next theorem. The proof of this
theorem can be found in Appendix A.

Theorem 9.9. Let f : N→ R be a function such that limn→∞ f (n) = ∞, and let

r f (n, k = Rn, t) ≜ n log
(

1
1− R

)
+ nt f (n) + 2n(t + 1). (9.7)

Then, for n large enough, it holds that

P
[
νt(n, k) > r f (n, k, t)

]
≤ 6tt (2 · f (n))t−1

et· f (n) · (1− R).

Theorem 9.9 draws a connection between the sample size and the probability of successful
retrieval when using fixed-rate codes. In particular, using the results of Theorem 9.9 one can
pick any function f (n) that approaches infinity as slowly (or fast) as possible to get an upper
bound on this probability which gets bigger (or smaller).

Next, for any c ∈ R, we denote,

rL(n, k, c) ≜ n log
(

n
n− k

)
− nc. (9.8)

In the next lemma, an upper bound on the probability P[νt(n, k) ≤ rL(n, k, c)] is given.

Lemma 9.10. For any c > 0, and any t ≥ 1 it holds that,

P
[
νt(n, k) ≤ n log(

n
n− k

)− nc
]
≤ e−c

(
1 +

1
n− k

)
.

Proof. We first highlight that νt(n, k) ≥ ν1(n, k), and thus it is enough to show that

P
[
ν1(n, k) ≤ n log(

n
n− k

)− nc
]
≤ e−c

(
1 +

1
n− k

)
.
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We have that,

elog( n
n−k )−c ·E

[
e−

ν1(n,k)
n

]
= elog( n

n−k )−c ·
∞
∑
j=1

e−
j
n P[ν1(n, k) = j]

=
∞
∑
j=1

elog( n
n−k )−c− j

n P[ν1(n, k) = j]

=
⌊n log( n

n−k )−nc⌋

∑
j=1

elog( n
n−k )−c− j

n P[ν1(n, k) = j]

+
∞
∑

j=1+⌊n log( n
n−k )−nc⌋

elog( n
n−k )−c− j

n P[ν1(n, k) = j]

≥
⌊n log( n

n−k )−nc⌋

∑
j=1

elog( n
n−k )−c− j

n P[ν1(n, k) = j]

≥
⌊n log( n

n−k )−nc⌋

∑
j=1

1 · P[ν1(n, k) = j]

≥ P
[
ν1(n, k) ≤ n log

[
n

n− k

]
− nc

]
.

From [25], the generating function of the geometric random variable ν1(n, k) is given by

Gν1(n,k)(x) = E[xν1(n,k)] =
∞
∑
j=0

P[ν1(n, k) = j]x j =
k

∏
i=1

(n− (i− 1))x
n− (i− 1)x

=
k

∏
i=1

(1− i−1
n )x

1− i−1
n x

.

Thus, given x = e−1/n, we get that,

E
[

e
−ν1(n,k)

n

]
=

k

∏
i=1

(1− i−1
n )e−

1
n

1− ( i−1
n )e−

1
n

=
k

∏
i=1

1− i−1
n

e
1
n − i−1

n

≤
k

∏
i=1

1− i−1
n

1 + 1
n −

i−1
n

=
k

∏
i=1

1− i−1
n

1− i−2
n

=
1− k−1

n

1 + 1
n

=
n− k + 1

n + 1
≤ n− k + 1

n
,

where in the first inequality we used the fact the e
1
n ≥ 1+ 1

n . Hence, it holds that, for positive c,

elog( n
n−k )−c ·E

[
e−ν1(n,k)/n

]
≤ e−c · n

n− k
· n− k + 1

n
= e−c

(
1 +

1
n− k

)
.

Finally, we conclude that,

P
[
ν1(n, k) ≤ n log(

n
n− k

)− nc
]
≤ elog( n

n−k )−c ·E
[
e−ν1(n,k)/n

]
≤ e−c

(
1 +

1
n− k

)
.
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Combining Lemma 9.10 and Theorem 9.8, and assuming t is a constant with respect to n,
in the next theorem we show upper and lower bounds on E

[
νt(n,k)

n

]
.

Theorem 9.11. For any ε > 0, there exists nε, such that for any n > nε we have that,

log
(

1
1− R

)
+ fc(n, R) ≤ E

[
νt(n, k)

n

]
≤
(

log
(

1
1− R

)
+ t log log n + 2 log(t + 1)

)
· (1+ 2ε),

where fc(n, R) = 1
2n (1−

1
1−R )− ∑

∞
h=1

B2h
2hn2h

(
1− 1

(1−R)2h

)
= O( 1

n2 ), and Bh denotes the
h-th Bernoulli number.

Proof. First, we highlight that for any integer t > 0, it holds that νt(n, k) ≥ ν1(n, k). Next,
we recall the known results proven in [15], where they showed E[ν1(n, k)] = n(Hn − Hn−k).
Hence, we can conclude that the following holds for n large enough,

E[νt(n, k)] ≥ E[ν1(n, k)]
= n(Hn − Hn−k)

= n

(
log(n) + γ +

1
2n
−

∞
∑

h=1

B2h

2hn2h − log(n− k)−γ − 1
2(n− k)

+
∞
∑

h=1

B2h

2h(n− k)2h

)

= n log
(

n
n− k

)
+

1
2

(
1− 1

1− R

)
− n

∞
∑

h=1

B2h

2hn2h

(
1− 1

(1− R)2h

)
= n log

(
1

1− R

)
+ n fc(n, R),

where γ ∼ 0.5772156649 is the Euler-Mascheroni constant, where the last equality was
proven in [15]. Next, let rn ≜ r(n, k, t) (recall that by (9.6), r(n, k, t) = n log( 1

1−R ) +
nt log log(n) + 2n log(t + 1)). In Theorem 9.8 we showed that P[νt(n, k) > rn] < ε. Using
the same methods, in Appendix B we proved Theorem 9.36 which states that for any integer
i ≥ 1 and for n large enough, P[νt(n, k) > rn · i] < ε · it−1

logt(i−1)(n)
, and thus we can conclude
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that,

E[νt(n, k)] = ∑
r∈N

P(νt(n, k) ≥ r)

= ∑
r<rn

P(νt(n, k) ≥ r) + ∑
r≥rn

P(νt(n, k) ≥ r)

≤ 1 · rn + ∑
r≥rn

P(νt(n, k) ≥ r)

= rn +
∞
∑
i=1

(i+1)·rn

∑
r=i·rn

P(νt(n, k) ≥ r)

≤ rn +
∞
∑
i=1

(i+1)·rn

∑
r=i·rn

P(νt(n, k) ≥ i · rn)

= rn +
∞
∑
i=1

rn · P(νt(n, k) ≥ i · rn)

< rn +
∞
∑
i=1

rn ·ε ·
it−1

logt(i−1)(n)

= rn +ε · rn

∞
∑
i=1

it−1

logt(i−1)(n)
(a)
< rn + 2ε · rn

= rn · (1 + 2ε),

where (a) follows since ∑
∞
i=1

it−1

logt(i−1)(n)
< 2 for n large enough and any integer t > 0. Lastly,

we simplify the expression,

1
n

rn(1 + 2ε) =
(

log
(

1
1− R

)
+ t log log n + 2 log(t + 1)

)
· (1 + 2ε)

= log
(

1
1− R

)
+O(t log log n),

which completes the proof.

For practical purposes of DNA storage systems, it is sometimes required to plan ahead
and sample the number of reads that guarantees successful decoding with high probability.
Hence, we turn to the following strongly related problem and give a closed-form expression to
the corresponding value. Turning back to the urn problem terminology, we define X(r) as the
number of urns that are not filled with at least t balls after r rounds. The goal is to find a lower
bound on the number of rounds r, that guarantees that the expected number of urns that are not
filled with t balls is at most n− k. That is, to find rE, such that for any r ≥ rE, we have that
E[X(r)] ≤ n− k. In order to derive this result, we first consider the probability that any fixed
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urn is not filled with t or more balls by the r-th round. This probability is given by,

p =
t−1

∑
j=0

(
r
j

)
n− j
(

1− 1
n

)r− j

≤ e−rD( t−1
r ||

1
n ),

where the last inequality follows from Chernoff bound [8] for r ≥ n(t− 1), and D(a||p) is
the Kullback–Leibler divergence [9] which is given by

D(a||p) ≜ a log2
a
p
+ (1− a) log2

1− a
1− p

.

Under our setup, each of the n urns can be interpreted as a Bernoulli random variable with
probability p, which is denoted by X(r)

i for 1 ≤ i ≤ n. Note that X(r) = ∑
n
i=1 X(r)

i is the
number of urns that are not filled with at least t balls after r rounds, which implies that the
number of urns that have at least t balls is n − X(r). Our approach will be to determine a
value for r, which guarantees (in expectation) that X(r) is at most n− k. From the linearity of
expectation,

E[X(r)] = np ≤ ne−(t−1) log2(
n(t−1)

r )−(r−(t−1)) log2

(
(r−(t−1))n

r(n−1)

)
. (9.9)

The next claim will be used in the derivation to follow and its proof can be found in Ap-
pendix C.

Claim 9.12. For r ≥ n(t− 1), we have that E[X(r)] ≤ n− k, if,

− r
n(t− 1)

e−
r

n(t−1) ≥ −1
e

(
1− k

n

) log 2
t−1

. (9.10)

Using known results on the Lambert W function [10, Section IV], [7, Theorem 1], the
values of r for which (9.10) holds can be concluded. This is summarized in the next theorem,
and the complete proof can be found in Appendix C. For 0 < R < 1, we denote,

rE(n, k = Rn, t) ≜ n(t− 1)− n log 2 log(1− R) + n(t− 1)

√
−2 log 2

t− 1
log(1− R).

(9.11)

Theorem 9.13. Let R = k
n . For any r ≥ rE(n, k, t), we have that E[X(r)] ≤ n− k.

At this point, we would like to shed some light on the relation between Theorem 9.8,
Theorem 9.9 and Theorem 9.13. In our setup, which uses the urn problem terminology, it is
assumed that r balls are thrown into n unique urns, and we are interested in the event that at
least k of these urns contain at least t balls each. This scenario can be parameterized in two
different ways; (a) the number of balls that need to be thrown, and (b) the number of urns that
contain t− 1 or less balls. The random variable νt(n, k) governs the value in (a), assuming
that the value in (b) is fixed. Analogously, the random variable X(r) governs the value in (b),
assuming that the value in (a) is fixed.
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In the case where the probability distribution is tightly concentrated (i.e., where νt(n, k) is
tightly concentrated around its mean and similarly for X(r)), one would expect these two quan-
tities to coincide. Figure 9.2, shows results from computer simulations we made to demon-
strate the results of Theorem 9.8 and Theorem 9.13. In the presented simulation we used
n = 100, 000 urns, R ∈ {0.5, 0.8}, k = Rn, and t = 5. In each simulation r balls are drawn,
each inserted into one of the urns randomly, and the simulation is considered as success if it
ends with at least k urns, each with at least t balls. For any value of r, the presented result is
the fraction of successful simulations out of 1, 000 simulations we have made per r. The Y-
axis shows the fraction of successful experiments, and the X-axis shows the number of draws
r normalized by n log( 1

1−R ). It can be seen that the success rate of both values presented in
Theorem 9.8 (r(n, k, t)) and Theorem 9.13 (rE(n, k, t)) are 1.

Practically speaking, as mentioned above, the noisy channel fits the real scenario of DNA
storage systems. Hence, it should be mentioned that a similar problem was studied experimen-
tally by Erlich and Zielinski [12], however, with a slightly different setup. They presented the
DNA fountain, a Luby transform-based scheme and assumed that the total number of reads
is fixed and is given (from the DNA sequencer) and it is distributed with a negative binomial
distribution. Thus, they were able to calculate the average number of copies per strand and
empirically evaluate the required sample size as a function of the distribution’s parameters. It
should be noted that they only considered reads of the design length and thus the error rates
were reduced. They also evaluated how dilution affects the distribution and the required sample
size.

Finally, another variation of the noisy channel S is studied, which is relevant to the DNA
fountain [12] and similar schemes. Here, it is required to obtain a single noiseless copy from k
out of the n synthesized strands. Assuming uniform distribution on the strands, in this channel,
any sampled read is drawn noiseless with some fixed probability 0 < α < 1. We use the
notation of ωα(n, k) to denote the random variable describing the required sample size to
ensure successful decoding in this case. We note that this setup is easier to analyze, and the
following results can be derived using similar techniques as in the classical coupons collector’s
problem [14]; see Appendix D.

Theorem 9.14. For any k ≤ n, E[ωα(n, k)] = n
α (Hn − Hn−k).

9.6 Random Access

In this section we study the problem of optimizing the sample size for random access queries
in DNA storage systems. Recall that, in this problem, a vector of k information strands each of
length ℓ, U = (u1, u2, . . . , uk) ∈ (Σℓ)k, is encoded into a vector of n strands, each of length
ℓ, X = (x1, x2, . . . , xn) ∈ (Σℓ)n that are stored in the DNA storage channel as described in
Section 9.2. Later, the user wishes to retrieve a single information strand ui for some i ∈ [k].
Unless stated otherwise, we assume the channel is uniform and noiseless.

We start by studying the case when the number of information strands matches the number
of coded strands (i.e. n = k), and prove that the optimal retrieval strategy involves no coding,
resulting in an expected retrieval time of k. Next, we extend our insights to more involved cases,
including systematic MDS codes, affirming that the expected retrieval time remains k for any
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Figure 9.2: Simulation results of the success rate (fraction of successful experiments) as a
function of the number of draws. The X-axis shows the number of draws (normalized by
n log( 1

1−R )), while the Y-axis shows the fraction of simulations in which there were at least k
urns with t balls each. The parameters used in the simulations were n = 100, 000, t = 5, and
for each number of draws, we had 1, 000 simulations. It can be seen that for both Theorem 9.8
and Theorem 9.13 the success rate of 1, as expected.
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information strand. Finally, we present explicit code constructions achieving expected retrieval
times below k and evaluate their performance analytically and through simulations, while also
providing lower bounds on the maximum expected retrieval time in different scenarios.

9.6.1 Preliminary Results

Recall that given an (n, k) code C, for i ∈ [k], we denote by τi(C) the random variable that
governs the number of samples to recover the i-th information strand. The next lemma fully
solves Problem 9.3 when no coding is used.

Lemma 9.15. Let n ≥ 1. For any 1 ≤ i ≤ n, we have that

1) E[τi] = n and Tmax = Tavg = n.

2) For any r ∈ N we have that P[τi > r] =
(
1− 1

n

)r
, and P[τi = r] = 1

n ·
(
1− 1

n

)r−1
.

Proof. For the first part, note that for any i, τi has geometric distribution with success proba-
bility p = 1

n and hence we have that E[τi] = p−1 = n which implies that

Tmax = max
1≤i≤n

E[τi] = p−1 = n,

and

Tavg =
1
n

n

∑
i=1

E[τi] =
np−1

n
= p−1 = n.

For the second part we have that τi > r for an integer r only if ui was not sampled in the
first r trials, and hence

P[τi > r] = (1− p)r =

(
1− 1

n

)r

,

and

P[τi = r] =
1
n
·
(

1− 1
n

)r−1

.

Before we continue with the analysis of more involved cases, we define the n random
variables τ̂i(C), i ∈ [n], such that τ̂i(C) governs the required sample size to retrieve the i-th
encoded strand. Additionally, for every set J ⊆ [n], let τ̂J(C) ≜ maxi∈J τ̂i(C). These random
variables are used as a technical tool in our analysis and the key idea is given in the next lemma.
The proof follows the same ideas as the proof for the coupon collector’s problem and is given
here for completeness.

Claim 9.16. For any (n, k) code C and any J ⊆ [n] of size ρ we have that E[τ̂J(C)] = nHρ.
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Proof. Let ti for 1 ≤ i ≤ ρ be the number of draws to collect the i-th strand in J after the
(i− 1)-th strand from J was collected. Note that τ̂J(C) = ∑

ρ
i=1 ti. Additionally, observe that

ti is a geometric random variable with success probability pi =
ρ−i+1

n and E[ti] =
1
pi

. Hence,
by the linearity of the expectation we have that

E[τ̂J(C)] = E
[
ρ

∑
i=1

ti

]
=

ρ

∑
i=1

E[ti] =
ρ

∑
i=1

n
ρ− i + 1

= n
ρ

∑
i=1

1
i
= nHρ.

For the rest of this section, it is assumed that C is an (n, k) code and X is the encoded
codeword of the information vector U. The structure of C defines for each information strand
all the possible sets of encoded strands that are sufficient for its recovery. This concept is
similar to recovery sets in locally repairable codes [26] as well as the ones with availability [13,
19, 31].

This can be defined formally as follows.

Definition 9.17. Let C be an (n, k) code. We say that J ⊆ [n] is a retrieval set of the i-
th information strand (i.e., ui) if it is possible to decode the information strand ui from the
encoded strands whose indices belong to J. The set of all retrieval sets of ui is denoted by
D̂(i), and D(i) is the set of all minimal retrieval sets of ui (with respect to the inclusion
relation).

We say that an (n, k) code C is a systematic code if for any i ∈ [k] it holds that ui has a
retrieval set of size one. In other words, C is systematic if for any i ∈ [k] we have that

min{|J| : J ∈ D(i)} = 1.

Next, we consider the case of non-systematic codes for k = n (in particular U ̸= X). Since
X and U have the same length, given any set of strands {xi : i ∈ J}, we can recover at most |J|
information strands from U. Our goal is to extend Lemma 9.15 to the coded case when k = n
using this basic insight.

Claim 9.18. For any code (n = k, k) C, we have that TCmax ≥ Tmax = n and TCavg ≥ Tavg = n,
where equality is obtained if and only if C is systematic. In particular, if we let ρi be the size of
the smallest retrieval set for the information strand ui, then

1) E[τi(C)] = nHρi ,

2) TCmax = nHρ, where ρ ≜ maxi ρi,

3) TCavg = ∑
n
i=1 Hρi .

Proof. If each ui can be retrieved from a single strand x j (i.e., C is a systematic code), then
similarly to the proof of Lemma 9.15 we have that TCmax = TCavg = E[τi(C)] = n, for any
i ∈ [n]. Otherwise, assume w.l.o.g. that u1 cannot be retrieved from a single strand and let
J ⊆ [n] be a set of minimal size |J| = ρ1 such that J ∈ D(1). By the latter observation and
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since it is possible to retrieve any information strand ui from all the n strands, the fact that
n = k implies that if there exists J′ ⊆ [n], such that J′ is a retrieval set of u1 (i.e., J′ ∈ D̂(1))
then J′ contains J. Hence, |D(1)| = 1, i.e., the set J is the only minimal retrieval set of u1,
and by Claim 9.16, we have that E[τi(C)] = E[τ̂J(C)] = nHρ1 > n, where the last inequality
holds since |J| = ρ1 > 1. Thus,

TCmax = max
1≤i≤k

E[τi(C)] = max
1≤i≤n

nHρi = nHρ,

and

TCavg =
1
k

k

∑
i=1

E[τi(C)] =
1
n

n

∑
i=1

nHρi =
n

∑
i=1

Hρi .

Note that Hρi ≥ 1 for any i ∈ [k] and since ρ1 > 1, we have that Hρ1 > 1. Hence TCmax > n
and TCavg > n which completes the proof.

9.6.2 The Singleton Coverage Depth Problem

We continue by studying cases where n > k. Next, the case where the minimal retrieval sets
are disjoint is considered. We start with the case in which a strand xi has exactly two minimal
retrieval sets D(i) = {A, B} and A ∩ B = ∅, while the next example considers the simple
parity code which is a special instance of this case.

Example 9.19. Let C be the (4, 3) parity code. We have that X = (u1, u2, u3, x4), where

x4 = u1 + u2 + u3.

Since the code is symmetric, let us consider w.l.o.g. u1. Note thatD(1) = {{u1}, {u2, u3, x4}}
and the two retrieval sets are disjoint. Hence, we cannot recover u1 from a series of r draws
only if the series of draws does not contain u1, and it either contains one unique strand or two
unique strands. Hence,

E[τ1(C)] =
∞
∑
r=0

P[τi(C) > r] = 1 +
∞
∑
r=1

(
3 · 1

4r +

(
3
2

) r−1

∑
j=1

(
r
j

)
1
4 j ·

1
4r− j

)

= 1 + 3
∞
∑
r=1

1
4r + 3

∞
∑
r=1

2r − 2
4r = 1 + 3 · 1

3
+ 3 · 1

3
= 3.

That is, in this case, E[τ1(C)] = k.

The next theorem extends Example 9.19 to any code C and an information strand xi with
exactly two minimal retrieval sets A, B such that A ∩ B = ∅.

Theorem 9.20. Let C be an (n, k) code and i ∈ [k]. If D(i) = {A, B}, for two disjoint

retrieval sets, A ∩ B = ∅, then E[τi(C)] = n ·
(

H|A| + H|B| − H|A|+|B|
)

.
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Proof. Denote ρA = |A|,ρB = |B|. For a set of indices J ⊆ [n], let λJ(r− 1) be the number
of different options to draw strands in the first r − 1 draws such that for at least one of the
indices j ∈ J, the strand x j was not drawn. Additionally, let λ(r − 1) be the number of
different options to draw strands in the first r− 1 draws such that the i-th information strand
cannot be retrieved from the set of drawn strands. Note that since D(i) = {A, B}, we have
that λ(r− 1) is the number of different options to draw strands in the first r− 1 draws such
that at least one strand from A and at least one strand from B were not drawn. Hence.

λA∪B(r− 1) = λA(r− 1) + λB(r− 1)− λ(r− 1),

and

λ(r− 1) = λA(r− 1) + λB(r− 1)− λA∪B(r− 1)

(a)
=

ρA

∑
j=1

(
ρA

j

)
(−1) j+1(n− j)r−1

+
ρB

∑
j=1

(
ρB

j

)
(−1) j+1(n− j)r−1

−
ρA+ρB

∑
j=1

(
ρA + ρB

j

)
(−1) j+1(n− j)r−1,

where (a) follows from the inclusion-exclusion principle. Using the tail sum formula for the
expectation, we have that

E[τi(C)] =
∞
∑
r=1

λ(r− 1)
nr−1 =

∞
∑
r=1

ρA

∑
j=1

(ρA
j )(−1) j+1(n− j)r−1

nr−1

+
∞
∑
r=1

ρB

∑
j=1

(ρB
j )(−1) j+1(n− j)r−1

nr−1

−
∞
∑
r=1

ρA+ρB

∑
j=1

(ρA+ρB
j )(−1) j+1(n− j)r−1

nr−1 .

Next, we analyze the first term in the latter expression and the other two terms can be
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analyzed similarly.

∞
∑
r=1

ρA

∑
j=1

(ρA
j )(−1) j+1(n− j)r−1

nr−1

=
∞
∑
r=1

ρA

∑
j=1

(
ρA

j

)
(−1) j+1

(
1− j

n

)r−1

(a)
=

ρA

∑
j=1

(
ρA

j

)
(−1) j+1

∞
∑
r=1

(
1− j

n

)r−1

(b)
=

ρA

∑
j=1

(
ρA

j

)
(−1) j+1 n

j
= n

ρA

∑
j=1

(
ρA

j

)
(−1) j+1

j

(c)
=nHρA .

We note that (a) holds since the sum is absolutely convergent. (b) follows as
{(

1− j
n

)r−1
}∞

r=1
is a geometric series. The equality (c) can be observed by considering Euler’s integral repre-
sentation of the harmonic numbers [28], HρA =

∫ 1
0

1−xρA
1−x dx. using the latter we have that

HρA =
∫ 1

0

1− xρA

1− x
dx =

∫ 1

0

1− (1− y)ρA

y
dy

=
ρA

∑
j=1

((
ρA

j

)
(−1) j+1

∫ 1

0
y j−1dy

)
=

ρA

∑
j=1

(
ρA

j

)
(−1) j+1

j
.

Thus,
E[τi(C)] = n ·

(
HρA + HρB − H(ρA+ρB)

)
,

which concludes the proof.

A direct corollary from Theorem 9.20 is that Example 9.19 can be generalized to
any (n = k + 1, k) simple parity code C, and for any i ∈ [k] the expected number of draws to
retrieve ui using C is exactly k.

Corollary 9.21. Let C be the (n = k+ 1, k) simple parity code (i.e., X = (u1, . . . , uk, ∑
k
j=1 u j)).

Then, for any i ∈ [k], we have that, E[τi(C)] = k and TCmax = TCavg = k.

The proof of Theorem 9.20 relies on the inclusion-exclusion principle and can be extended
to more than two retrieval sets. Since the proof is technical and repeats the same ideas as the
ones from Theorem 9.20, it is omitted from the paper.

Corollary 9.22. Let C be an (n, k) code and i ∈ [k]. IfD(i) = {A1, A2, . . . , Av} for mutually
disjoint retrieval sets, then

E[τi(C)] = n ·
(

v

∑
s=1

(−1)s+1
∑

1≤ j1<···< js≤v
H(|A j1 |+···+|A js |)

)
.
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Corollary 9.21 states that the simple parity code does not improve the value of TCmax. This
observation raises the problem of finding codes that indeed improve this parameter, and next
we consider MDS codes for this purpose. First, recall that by Lemma 9.15, if no code is used,
then we have that Tmax = Tavg = E[τi] = k for any i ∈ [k]. On the other hand, assume C
is a k-non systematic MDS code in which the minimal size of a retrieval set, for each of the
information strands is k. In other words, any set of less than k encoded strands is not a retrieval
set. If C is used, then in order to retrieve any specific information strand, one should sample
a subset of k distinct encoded strands. Hence, by Corollary 9.6, for any i ∈ [k], we have that,
TCmax = E[τi(C)] = ∑

k−1
j=0

n
n− j ≈ n log( n

n−k ), while if k
n = R is a constant, we have that

n log( n
n−k ) =

k
R log( 1

1−R ) > k. The next theorem discusses the case where C is a systematic
MDS code and shows that for any such code the expected sample size is exactly k. The proof
can be found in Appendix E.

Theorem 9.23. Let C be a systematic [n, k] MDS code. For any i ∈ [k] we have that
E[τi(C)] = k and hence TCmax = TCavg = k.

9.6.3 Reducing the Singleton Coverage Depth Below k

In all the codes we studied so far, the expected number of reads to retrieve a single information
strand ui, was at least k, which means that these codes do not improve upon the case where no
coding is used. Next, we present families of (n, k) codes for which TCmax < k. We start with
the following example of an (8, 4) code.

Example 9.24. Let C(8,4) be the (8, 4) code defined as follows. Let U(8,4) = (u1, u2, u3, u4) ∈
(Σℓ)4 and let

X(8,4) = (u1, u2, u3, u4, u1 + u2, u2 + u3, u3 + u4, u4 + u1) ∈ (Σℓ)8.

Denote xi, j ≜ ui + u j and w.l.o.g. assume that we are interested in retrieving u1. It can be
verified that

D(1) =


{u1}, {u2, x1,2}, {u4, x1,4},
{u3, x2,3, x1,2}, {u3, x3,4, x1,4},

{u4, x3,4, x2,3, x1,2}, {u2, x3,4, x2,3, x1,4}

,

while D(1) is given with a slight abuse of notation, in which the retrieval sets are given in
terms of the encoded strands rather than their indices to simplify the example. Let Er−1 be the
random variable that represents the number of unique strands that were sampled in the first
r− 1 draws. Since any set of 6 or more unique strands is a retrieval set of u1, we have that

P
[
τ1(C(8,4)) ≥ r

]
=

5

∑
i=1

P
[
τ1(C(8,4)) ≥ r|Er−1 = i

]
· P[Er−1 = i]

+ P
[
τ1(C(8,4)) ≥ r|Er−1 ≥ 6

]
· P[Er−1 ≥ 6]

=
5

∑
i=1

P
[
τ1(C(8,4)) ≥ r|Er−1 = i

]
· P[Er−1 = i].
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It can be readily verified that P
[
τ1(C(8,4)) ≥ r|Er−1 = 1

]
= 7

8 . In case Er−1 = 2,

there are (8
2) = 28 different pairs of strands, and since τ1(C(8,4)) ≥ r, we should con-

sider only the pairs from which u1 cannot be retrieved. Note that two of the pairs are in
D(1) and 7 additional pairs contain u1. Hence we have that P

[
τ1(C(8,4)) ≥ r|Er−1 = 2

]
=

28−9
28 = 19

28 . Similarly, there are (8
3) = 56 different triples, from which (7

2) = 21 con-
tain u1, five more triples contain {u2, x1,2} and do not contain u1, additional five triples
contain {u3, x1,3} (and do not contain u1), and two more triples are in D(1). That is,

P
[
τ1(C(8,4)) ≥ r|Er−1 = 3

]
= 56−21−5−5−2

56 = 23
56 . Using similar counting techniques, it

can be shown that P
[
τ1(C(8,4)) ≥ r|Er−1 = 4

]
= 8

70 , and P
[
τ1(C(8,4)) ≥ r|Er−1 = 5

]
= 1

56 .
Furthermore, using the inclusion-exclusion principle, it can be proved that

P[Er−1 = i] =
(8

i)

8r−1

i−1

∑
j=0

(
i
j

)
(−1) j(i− j)r−1.

By combining all of the above we obtain that

E[τ1(C(8,4))] =
∞
∑
r=1

P
[
τ1(C(8,4)) ≥ r

]
=

403
105
≈ 3.838 = 0.9595k.

Example 9.24 can be extended to any integer k ≥ 2 as follows.

Construction 9.1. Let C(2k,k) be the (n = 2k, k) code such that

U(2k,k) = (u1, u2, . . . , uk) ∈ (Σℓ)k

and
X(2k,k) = (u1, . . . , uk, u1 + u2, . . . , uk−1 + uk, uk + u1) ∈ (Σℓ)2k.

Similarly to Example 9.24, the value E[τ1(C(2k,k))] can be expressed using the conditional
probabilities P[τ1(C(2k,k)) ≥ r|Er−1 = i]. The evaluation of these conditional probabilities
can be done using a recursive formula which is given in the next theorem together with the
expected value of τ1(C(2k,k)), while the proof appears in Appendix E.

Theorem 9.25. For any k ≥ 2, and any j ∈ [k] we have that

E[τ j(C(2k,k))] = 1 +
2k−3

∑
i=1

B(k, i) · 2k
(2k− i)(2k

i )
,

where

B(k, i) =



(2k−1
i ) + 2B(k− 1, i− 1)− B(k− 2, i− 2) k ≥ 2, i ≥ 2

1 k ≥ 0, i = 0
2k + 1 k ≥ 0, i = 1
1 k = 1, i = 2
0 k = 0, i ≥ 2
0 k = 1, i ≥ 3

.
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Even though we did not solve the recursive formula in Theorem 9.25 to obtain an exact
value for E[τ1(C(2k,k))], we used it to calculate E[τ1(C(2k,k))] for values 2 ≤ k ≤ 100 and the
results can be found in Figure 9.5. Based on these results we have the following conjecture.

Conjecture 9.26. For any k ≥ 4 and any j ∈ [k], we have that E[τ j(C(2k,k))] < k. Moreover,

the ratio
E[τ j(C(2k,k))]

k decreases with k and

lim
k→∞

E[τ j(C(2k,k))]

k
< 0.9456.

The following definition is used in the next theorem.

Definition 9.27. Given an (n, k) code C as defined above and an integer γ ≥ 1, we say that a
(γn,γk) code Cγ is the γ-block code of C if for an information word

U = U1 ◦U2 · · · ◦Uγ = (u1, . . . , uk) ◦ (uk+1, . . . , u2k) ◦ · · · ◦ (u(γ−1)k+1, . . . , uγk),

the corresponding codeword Xγ satisfies,

ECγ (U) = X = X1 ◦ X2 ◦ · · · ◦ Xγ = EC(U1) ◦ EC(U2) ◦ · · · ◦ EC(Uγ),

where EC denotes the encoder of the code C.

In the next theorem, we show that given an (n, k) code C, one can increase k by using
a γ-block code Cγ, without changing the ratio between the expected number of draws to the
number of information strands.

Theorem 9.28. Let C be an (n, k) code. For an integer γ ≥ 1, let Cγ be a γ-block code of
C. For any 1 ≤ i ≤ γk, it holds that, E[τi(Cγ)] = γE[τi′(C)], where i′ ≡ i (mod k) and
1 ≤ i′ ≤ k.

Proof. For any r ≥ 1 draws, let us denote by εr
i the random variable that governs the number

of strands drawn from Xs (from the r draws), where s is an integer and ui ∈ Us. Then we have
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that

E[τi(Cγ)] =
∞
∑
r=1

P[τi(Cγ) ≥ r]

=
∞
∑
r=1

∞
∑
z=0

P[εr−1
i = z] · P

[
τi(Cγ) ≥ r|εr−1

i = z
]

(a)
=

∞
∑
r=1

r−1

∑
z=0

P[εr−1
i = z] · P

[
τi(Cγ) ≥ r|εr−1

i = z
]

=
∞
∑
r=1

r−1

∑
z=0

(
r− 1

z

)(
1
γ

)z(
1− 1

γ

)r−z−1

· P
[
τi(Cγ) ≥ r|εr−1

i = z
]

=
∞
∑
r=1

r−1

∑
z=0

(
r− 1

z

)(
1
γ

)z(
1− 1

γ

)r−z−1

· P[τi(C) ≥ z + 1]

=
∞
∑
z=0

P[τi(C) ≥ z + 1]
∞
∑

r=z+1

(
r− 1

z

)(
1
γ

)z(
1− 1

γ

)r−z−1

=
∞
∑
z=0

P[τi(C) ≥ z + 1]
∞
∑
r=z

(
r
z

)(
1
γ

)z(
1− 1

γ

)r−z

(b)
=

∞
∑
z=0

P[τi(C) ≥ z + 1] ·γ

=
∞
∑
z=1

P[τi(C) ≥ z] ·γ = γE[τi(C)],

where equality (a) follows from the fact that the probability to collect z > r− 1 unique strands
from Xs, using only r− 1 draws is zero for any integer s, i.e., P[εr−1

i = z] = 0. To see that
equality (b) holds, recall that ∑

∞
r=0 xr = 1

1−x , and by taking the derivative of the latter z times
we get ∞

∑
r=z

r · (r− 1) · · · (r− z + 1)xr−z =
z!

(1− x)z+1 ,

which is equivalent to

∞
∑
r=z

(
r
z

)
xr−z =

1
(1− x)z+1 .

Lastly, by substituting x = 1− 1
γ , equality (a) follows.

Theorem 9.28 implies that given an (n, k) code C, that achieves good results in terms of
minimizing the expressions E[τi(C)]

k , for i ∈ [k], it is possible to construct an infinte family of
fixed-rate codes {Cγ}∞γ=1, such that for any integer γ ≥ 1, Cγ is an (γn,γk) code and for any
iγ ∈ [γk] there exists i ∈ [k], such that

E[τiγ (Cγ)]
γk

=
E[τi(C)]

k
.
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That is, for any integerγ ≥ 1, the code Cγ has the same behavior as the code C in terms of min-
imizing the normalized expected singleton coverage depth. Hence, combining Example 9.24
and Theorem 9.28 leads to the following corollary.

Corollary 9.29. For any integer γ ≥ 1, let Cγ
(8γ,4γ) be the γ-block code of C = C(8,4) (see

Example 9.24). For any iγ ∈ [γk], where k = 4, we have that

E
[
τiγ (C

γ
(8γ,4γ))

]
= T

Cγ
(8γ,4γ)

max = T
Cγ
(8γ,4γ)

avg = 0.9595γk.

Note that our numerical computations of the expression in Theorem 9.25 imply that the

value
E[τi(C(2k,k))]

k decreases with k, for 2 ≤ k ≤ 100. In particular, for k > 3,
E[τi(C(2k,k))]

k ≤
0.9456 and thus by Theorem 9.28 it is possible to construct codes that improve upon the result
in Corollary 9.29 for infinite values of k.

Next, we demonstrate that the value E[τi(C)]
k can be further reduced, by letting the rates of

our codes vanish.

Construction 9.2. Let n be an integer, p ∈ (0, 1), and assume for simplicity that np is an
integer that is dividable by k. Additionally, let CMDS

n,k,p be a [n(1− p) + k, k] systematic MDS

code. We define the (n, k) code Ck
n,p as follows. For U = (u1, u2, . . . , uk) ∈ (Σℓ)k, let

(u1, u2, . . . , uk, x1, x2, . . . , x(1−p)n) ∈ (Σℓ)n(1−p)+k

be the encoding of U using the encoder of CMDS
n,k,p. Then,

X = (u1, . . . , u1︸ ︷︷ ︸
pn
k times

, u2, . . . , u2︸ ︷︷ ︸
pn
k times

, . . . , uk, . . . , uk︸ ︷︷ ︸
pn
k times

, x1, x2, . . . , x(1−p)n) ∈ (Σℓ)n.

Theorem 9.30. For k = 2, 3, there exists p2, p3 ∈ (0, 1), such that for any information strand
i ∈ [k], we have that,

E[τi(C2
n,p2

)] ≈ 1.83 = 0.9143k,

and
E[τi(C3

n,p3
)] ≈ 2.67 = 0.89k.

Proof. We prove the claim only for k = 2, while the proof for k = 3 relies on the exact same
ideas. Assume w.l.o.g. that we want to retrieve u1. For simplicity of the analysis, also assume
that X contains two information stands u1, u2 (without multiplicity), and that each of them can
be drawn with probability p

2 . First note that since (u1, u2, x1, x2, . . . , x(1−p)n) belongs to a
[(1− p)n + 2, 2] MDS code, any two distinct strands form a retrieval set for u1, and hence the
only case in which we didn’t retrieve u1 in r draws, is when we draw the same strand (which
is not u1) r times.

• τ1(C2
n,p) = 1 only in case we draw u1 in the first draw which happens with probability

p
2 .
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• τ1(C2
n,p) = r for r ≥ 2 only if the first r− 1 draws are of the strand x ̸= u1 and the last

draw is of a different strand. Hence we have that

P[τ1(C2
n,p) = r] =

( p
2

)r−1(
1− p

2

)
+ (1− p)n ·

(
1
n

)r−1(
1− 1

n

)
.

Thus,

E[τ1(C2
n,p)] =

∞
∑
r=1

P[τi(Cn,p) = r] · r

=
p
2
+

∞
∑
r=2

r

(( p
2

)r−1(
1− p

2

)
+ (1− p)n ·

(
1
n

)r−1(
1− 1

n

))

=
p
2
+
(

1− p
2

) ∞
∑
r=2

r
( p

2

)r−1
+ (1− p)

(
1− 1

n

) ∞
∑
r=2

r
(

1
n

)r−2

.

For n large enough (1− 1
n )∑

∞
r=2 r

( 1
n

)r−2 ≈ 2 and hence for n large enough we have that

E[τ1(C2
n,p)] ≈

p
2
+
(

1− p
2

) ∞
∑
r=2

r
( p

2

)r−1
+ 2(1− p)

=
p
2
+
(

1− p
2

) p(4− p)
(2− p)2 + 2(1− p)

=
p
2
+

p(4− p)
2(2− p)

+ 2(1− p).

This expression is minimized when p = 2−
√

2 and in this case we have

p
2
+

p(4− p)
2(2− p)

+ 2(1− p) ≈ 1.83.

Note that even though the optimal p is irrational, since the latter function is continuous for
p ∈ (0, 1), we can get as close as we want to this optimum value. Hence, we have that

E[τ1(C2
n,p)] ≈ 1.83 = 0.9143k.

Combining Theorem 9.28 and Theorem 9.30 leads to the following corollary.

Corollary 9.31. Let p2, p3 ∈ (0, 1) be the constants from Theorem 9.30. For any integer
γ ≥ 1, let C2,γ

n,p2 be the (nγ, 2γ) γ-block code of C = C2
n,p2

, and similarly let C3,γ
n,p3 be the

(nγ, 3γ) γ-block code of C = C3
n,p3

(see Definition 9.27). For any i2 ∈ [2γ], and i3 ∈ [3γ]
we have that

E[τi2(C
2,γ
n,p2

)] = T
C2,γ

n,p2
max = T

C2,γ
n,p2

avg ≈ 1.83γ = 0.9143 · (2γ),

and

E[τi3(C
3,γ
n,p3

)] = T
C3,γ

n,p3
max = T

C3,γ
n,p3

avg ≈ 2.67γ = 0.89 · (3γ).
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Figure 9.3: Approximated values of E[τi(Ck
n,p)] (Construction 9.2) for different values of p ∈

{0.2, 0.4, 0.6, 0.8} as a function of k ∈ {1, 2, . . . , 10} ∪ {20, 30, . . . , 100}, where n = 108.
The approximated values were obtained empirically by 10, 000, 000 computer simulations per
any pair of values of k and p. The presented results are normalized by k.

The evaluation of E[τi(Ck
n,p)] for k > 3 can be done using the same technique, how-

ever, it becomes less elegant and we do not attempt to evaluate the latter expression rigor-
ously. Nevertheless, we did try to gain a better understanding of the behavior of these codes by
computer simulations as follows. Each simulation was done while fixing k ∈ {1, . . . , 10} ∪
{20, 30, . . . 100} and p ∈ {0.2, 0.4, 0.6, 0.8}. For each pair of k and p we started by en-
coding k information strands with an [⌊(1 − p)n⌋ + k, k] MDS code CMDS

n,k,p , from which we

constructed the (n, k) code Ck
n,p (see Construction 9.2). Then, we simulated the sampling pro-

cess by picking a single strand at each draw (with an equal probability of 1
n ). The simulation

stops whenever we can recover u1. We repeated this process 107 times for each pair of k and
p and plotted the mean number of the required draws, which is an empirical approximation of
E[τi(Ck

n,p)]. Our simulations imply that for most of the tested values of k, the optimal value of
p is around 0.6. Furthermore, it can be seen that E[τi(Ck

n,p)] decreases as k increases. Finally,
it should be noted that even though such codes are not applicable, they allow us to gain insights
about the achievable values of E[τ1(C)].

9.6.4 Lower Bounds

This section concludes with lower bounds on the value of E[τi(C)].

Lemma 9.32. For any (n, k) code C, TCmax ≥ k+1
2 .

Proof. Assume the word U was encoded to the codeword X. Every sequence of reads can
be expressed as a vector v ∈ [n]∗, and for every such a v, denote by ni(v), for i ∈ [k],
the minimum read index h which allows retrieving the i-th information strand ui. The key
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intuition behind our approach is that each new sample collected during the sequence of reading
the strands allows us to recover at most one new information strand. Hence,

k

∑
i=1

ni(v) = n1(v) + n2(v) + · · ·+ nk(v) ≥
k

∑
i=1

i = k(k + 1)/2.

Hence, it follows that, ∑
k
i=1 τi(C) ≥ k(k + 1)/2 and therefore

E
[

k

∑
i=1
τi(C)

]
=

k

∑
i=1

E[τi(C)] ≥ k(k + 1)/2.

In particular, there exists i ∈ [k] for which E[τi(C)] ≥ k+1
2 , i.e., TCmax ≥ k+1

2 .

Even though the bound in Lemma 9.32 holds for any code C, it appears that in most cases
the bound is not tight. To obtain a tighter lower bound on TCmax in the next theorem we also
consider the rate of the code C.

Theorem 9.33. Let C be an (n, k) code. It holds that

TCmax ≥
n
k
·

k

∑
i=0

k− i
n− i

= n− n(n− k)
k

· (Hn − Hn−k).

Proof. Let us use the same notations as in the proof of Lemma 9.32. Additionally, denote by
ti(v) the time to collect the i-th new sample (after collecting the previous one). Clearly, we
have that

k

∑
i=1
τi(C) =

k

∑
i=1

ni(v) ≥
k

∑
i=1

i

∑
j=1

t j(v).

Define t j(C) to be the random variable that governs the time to collect the j-th new sample
(after collecting the previous one). Hence,

k

∑
i=1

E[τi(C)] = E
[

k

∑
i=1
τi(C)

]
≥ E

[
k

∑
i=1

i

∑
j=1

t j(C)
]
=

k

∑
i=1

i

∑
j=1

E
[
t j(C)

]
.

Note that for any j ∈ [k], we have that t j(C) is a geometric random variable with success

probability p j =
n−( j−1)

n and so E[t j(C)] = n
n−( j−1) , and

k

∑
i=1

E[τi(C)] ≥
k

∑
i=1

i

∑
j=1

E
[
t j(C)

]
=

k

∑
i=1

i

∑
j=1

n
n− ( j− 1)

= n
k

∑
i=1

(
1

n− i + 1
+

1
n− i + 2

+ . . . +
1
n

)
= n

(
k
n
+

k− 1
n− 1

+ . . . +
1

n− k + 1

)
= n

k−1

∑
i=0

k− i
n− i

.
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For any i ∈ [k], we have that

k− i
n− i

=
k
n
−
(

1− k
n

)
i

n− i
,

which implies that

n
k

∑
i=0

k− i
n− i

= n
k−1

∑
i=0

(
k
n
−
(

1− k
n

)
i

n− i

)
= k2 − n

(
1− k

n

) k−1

∑
i=0

i
n− i

= k2 − (n− k)
k−1

∑
i=0

(
n

n− i
− 1
)

= k2 + k(n− k)− n(n− k)
k−1

∑
i=0

1
n− i

= nk− n(n− k)(Hn − Hn−k).

Hence we have that

1
k

k

∑
i=1

E[τi(C)] ≥
n
k
·

k

∑
i=0

k− i
n− i

= n− n(n− k)
k

· (Hn − Hn−k).

In particular, there exists i ∈ [k] for which E[τi(C)] ≥ n
k · ∑

k
i=0

k−i
n−i = n− n(n−k)

k · (Hn −
Hn−k), i.e., TCmax ≥ n

k · ∑
k
i=0

k−i
n−i = n− n(n−k)

k · (Hn − Hn−k).

Lastly, we conclude with the following lemma.

Corollary 9.34. Let 0 < R < 1 and consider a sequence of codes {Ci}∞i=1 with parameters
(ni, ki) such that for any i, ni < ni+1, and R = ki

ni
. It holds that,

lim
i→∞

TCi
max

ki
≥
(

1
R
+

1− R
R2 · log(1− R)

)
.

That is, for any ε > 0, there exists i large enough (i.e., ni, ki large enough) such that,

TCi
max ≥ ki

(
1
R
+

1− R
R2 · log(1− R)

)
−ε.

Proof. From Theorem 9.33, for any (n, k) code C, we have that

TCmax ≥ n− n(n− k)
k

· (Hn − Hn−k).
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Figure 9.4: Comparison of the lower bounds (Lemma 9.32 and Corollary 9.34) as a function
of the rate R = k

n . The presented results are normalized by k.

Thus, we have that

lim
i→∞

TCi
max

ki
≥ lim

i→∞
1
ki

(
ni −

ni(ni − ki)

ki
· (Hni − Hni−ki)

)
= lim

i→∞
ni

ki

(
1− ni − ki

ki
· (Hni − Hni−ki)

)
= lim

i→∞
1
R
− (1− R)

R2 (Hni − Hni−ki)

=
1
R
− 1− R

R2 log
(

1
1− R

)
.

It can be verified that in this case if R approaches zero, one, then the latter expression
approaches 1

2 , 1, respectively.

Figure 9.4 presents a comparison between the lower bounds of Lemma 9.32 and Corol-
lary 9.34 as a function of the code rate R = k

n . As can be seen in the figure, in most cases, the
bound in Corollary 9.34 is tighter than the one from Lemma 9.32. More than that, the code rate
from which the bound in Corollary 9.34 is tighter than the bound from Lemma 9.32 decreases
with k.

Finally, we give in Figure 9.5 a comparison of the normalized expected singleton coverage
depth for different codes with rate of exactly R = 0.5. It can be seen in the figure that the k-non
systematic MDS code achieves the worst results, while the code in Theorem 9.25 achieves the
best results, which are roughly 55% lower than the k-non systematic MDS code and roughly
10% lower than a systematic MDS code. To offer a better understanding of these results, the
lower bounds discussed in Lemma 9.32 and Corollary 9.34 are also given in the figure.
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Figure 9.5: Comparison of the normalized expected singleton coverage depth for code with
rate R = 0.5.

9.7 Conclusion

In this paper, we have introduced and extensively investigated the novel problem of DNA
coverage depth, aiming to reduce sequencing costs and latency while ensuring high-accuracy
retrieval. Our contributions encompass the MDS coverage depth problem, demonstrating the
superiority of MDS codes in the noiseless channel. For noisy channels, we proved several
bounds on the probability of successfully retrieving the information for a given sample size.
Additionally, we have explored the singleton coverage depth problem, revealing insights into
code properties and retrieval times, as well as presenting code constructions that can improve
the retrieval time. These findings collectively provide a foundational framework for designing
efficient and reliable DNA storage systems, with potential implications for advancing the field.

Nonetheless, future research should address the diverse challenges posed by different noise
models, investigate coding schemes beyond MDS codes, and extend the coverage depth prob-
lem for additional scenarios. Several possible directions and open problems are listed below.

1) Extend the results presented in this paper with respect to Problem 9.1 from a uniform
distribution to additional channel distributions p; e.g. the normal distribution.

2) In this work, the noisy channel was modeled by a parameter t, under the assumption that
retrieval succeeds with probability 1 given t or more noisy copies and fails otherwise. A
very relevant extension to this noise model is to consider the more realistic behavior of
the channel, in which the success probability can increase or decrease as a function of
the number of noisy copies, i.e., as a function of the cluster size.

3) Define and study the coverage depth random access problem for the case in which a
subset of size greater than one should be retrieved. This can be considered for arbi-
trary subsets of the information strands or for pre-defined subsets, that represent units of
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information (e.g. files).

4) Study the coverage depth random access problem under the assumption of noisy channel
and/or channel with non-uniform distribution.
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Appendix A

Claim 9.35. For n > 16, it holds that,

t−1

∑
j=0

(
r
j

)(
1
n

) j(
1− 1

n

)r− j

≤ t ·
(

r
t− 1

)(
1
n

)t−1(
1− 1

n

)r−(t−1)

Proof. To prove the claim, we show that for 0 ≤ j ≤ t− 1,

(
r
j

)(
1
n

) j(
1− 1

n

)r− j

≤
(

r
j + 1

)(
1
n

) j+1(
1− 1

n

)r−( j+1)

.

The latter can be proved by showing the following equivalent inequality

n ≤ r− j
j + 1

(
1− 1

n

)−1

.

The expression r− j
j+1

(
1− 1

n

)−1
is minimized at j = t− 1 (considering only j ∈ {0, 1, . . . , t−

1}), thus it is enough to show that, n ≤ r−t+1
t

(
1− 1

n

)−1
= r−t+1

t

( n
n−1

)
, which follows if

r = r(n, k, t) ≥ t(n− 1) + (t− 1).

Lastly, it can be verified that r(n, k, t) ≥ t(n − 1) + (t − 1) for any integers n > 16 and
t > 1.

Proof of Theorem 9.9

Denote r f ≜ r f (n, k, t). Similarly to the proof of Theorem 9.8, when n is large enough, the
probability that urn i has at most t− 1 balls after r f draws is denoted by P(zi(n, r f ) ≤ t− 1),
where zi(n, r f ) is a defined as in the proof of Theorem 9.8. Thus, the probability is given by,

P(zi(n, r f ) ≤ t− 1) ≤ 3t ·
(

r f

n

)t−1(
1− 1

n

)n
( r f

n −
t−1

n

)

≤ 6tt (2 · f (n))t−1

et· f (n) · (1− R)

Now let us define a random variable Y as the number of urns with less than t balls. As in
the proof of Theorem 9.8, we have that,

P(E
(r f )
t ) = P(Y ≥ n− k + 1) ≤ 6tt (2 · f (n))t−1

et· f (n) (1− R),

where the last inequality follows from Markov’s inequality.
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Appendix B

Theorem 9.36. For any ε > 0, n > e
6t·2t−1
ε ≥ 15, and any integer h ≥ 1, we have that,

P[νt(n, k) > h · r(n, k, t)] < ε · ht−1

logt(h−1)(n)
.

Proof. Denote r ≜ r(n, k, t) and recall that within the context of the urn problem (see Subsec-
tion 9.3.2), the random variable νt(n, k) denotes the number of balls (or rounds) necessary to
guarantee that we have a set of k urns where each urn has at least t balls.

If r balls are drawn, we show that the probability that there are at least k urns each with at
least t balls is approaching one when n grows. Analogous to the approach used in the previous
section, we will show that if the number of balls thrown is at least r, then the probability to
have at most n− k + 1 urns which are not filled with t balls is approaching zero.

The approach leveraged in this section is inspired by a technique first employed by Erdős
and Rényi in [11]. First, we define the following event.

E(r)
t : After r rounds, there exists a set St, of n− k + 1 urns, each containing less than t balls.

Next, we show that the probability of E(r)
t approaches zero when n is large. We first define

zi(n, r) for 1 ≤ i ≤ n, as a random variable that governs the number of balls in the i-th urn,
after r draws. For n large enough, the probability that urn i has at most t− 1 balls after h · r
draws is denoted by P(zi(n, r) ≤ t− 1) and is given by,

P(zi(n, h · r) ≤ t− 1) =
t−1

∑
j=0

(
h · r

j

)(
1
n

) j(
1− 1

n

)h·r− j

≤ t ·
(

h · r
t− 1

)(
1
n

)t−1(
1− 1

n

)h·r−(t−1)

≤ t ·
(

h · r · e
t− 1

)t−1( 1
n

)t−1(
1− 1

n

)h·r−(t−1)

,

where the last inequality follows from the fact that ( h·r
t−1) ≤

hre
t−1

t−1
. Note that ( e

t−1 )
t−1 < 3,

for t > 1. Thus,

P(zi(n, r) ≤ t− 1) ≤ 3t ·
(

hr
n

)t−1(
1− 1

n

)n( r
n−

t−1
n )

.
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We have that,

P(zi(n, r) ≤ t− 1) ≤ 3t ·
(

h log
(

n
n− k

)
+ ht log log(n) + 2h log(t + 1)

)t−1(
e(
−hr

n + t−1
n )
)

≤ 3t · (2h log n)t−1
(

n− k
n

)h
(

1

loght n

)(
1

(t + 1)2h

)
e

t−1
n

= 3t · e
t−1

n

(t + 1)2h ·
(2h log n)t−1

loght(n)
·
(

n− k
n

)h

= 3t · e
t−1

n

(t + 1)2h ·
(2h)t−1

logt(h−1)+1(n)
·
(

n− k
n

)h

,

where the second inequality holds since for n large enough h log( n
n−k ) + th log log(n) +

2h log(t + 1) ≤ (2h log n). It should be noted that for n > t, we have that 3t · e
t−1

n

(t+1)2h ≤ 6t,
and hence,

P(zi(n, r) ≤ t− 1) ≤ 6t · (2h)t−1

logt(h−1)+1(n)
·
(

n− k
n

)h

.

Now let us define a random variable Y as the number of urns with less than t balls. From the
linearity of expectation, regardless if the urns are independent or not, the expected number of
urns that have less than t balls is,

lim
n→∞E[Y] = lim

n→∞Σn
i=1E[zi(n, r)]

= lim
n→∞ nP(zi(n, r) ≤ t− 1) ≤ lim

n→∞(n− k)
(

n− k
n

)h−1

· 6t · (2h)t−1

logt(h−1)+1(n)

Note that
P(E(r)

t+1) = P(Y ≥ n− k + 1)

Using Markov’s inequality with n− k + 1 as the parameter we can conclude that,

P(Y ≥ n− k + 1) ≤
(

n− k
n

)h−1

6t · (2h)t−1

logt(h−1)+1(n)
.

Let us denote ε∗ = 6t · 2t−1

log(n) , then we get that,

P(Y ≥ n− k + 1) ≤ ε∗
(

n− k
n

)h−1

· (h)t−1

logt(h−1)(n)
≤ ε∗ · (h)t−1

logt(h−1)(n)
.

Hence, we get that P(E(r)
t )→ 0 for n large enough which implies the statement in the theorem.

252



Appendix C

In this appendix, we prove Theorem 9.13. The proof is partially based on Claim 9.12 which is
proven next.

Proof of Claim 9.12:

Recall that by (9.9), for r ≥ nt we have that

E[X(r)] ≤ ne−(t−1) log2
n(t−1)

r −(r−(t−1)) log2
(r−(t−1))n

r(n−1) .

Hence, a sufficient condition for E[X(r)] ≤ n− k = n(1− R), it that

e−(t−1) log2
n(t−1)

r −(r−(t−1)) log2
(r−(t−1))n

r(n−1) ≤ (1− R). (9.12)

Note that

e−(t−1) log2
n(t−1)

r −(r−(t−1)) log2
(r−(t−1))n

r(n−1) = e−
t−1
ln 2 ln( n(t−1)

r )− (r−(t−1))
ln 2 ln

(
(r−(t−1))n

r(n−1)

)

=

(
n(t− 1)

r

)− t−1
ln 2
(
(r− (t− 1))n

r(n− 1)

)− (r−(t−1))
ln 2

=

(
r

n(t− 1)

) t−1
ln 2
(

rn− r
rn− (t− 1)n

) r−(t−1)
ln 2

,

and by denoting r = βn(t − 1), for some β ≥ 1 we can rewrite the sufficient condition in
(9.12) as follows.

β

(
1− (β− 1)

βn− 1

)βn−1

≤ (1− R)
ln 2
t−1 . (9.13)

By the definition of e, for any constant β we have that
(

1− (β−1)
βn−1

)βn−1
≤ e−(β−1). Hence, if

βe−β ≤ 1
e (1− R)

ln 2
t−1 holds than (9.13) also holds.

By the assumption,

− r
n(t− 1)

e−
r

n(t−1) = −βe−β ≥ −1
e
(1− R)

ln 2
t−1

or equivalently

βe−β ≤ 1
e
(1− R)

ln 2
t−1

which completes the proof.
The following two claims are known results related to the Lambert W function and are

given as part of the proof of Theorem 9.13.
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Claim 9.37. [10, Section IV] For any real numbers − 1
e ≤ x < 0 and y, the equation yey = x

has exactly two solutions which are given by y = W0(x) and y = W−1(x), where W0 and
W−1 are branches of the Lambert W function.

Claim 9.38. [7, Theorem 1] For any u > 0 we have that

−1−
√

2u− u < W−1(−e−u−1) < −1−
√

2u− 2
3

u.

Proof of Theorem 9.13

Denote x = 1
e (1− R)

ln 2
t−1 and y = r

n(t−1) , by Claim 9.37, the equation

− r
n(t− 1)

e−
r

n(t−1) = −ye−y = −x = −1
e
(1− R)

ln 2
t−1

has exactly two solutions which are y = −W0(−x) and y = −W−1(−x). Note that for any
y ≥ 1 the function −ye−y is continuous and monotonically increasing with y. Hence, for any
given R = k

n only the branch W−1 is relevant. This implies that for r ≥ n(t− 1), Equation
(9.10) holds if and only if y ≥ −W−1(−x).

By Claim 9.38, we know that −W−1(−e−u−1) < 1 +
√

2u + u for any u > 0. We can
rewrite −x as

−x = −1
e
(1− R)

ln 2
t−1 = −e

ln 2
t−1 ln (1−R)−1

with u = − ln 2
t−1 ln (1− R) > 0 to obtain

−W−1(−x) < 1 +
√

2u + u

= 1 +

√
−2 ln 2

t− 1
ln (1− R)− ln 2

t− 1
ln (1− R)

Hence, a sufficient condition for E[X(r)] ≤ n− k is that

y =
r

n(t− 1)
≥ 1 +

√
−2 ln 2

t− 1
ln (1− R)− ln 2

t− 1
ln (1− R),

or equivalently,

r ≥ n(t− 1)− n ln 2 ln(1− R) + n(t− 1)

√
−2 ln 2

t− 1
ln (1− R).

Appendix D

Proof of Theorem 9.14:

We denote byωi the probability of collecting an error-free new strand, given that i− 1 strands
were collected. In this case,ωi = α

n−(i−1)
n = α n−i+1

n . We let ti be the time to collect a new
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error-free strand, given i− 1 such strands were already sampled. Since ti is geometric random
variable it holds that ti =

1
ωi

. Thus, from the linearity of expectation, we have that

E[ωα(n, k)] = E[t1 + t2 + . . . tn]−E[tk + tk+1 + . . . tn]

= E[t1] +E[t2] + . . .E[tn]−E[tk] +E[tk+1] + . . .E[tn]

=
n
α

(
1
1
+

1
2
+ · · ·+ 1

n

)
− n
α

(
1
1
+

1
2
+ · · ·+ 1

n− k

)
=

n
α
(Hn − Hn−k)

Appendix E

Proof of Theorem 9.23:

Let Wk,n be the random variable that represents the number of samples needed to obtain k
distinct coupons where each draw is taken from a pool of n total coupons. We denote by
Wk,n(x) the generating function for Wk,n. For x < 1

1− n−k+1
n

= n
k−1 it is known [25] that,

Wk,n(x) =
x

∑
r=0

P[Wk,n = r] · xr =
k

∏
i=1

(n− i + 1)x
n− (i− 1)x

.

Additionally, let Vr,n be the random variable that represents the number of distinct coupons
in the first r draws, where each coupon is taken from a pool of n total coupons. Note that

P[Wk,n = r] = P[Vr−1,n = k− 1] · P[Vr,n = k|Vr−1,n = k− 1]

=
n− (k− 1)

n
P[Vr−1,n = k− 1],

and hence,

P[Vr−1,n = k− 1] =
n

n− (k− 1)
P[Wk,n = r]. (9.14)

We let Dk,i,n denote the random variable that represents the required number of draws to
obtain k distinct coupons or to retrieve coupon i (whichever occurs first), where each draw is
taken from a pool of n total coupons. We denote by Dk,i,n(x) the generating function for Dk,i,n.

To this end we define D( j)
k,i,n for 0 ≤ j ≤ k− 1, to be the random variable that represents the

number of samples needed to obtain j distinct coupons (each not equal to the i-th coupon),
followed by the i-th coupon. Additionally, let D(k)

k,i,n, be the random variable that represents the
number of samples needed to obtain k distinct coupons (each not equal to the i-th coupon).

It holds that,

P[D(k)
k,i,n = r] =

(
1− 1

n

)r

· P[Wk,n−1 = r],
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and

D(k)
k,i,n(x) =

∞
∑
r=0

xr · P[D(k)
k,i,n = r]

=
∞
∑
r=0

xr ·
(

1− 1
n

)r

· P[Wk,n−1 = r]

= Wk,n−1

((
1− 1

n

)
x
)

=
k

∏
ℓ=1

(n− ℓ)(1− 1
n )x

n− 1− (ℓ− 1)(1− 1
n )x

.

For 1 ≤ j ≤ k− 1, using (9.14), we have that

P[D( j)
k,i,n = r] =

(
1− 1

n

)r−1

·
(

1
n

)
· P[Vr−1,n−1 = j]

=

(
1− 1

n

)r−1

·
(

1
n

)
· n− 1

n− 1− j
· P[Wj+1,n−1 = r]

and,

D( j)
k,i,n(x) =

∞
∑
r=0

xr · P[D( j)
k,i,n = r]

=
∞
∑
r=0

xr ·
(

1− 1
n

)r−1

·
(

1
n

)
· n− 1

n− 1− j
· P[Wj+1,n−1 = r]

=
n− 1

n− 1− j
· 1

n
·
(

1− 1
n

)−1

·
∞
∑
r=0

xr ·
(

1− 1
n

)r

· P[Wj+1,n−1 = r]

=
1

n− 1− j
·Wj+1,n−1

((
1− 1

n

)
x
)

=
1

n− 1− j

j+1

∏
ℓ=1

(n− ℓ)
(
1− 1

n

)
x

n− 1− (ℓ− 1)
(
1− 1

n

)
x

.

Note that, P[D(0)
k,i,n = r] = 1

n if r = 1 and otherwise P[D(0)
k,i,n = r] = 0. Therefore, we
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have that D(0)
k,i,n(x) = x

n . Next, we present Dk,i,n(x) as a function of D( j)
k,i,n for 0 ≤ j ≤ k.

Dk,i,n(x) =
∞
∑
r=0

xr · P[Dk,i,n = r]

=
∞
∑
r=0

xr
k

∑
j=0

P[D( j)
k,i,n = r]

=
k

∑
j=0

∞
∑
r=0

xr · P[D( j)
k,i,n = r]

=
k

∑
j=0

D( j)
k,i,n(x).

From the above, it can be derived that,

E[Dk,i,n] = D′k,i,n(1) =
1
n
+

k−1

∑
j=1

n(n− ( j + 1))(ψ(−n)−ψ( j + 1− n))
n(n− ( j + 1))

+
n(n− k)(ψ(−n)−ψ(k− n))

n

=
1
n
+

k−1

∑
j=1

(ψ(−n)−ψ( j + 1− n)) + (n− k)(ψ(−n)−ψ(k− n)),

where ψ(z) ≜
∫∞

0

(
e−t

t −
e−zt

1−e−t

)
dt is the digamma function. In [16], it is claimed that for

any z ∈ C and j ∈ N, we have that, ψ(z + j) = ψ(z) + ∑
j
h=1

1
z+h−1 , which implies that,

ψ(−n)−ψ( j− n) = Hn − Hn− j.
Hence,

E[τi(C)] = E[Dk,i,n] =
1
n
+

k−1

∑
j=1

(
Hn − Hn− j−1

)
+ (n− k)(Hn − Hn−k)

=
1
n
+ (n− 1)Hn − (n− k)Hn−k −

k−1

∑
j=1

Hn− j−1

=
1
n
+ (n− 1)Hn − (n− k)Hn−k −

(
n−2

∑
j=1

H j −
n−k−1

∑
j=1

H j

)
(a)
=

1
n
+ (n− 1)Hn − (n− k)Hn−k − ((n− 1)(Hn−1 − 1− (n− k)(Hn−k − 1)))

=
1
n
+ (n− 1)(Hn − Hn−1 + 1)− (n− k)

=
1
n
+

n− 1
n

+ (n− 1)− n + k

= k,

where (a) follows since for any integer n > 0 we have that ∑
n
j=1 H j = (n + 1)Hn − n.
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Appendix F

Proof of Theorem 9.25:

Let Ck be the systematic (2k, k) code that is defined by Uk = (u1, u2, . . . , uk) and

Xk = (u1, . . . , uk, u1 + u2, . . . , uk−1 + uk, uk + u1).

Similarly to Example 9.24, we have that

P[τ1(C) ≥ r] =
2k−3

∑
i=1

P[τ1(C) ≥ r|Er−1 = i] · P[Er−1 = i],

and

P[Er = i] =
(2k

i )

(2k)r

i

∑
j=0

(
i
j

)
(−1)i− j(i− j)r.

Since P[τ1(C) ≥ r|Er−1 = i] does not depend on r, let us denote Pi = P[τ1(C) ≥ r|Er−1 = i].
We have that

E[τ1(C)] =
∞
∑
r=0

P[τ1(C) ≥ r] = 1 +
∞
∑
r=1

2k−3

∑
i=1

Pi · P[Er−1 = i]

= 1 +
2k−3

∑
i=1

Pi

∞
∑
r=1

P[Er−1 = i]

= 1 +
2k−3

∑
i=1

Pi

∞
∑
r=1

(
2k
i

) i

∑
j=0

(−1)i− j
(

i
j

)(
j

2k

)r−1

= 1 +
2k−3

∑
i=1

Pi

(
2k
i

) i

∑
j=0

(−1)i− j
(

i
j

) ∞
∑
r=0

(
j

2k

)r

= 1 +
2k−3

∑
i=1

Pi

(
2k
i

)
(−1)i

i

∑
j=0

(−1) j
(

i
j

)
· 2k

2k− j

= 1 +
2k−3

∑
i=1

Pi · 2k ·
(

2k
i

)
· (−1)i · (−1)i

(2k− i)(2k
i )

= 1 +
2k−3

∑
i=1

Pi ·
2k

(2k− i)
.

Hence, our goal is to calculate Pi. Let A(2k − 1, i) be the number of options to draw r− 1
strands such that u1 cannot be recovered from this set of draws, knowing that the set of different
encoded strands that were drawn is of size exactly i. Then, we have that Pi =

A(2k−1,i)
(2k

i )
.

To present a recursive expression for the values A(2k − 1, i), we describe an equivalent
way to represent the options that contribute to A(2k− 1, i). Let Gk = (V, E) be the directed
graph with the 2k − 1 nodes that correspond to the symbols in X excluding u1. The set E
consists of the following edges:
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• For each 2 ≤ j ≤ k − 1, the vertex u j + u j+1 has four outgoing edges. Two green
outgoing edges to the nodes u j and u j−1 + u j, and two blue outgoing edges to the nodes
u j+1 and u j+1 + u j+2 (where u j+2 = u1 if j = k− 1).

• There are two blue outgoing edges from u1 + u2, to the nodes u2 and u2 + u3.

• There are two green outgoing edges from uk + u0, to the nodes uk and uk−1 + uk.

Figure 9.6: Schematic description of Gk

Denote the nodes u1 + u2 and uk + u1 by S2 and Sk, respectively. Additionally, denote the
nodes u j, for 2 ≤ j ≤ k by ending nodes. For a set J ⊆ [2k]\{1}, let G(J)

k be the subgraph of
Gk that contains all the nodes that correspond to J (considering their locations in X). Note that
any set J ⊆ [2k] of size i is not a retrieval set of u1 if and only if the subgraph of G(J)

k , does
not contain a monochromatic path from S2 or Sk to one of the ending nodes (if S2, Sk is not in
G(J)

k , we say that there is no such path from S2, Sk, respectively). Hence, A(2k− 1, i) is equal

to the number of subgraphs G(J)
k of Gk, such that J ⊆ [2k]\{1} and G(J)

k does not contain a

monochromatic path from S2 or Sk to one of the ending nodes. Denote the nodes of G(J)
k by

V′ and consider the following cases.

1) If S2, Sk /∈ V′ then any such a subgraph G(J)
k cannot contain a valid monochromatic path

and there are (2k−3
i ) such subgraphs.

2) If S2 ∈ V′ then we have that u2 /∈ V′ and there are A(2k− 3, i− 1) such sub-graphs.

3) If Sk ∈ V′ then we have that uk /∈ V′ and there are A(2k− 3, i− 1) such sub-graphs.

4) If S2, Sk ∈ V′ then we have that u2, uk /∈ V′ and there are A(2k − 5, i − 2) such
subgraphs.

Thus,

A(2k− 1, i) =
(

2k− 3
i

)
+ 2A(2k− 3, i− 1)− A(2k− 5, i− 2).

By denoting B(k, i) = A(2k + 1, i), we can write the latter as

B(k, i) =
(

2k− 1
i

)
+ 2B(k− 1, i− 1)− B(k− 2, i− 2),
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for any k ≥ 2, i ≥ 2, and for all k ≥ 0 we have that B(k, 0) = 1 and B(k, 1) = 2k + 1.
Additionally A(1, 2) = 1, for i ≥ 2 we have A(0, i) = 0 and for i ≥ 3 we have B(1, i) = 0.

Thus, we have that

E[τ1(C)] = 1 +
2k−3

∑
i=1

B(k, i) · 2k
(2k− i)(2k

i )
.
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Chapter 10

Discussion

The rapid growth of digital data and the limitations of traditional storage methods have ne-
cessitated exploration into alternative storage solutions, with DNA-based storage emerging as
a promising candidate. My research explores the exciting field of DNA storage systems, in-
vestigating both theoretical foundations and practical implementations. The works presented
here encompass a wide range of topics, including error behavior analysis, coding strategies,
and practical system design. The dissertation is based on my papers, which were published in
and submitted to leading journals and conferences, primarily in the fields of coding theory and
information theory.

In the first part of this thesis, we focused on understanding deletion and insertion errors,
which are predominant in DNA storage systems. By investigating the properties of deletion
and insertion balls, we provided theoretical foundations for designing efficient error correction
codes tailored to the unique error characteristics of DNA storage. Our research in this area,
as presented in Part I, contributes to a better understanding of error correction in DNA storage
systems.

Moving forward, our attention shifted to coding techniques specifically tailored for DNA
storage. In Section 1.2, we discussed the importance of efficient coding schemes in address-
ing challenges such as DNA fragmentation and enforcing specific constraints like the almost-
balanced GC content. Our research in this area, as detailed in Part II, provides novel insights
and solutions for encoding and decoding information in DNA storage systems, ensuring data
integrity and reliability.

Finally, in Part III, we explored the practical considerations and challenges in transitioning
DNA storage from a theoretical concept to a real-world application. Despite the immense po-
tential of DNA storage, practical implementation still faces hurdles such as high costs, limited
throughput, and computational complexities. Our research in Part III addresses these chal-
lenges by proposing innovative solutions such as DNAformer, which combines deep learning
and coding theory techniques to enhance error correction capabilities. Furthermore, we delved
into minimizing sequencing coverage depth, addressing the challenge of reducing sequencing
costs and latency while ensuring high-accuracy retrieval and exploring alternative representa-
tion methods, such as DNA labeling, to reduce the reliance on costly synthesis processes.
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10.1 Deletion and Insertion Errors

The exploration of coding for DNA-based storage systems necessitates a thorough investigation
into the prevalent challenges posed by deletion and insertion errors, which can significantly
impact data integrity. Part I of this thesis presents a comprehensive inquiry into the fundamental
combinatorial objects underlying these errors, aiming to unravel their complexities and lay the
groundwork for developing robust strategies for mitigation.

Central to our investigation is the FLL metric, which is the metric to use when analyzing
channels with the same number of deletion and insertion errors. The FLL distance between two
words of the same length, x1, x2 ∈ Zn

q is one-half the minimum number of insertions and dele-
tions that is required to transform a word x1 into x2. Equivalently, the FLL distance between
x1 and x2 is equal to the length of the longest (shortest) common subsequence (supersequence)
of x1 and x2.

Our study in Chapter 3 initially focused on balls under the FLL metric, aiming to analyze
the size of such balls. First, we tackled the minimum size of balls under the FLL metric and
showed that for any 0 ≤ t ≤ n and any alphabet size q ≥ 2 we have that

min
x∈Zn

q

|Lt(x)| =
t

∑
i=0

(
n
i

)
(q− 1)i,

and the minimum is obtained only by the balls centered at x = σn for any σ ∈ Zq.
Then, we turned to study the maximum size of balls under the FLL metric, where we

focused on balls with radius one and considered the binary and the non-binary cases separately.
For q > 2, we showed that the maximum FLL 1-balls are the balls centered at x ∈ Zn

q , such
that the number of runs in x is n (i.e., any two consecutive symbols are different) and xi ̸= xi+2
for all 1 ≤ i ≤ n− 2. In addition, the maximum size of an FLL 1-ball is,

max
x∈Zn

q

|L1(x)| = n2(q− 1)− n + 2.

Surprisingly, the analysis of the binary case revealed itself as much more complex, and
through rigorous analysis, we found that for any integer n ≥ 1 the maximum FLL 1-balls are
the balls centered at the α-balanced sequences of length n, where α is (one of) the integer(s)
closest to 1

2

√
1 + 2n. In addition, the size of the maximum FLL 1-balls is given by

max
x∈Zn

2

{|L1(x)|} = n2 − nα +α + 1− k
2

(⌈n
α

⌉
− 1
)(⌈n

α

⌉
− 2
)

− α − k
2

(⌈n
α

⌉
− 2
)(⌈n

α

⌉
− 3
)

,

where k ≡ n (mod α) and 1 ≤ k ≤ α.
The average size of a ball with a radius one under the FLL metric was also addressed and

we showed that

E
x∈Zn

q

[|L1(x)|] = n2
(

q +
1
q
− 2
)
− n

q
− (q− 1)(q− 2)

q2 + 3− 3
q
+

2
q2 +

qn − 1
qn(q− 1)

.
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In addition to balls under the FLL metric, we extended our investigation and considered
anticodes under this metric. This includes the identification of several fundamental properties
of (maximal) anticodes under the FLL metric and the analysis of the minimum and maximum
sizes of maximal binary anticodes with diameter one. Namely, we proved that the size of any
maximal binary anticode with diameter one is between 4 and n + 1. The latter can be extended
to a non-binary alphabet, and while the minimum size of a maximal anticode with a diameter
one is 4 for any alphabet size q, the maximum size of a maximal anticode with diameter one is
n(q− 1) + 1.

Recently, based on these results, Wang and Wang [75] extended the analysis of 1-FLL
balls by proving that the size of the 1-FLL balls is highly concentrated around its mean using
Azuma’s inequality [2]. Later, He and Ye [30] explored the size of the 2-FLL balls, providing
valuable insights into the expectation and concentration for balls with a larger radius. While
these findings shed more light on the size of balls under the FLL metric, there are plenty of
open questions regarding the sizes of the FLL balls, including the maximum size, the average
size, the size distribution, and the properties of words that maximize the size of the balls for
larger radii. Another future direction is to study bounds on codes that can correct insertions
and deletions using existing results regarding the sizes of FLL balls.

Moving forward, our attention in Chapter 4 turns to the intersection between deletion and
insertion balls—an aspect of coding for DNA storage systems that has not been extensively
addressed in prior research. In the insertion-deletion intersection problem, we let y1, y2 ∈ Σ∗q
and n ∈ N such that |y1| ≤ n ≤ |y2| and the goal is to find the set of all words x ∈ Σn

q such
that x is both, a supersequence of y1 and a subsequence of y2. That is, the goal is to find the
following set

ID(y1, y2, n) ≜ In−|y1|(y1) ∩D|y2|−n(y2).

The intersection of balls plays a pivotal role in various applications, including sequence re-
construction and list decoding. First, we study the maximum size of a t1-insertion ball and
a t2-deletion ball for the binary case and showed that for integers 0 ≤ t1 ≤ n, 0 ≤ t2, and
q = 2, the size of the maximum intersection is

max
y1∈Σ

n−t1
2 ,y2∈Σ

n+t2
2

|ID(y1, y2, n)| =
min{t1 ,t2}

∑
i=0

(
n
i

)
.

Afterwords, we focused on the case where t1 = t2 = 1, and considered a general alphabet size
q. By rigorously analyzing different types of pairs of sequences, we offered valuable insights
into the intersection of single-insertion and single-deletion balls. In particular, we provided
an explicit expression for the size of ID(y1, y2, n) for any two sequences y1, y2 such that
|y1| = n − 1 and |y2| = n + 1. Moreover, the study presents an efficient algorithm for
computing the intersection of insertion and deletion balls, offering a practical tool that can be
used in algorithms for the DNA reconstruction problem.

While these findings collectively advance our comprehension of deletion and insertion er-
rors, there remains much to be explored. This extends beyond merely understanding the combi-
natorial structures inherent to insertion and deletion errors. It encompasses a broader endeavor
of leveraging this knowledge to explore the attainable rates of deletion and insertions correct-
ing codes and the capacity of corresponding channels. Moreover, it entails the design of codes
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capable of achieving these bounds. As articulated by Mitzenmacher [51], “More generally,
channels with synchronization errors, including both insertions and deletions as well as more
general timing errors, are simply not adequately understood by current theory. Given the near-
complete knowledge we have regarding channels with erasures and errors, in terms of both the
channel capacity and codes that can nearly achieve capacity, our lack of understanding about
channels with synchronization errors is truly remarkable.” This highlights the persistent ne-
cessity for continued research and innovation in error correction mechanisms tailored for DNA
storage systems.

10.2 Coding for DNA Storage

The exploration of coding techniques tailored specifically for DNA storage systems represents
a crucial step toward enhancing data reliability and integrity in such systems. Part II delves
into the challenges of coding for DNA storage, with a focus on two key areas: adversarial
torn-paper codes and optimal almost-balanced sequences.

The research on adversarial torn-paper codes, which appears in Chapter 5, aimed to address
challenges posed by the torn-paper channel model in DNA storage systems. We extended the
previously studied probabilistic setting to worst-case scenarios, introducing the concept of the
adversarial torn-paper channel. In this model, an information string is adversarially segmented
into non-overlapping substrings, with each substring’s length falling between Lmin and Lmax.
Our analysis revealed that the channel capacity depends on Lmin, contrary to the probabilistic
channel, where it depends on the average substring length. More precisely, assume k informa-
tion strings, each of length n, are transmitted through the channel (where for the single-strand
torn-paper channel k = 1) and further assume that log(k) = o(n). We showed that if

Lmin = (a + onk(1)) · log(nk),

for some a ≥ 1, then the rate of any (Lmin, Lmax)-multistrand torn-paper code is at most
1− 1

a + onk(1).
To address the challenge of overcoming segmentation noise, we suggested and analyzed

several code constructions for the torn-paper channel. Initially, we examined the code con-
struction for the probabilistic torn-paper channel, as described in [66], and showed that its rate
doesn’t match the latter upper bound, i.e., we showed that this construction is suboptimal in ad-
versarial scenarios. Subsequently, we developed efficient constructions encompassing several
extensions of the single-strand torn-paper channel, including multistrand storage, substitution
errors, or incomplete coverage. Importantly, our proposed constructions have linear runtime
encoders and decoders, and the resulting codes achieve asymptotically optimal rates.

Building upon these results, in [84], we extended the model to also consider overlaps be-
tween two consecutive substrings. The new model assumes an information string is observed
through an arbitrary collection of its substrings, where the length of each retrieved substring
and the length of overlap between consecutive substrings are bounded from below. Following
this model, Wei et al. [78] recently studied erroneous setups for both the single-strand and the
multistrand scenarios.

While our analysis grapples with worst-case scenarios, the importance of considering a
more realistic depiction involving an adversarial channel where the average segment lengths
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are constrained is recognized. In such a scenario, adversaries can segment a non-negligible
portion of the channel input into short substrings, thereby amplifying the challenge of coding
for this channel. This complexity underscores the need for further exploration, leaving it as a
compelling avenue for future research. An additional promising direction for future research
is applying our methods to a generalized channel, including multiple sources of noise concur-
rently. The study of the torn-paper channel (with its variants and generalizations) under edit
errors, including insertions/deletions in addition to substitutions, is also considered of great
interest for applications to DNA data storage.

Continuing our exploration, in Chapter 6, we delved into the problem of almost-balanced
sequences. This concept, which extends the well-known balanced Knuth code [37], addresses
a fundamental challenge in constrained coding and carries significant implications for the relia-
bility of DNA storage systems. Within the context of DNA storage, maintaining approximately
balanced GC content (typically falling between 45% to 55% GC ratio) within stored sequences
emerges as a powerful strategy for error mitigation.

The study of optimal almost-balanced sequences addressed the challenge of designing ef-
ficient algorithms with small redundancy for sequences with Hamming weight between
0.5n±ε(n). We presented a novel approach leveraging iterative methods and arithmetic cod-
ing to construct almost balanced codes with a single redundancy symbol and an average of
O(n) operations, each requiring the multiplication of two rational numbers. Notably, our
method achieved the optimal balanced order of ε(n) = Θ(

√
n). Furthermore, we extended

our method to non-binary, almost polarity-balanced sequences for even q and almost symbol-
balanced sequences for q = 4, offering asymptotically optimal solutions for almost-balanced
sequences in both binary and non-binary alphabets.

While our constructions achieve an optimally balanced order of Θ(
√

n), there persists
a multiplicative gap between theoretical bounds on ε(n) and the actual values applicable
in our constructions. For example, in the binary case, our suggested construction supports
ε(n) = α

√
n, for any α >

√
ln(2) ≈ 0.8326, while theoretical bound for this case suggests

that there exists a single redundancy bit construction for any α ≥ 0.34. Bridging this gap
and exploring tighter existence bounds for the non-binary case represent critical avenues for
future research. Future work should also focus on analyzing the number of symbols needed
to maintain sufficient precision in the multiplication of rational numbers. This would enable a
more accurate evaluation of our method’s average time and memory complexities and facilitate
a detailed comparison with the enumerative coding approach.

In a parallel work [6], we introduced a universal approach for parametric constrained cod-
ing, accompanied by a methodology for combining multiple parametric constraints. While this
represents a significant step forward, future research avenues remain open for designing uni-
versal approaches that can seamlessly combine parametric and non-parametric constraints, as
well as integrating this universal iterative approach with error-correcting capabilities.

In a broader context, the successful design of coding schemes tailored to the unique char-
acteristics of DNA storage systems holds the promise of bringing us closer to practical im-
plementation. Exploring the intricacies of such codes and their integration with each other
presents a variety of intriguing challenges that warrant further investigation in future studies.

267



10.3 Towards Practical DNA Storage Systems

Part III of the thesis delves into the practical considerations and challenges of transitioning
DNA storage from theory to application. This segment encompasses three distinct works, each
contributing to different aspects of practical DNA storage systems.

In Chapter 7, we introduce a novel theoretical framework for representing information
using DNA molecules, aiming to bypass the need for DNA synthesis, a slow and expensive
process in traditional DNA storage methods. Inspired by concepts like DNA punch cards [69]
and DNA composites [3, 14, 54], our approach explores DNA labeling tailored specifically for
data storage purposes.

Enzymatic DNA labeling offers a versatile tool with applications across various scientific
disciplines, including biochemistry, molecular biology, and biotechnology. Our contribution
lies in formalizing a framework for DNA labeling optimized for data storage applications.
This involves utilizing existing DNA molecules as templates for labeling, with the design of
labels strategically chosen to represent encoded information. Our proposed approach draws
on established chemical and biological protocols commonly used in medical and biological re-
search, such as CRISPR-Cas9 and gRNA reagents for labeling. Through thorough exploration,
we establish upper bounds on the maximal code size achievable under specific conditions and
introduce an efficient encoder-decoder pair optimized for maximum code size.

To advance this novel approach, future research efforts should focus on adapting the model,
bounds, and construction to a more realistic setup that accounts for noise. Essential to this pro-
gression is the identification of precise chemical and biological protocols capable of supporting
the implementation of this approach, alongside the characterization and modeling of their cor-
responding noise mechanisms.

In our pursuit of practical DNA storage solutions, in Chapter 8, we presented a modu-
lar and comprehensive approach to DNA information retrieval. Our method seamlessly inte-
grates DNN trained on simulated data, TP-based ECC, and a safety margin mechanism into
a cohesive pipeline. By harnessing the parallel computational capabilities of DNNs and the
efficiency of TP-based ECC, our approach aims to optimize scalability and accuracy in the
information retrieval process. This modular architecture not only streamlines error correction
but also enhances adaptability across various datasets and scenarios, laying a robust foundation
for efficient and reliable DNA storage systems.

In our experimental evaluation, we applied our proposed approach to process 3.1MB of
information using two different sequencing technologies. The results demonstrate significant
improvements over existing solutions, showcasing up to a x3200 increase in speed, a 40% en-
hancement in accuracy, and achieving a code rate of 1.6 bits per base in a high noise regime.
By tackling critical bottlenecks in the information retrieval process, our work presents a viable
pathway for unlocking the full potential of DNA-based storage systems in practical applica-
tions.

Looking ahead, our research opens up several avenues for future exploration and devel-
opment. Firstly, refining and optimizing our modular approach to further enhance scalability,
accuracy, and efficiency, particularly in higher noise regimes, remains a priority. Additionally,
extending our methodology to directly process the raw signals obtained from Nanopore se-
quencers represents an exciting direction. This endeavor will require the design of innovative
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DNN architectures tailored to this specific problem domain as well as exploring new coding
schemes tailored to address errors in raw signals, as opposed to the standard 4-ary DNA alpha-
bet.

Furthermore, investigating novel integration approaches between ECC and DNN for ap-
plications beyond DNA storage holds significant potential. Exploring synergies between these
techniques in diverse domains could lead to new avenues of research beyond the scope of DNA
storage, broadening the impact of our work.

Lastly, Chapter 9, delves into strategies aimed at minimizing sequencing coverage depth in
DNA storage systems to reduce sequencing costs and latency while ensuring retrieval with high
probability. This research focuses on addressing three key problems: the MDS coverage depth
problem, the coding coverage depth problem, and the coverage depth random access problem.

In the MDS coverage depth problem, it is assumed that the data is encoded using an [n, k]
MDS code. Through comprehensive analysis, we demonstrate that the coverage depth is min-
imized if and only if the channel has a uniform distribution. Additionally, we establish upper
and lower bounds on the probability distribution of the required number of reads. The coding
coverage depth problem extends our setup beyond MDS codes and considers the use of gen-
eral codes. Under this setup, we demonstrated the superiority of MDS codes in minimizing the
expected number of reads required for information retrieval.

By addressing the coverage depth random access problem, we aimed to improve data re-
trieval efficiency by minimizing the time required to retrieve individual data units from the
storage system. Through meticulous analysis, we found that the expected number of reads
which is needed for retrieval using the identity code, systematic MDS codes, and several other
codes with dimension k is exactly k. Then, we presented and studied several innovative code
constructions, which demonstrate that the coverage can be reduced below k. Lower bounds on
the required number of reads are provided as well.

In a recent work [28], we extended the study of the coverage depth random access problem
and offered additional understanding regarding several families of codes. Another extension to
the random access setup was studied in [1], however, the goal is not to decode a single strand
but a group of strands that constitute a single file. A related concept was also explored in [9],
where the authors investigated the trade-offs between the reading costs, directly associated with
coverage depth and the writing costs. The non-random access scenario of the DNA coverage
depth problem was further extended in [53] to support the setup of the combinatorial composite
of DNA shortmers [54].

Looking ahead, these results lead to several directions for future exploration and develop-
ment. Extending our findings to diverse noise models and channel distributions is a promising
avenue for further investigation. Additionally, in our work, the noisy channel was modeled by
a parameter t, under the assumption that retrieval succeeds with probability 1 given t or more
noisy copies and fails otherwise. A highly relevant extension to this noise model is to consider
the more realistic behavior of the channel, in which the success probability can increase or
decrease as a function of the number of noisy copies, i.e., as a function of the cluster size.

By tackling challenges related to sequencing costs, error correction, information redun-
dancy, and synthesis costs, Part III contribute to addressing practical challenges and advancing
the state-of-the-art in DNA storage systems. These research efforts offer valuable insights
and solutions for building efficient, scalable, and commercially viable DNA-based data stor-
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age systems. As the field continues to evolve, these pioneering contributions pave the way for
realizing the full potential of DNA storage in real-world applications.

10.4 Summary

In conclusion, this dissertation significantly advances the field of DNA-based storage through
a comprehensive exploration of theoretical insights, practical solutions, and innovative ap-
proaches tailored to address the unique challenges inherent in DNA storage systems. By laying
a solid foundation, our research paves the way for the development of more efficient, reliable,
and cost-effective DNA storage solutions, thereby bringing us closer to realizing the full po-
tential of DNA as a storage medium for the Zettabyte era and beyond. However, our journey
has also illuminated a diverse array of new challenges and opportunities, reminding us that the
pursuit of knowledge is an ongoing expedition filled with endless possibilities. As eloquently
captured in the following aphorism:

“The horizon of discovery expands with each step we take into the unknown”.
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 םינפוצ-יטנא לש םילדגל תועגונה תואצות ןווגמ העיצמ הדובעה ףסונב
 .הרסה רודכו הסנכה רודכ לש םיכותיחה ילדג םג ומכ ,FLL-ה תקירטמב
 ןוסחא תוכרעמ תונייפאמה תואיגשה תוגהנתה לע רוא םיכפוש הלא םירקחמ
 .ולא תוכרעמ לש תולוכיהו תולובגה יבגל תונבות םיעיצמו ,א״נד תוססובמ

 ,א״נד ססובמ םינותנ ןוסחאל תורושקה דודיק תוקינכט םדקל הרטמב ,ףסונב
 םירגתא םע תודדומתהל תוליעיו תושדח דודיק תומכס הגיצמ וז הדובע
 .א״נד-ה תולוקלומ לש הריבש ןוגכ ,א״נד תוססובמ ןוסחא תוכרעמל םיידוחייה
 וז היעב .םינזואמ טעמכה םיפצרה תייעבב תקמעתמ הדובעה ,ךכמ הרתי
 תוכלשה תלעבו םיצוליא ידוק לש םוחתב יתוהמ רגתאל הנעמ תנתונ
 .א״נד תוססובמ םינותנ ןוסחא תוכרעמ לש תונמיהמה לע תויתועמשמ
 ךרדב( דחי C-ו G לש תנזואמ תומכ לע הרימש א״נד ססובמ םינותנ ןוסחאב
 תועודיה תוטישה תחא הניה םינסחואמה םיפצרב )55%-ל 45% ןיב ללכ
  .תכרעמב תואיגשה תומכ תתחפהל

 תונורתפ רפסמ העיצמו ,הקיטקרפל הירואית ןיב תרשגמ וז הדובע ,ףוסבל
 תוססובמ םינותנ ןוסחא תוכרעמב ירחסמ שומיש םויכ םיענומה םירגתאל
 םינותנ רוזחאו ןוסחאל תיצולח תונכתיה-תחכוה הגיצמ הדובעה .א״נד
 תויבצע תותשר תבלשמה הטיש תועצמאב א״נד תססובמ ןוסחא תכרעממ
 תויולע תא תיחפהל ידכ ,ףסונב .תומדקתמ דודיק תויגטרטסא םע תויתוכאלמ
 ךות )א״נד תססובמ ןוסחא תכרעממ עדימה תאירק ךילהת( ףוצירה ינמזו

 תייעב וז הדובעב תדמלנו תגצומ ,עדימה רוזחאל ההובג תורבתסה לע הרימש
 ףוצירה ךשמ ,ףוצירה תויולעב ךורכה ןידעה ןוזיאב הנד וז היעב .א״נדב יוסיכה
 גוצייל שדח יטרואית לדומ הגיצמ וז הדובע ,ןכ לע רתי .עדימה רוזחא קוידו

 ,א״נד זותנסב ךרוצה לע רבגתהל הרטמב ,א״נד תולוקלומ תועצמאב עדימ
 תוססובמ ןוסחא תוטישב עדימה תביתכל םויכ שמשמה רקיו יטיא ךילהת
 .א״נד

 ססובמ םינותנ ןוסחאב הדובעה תויגולודותמ תא רישעמ הז רקחמ ,םוכיסל
 ליעל רכזנכ תוכרעמב םינבומה האיגשה ינייפאמל תוסחייתה ידי לע א״נד
 תוכרעמ תוביצמש םיידוחייה םירגתאל תונועה תוינשדח דודיק תומיכס תעצהו

 תוימוליסל תורשפאה תא םיגדמ תויתוכאלמ תויבצע תותשר לש בולישה .הלא
 הרטמב םיחתונמ תושדח תויטרואית תולאשו םילדומ ,ליבקמב .עדימה רוזחאב
 תודובע .א״נד תולוקלומ זותנסו ףוצירל םירושקה תויולעהו ןמזה תא תיחפהל
 ןוסחאל םיישעמ תונורתפ חותיפ תארקל יתועמשמ דעצ תווהמ וידחי ולא
 .א״נד ססובמ םינותנ
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 ריצקת
 

 בצקב הלדגו תכלוה תושונאה י״ע רצוימה ילטיגידה עדימהו םינותנה תומכ
 םינותנל ימואלניבה ןוכמה לש תוכרעה יפ לעו ,םוי ידימ יכירעמ

International Data Corporation, IDC)(, ןוסחאל ךרטצנש עדימה תומכ 
-ב םייק היהש עדימה תומכמ השימח יפמ הלודג תויהל היופצ 2025 תנשב

 יולת עדימב יתועמשמה לודיגה .(180ZB) טיייב-הטז 180-ל עיגהלו 2018
 תויתרבח תותשר ,םימכח םינופלטב רבוגה שומישה םהיניב ,םימרוג רפסמב
 .דועו תיתוכאלמ הניב תויגולונכט לש החימצ ,הידמ תמרזה יתורישו

 עדימ ומכ ,םינוש םיגוסמ םינותנ לש רישע ןווגמ תורצוי וללה תויגולונכטה
 םינשייחמ עדימ ,םייאופר םינותנ ,יקסע עדימ ,תויתרבח תוידממ םינכת ,ישיא
   .בשחמב ןסחואמש רחא עדימ לכו

 תושונאה תא ביצמ ןסחאל םיכירצו םירצוי ונאש עדימ לש לדגו ךלוהה יובירה
 םהבש ירקיעה רשאכ ,וללה םינותנה ןוסחאל םירושקה םיבר םירגתא ינפב
 .ןוסחאל שוקיבה סמועב ודמעי אל םויה תומייקה ןוסחאה תויגולונכטש אוה
 ןוסחאב יולת םייח ונא וב יגולונכטה םלועה ןכש ,תכל תוקיחרמ תוכלשה ךכל
 םינותנ ןוסחא אוה הז רעפל םיטלובה תונורתפה דחא .ילטיגיד עדימ לש חלצומ
 תולוקלומב יבג לע ילטיגיד עדימ לש ןוסחא רשפאמה ,(DNA) א״נד ססובמ
 ינפ לע םייתועמשמ תונורתימ תינהנ וז הטיש .יתוכאלמ ןפואב תורצוימה א״נד
 ןמזל תודימע ,ןפוד תאצוי עדימ תופיפצ ןוגכ םייטפואו םייטנגמ ןוסחא תונורתפ
 .עדימה תומלשו תוניקת לע הרימשל החינז למשח תכירצו ךורא

 תוצופנה תואיגשה לש םייתוהמ םינייפאמב קמעתמ הז טרוטקוד רקחמ
 תודימע דודיק תויגטרטסא חתפל הרטמב ,א״נד תוססובמ ןוסחא תוכרעמב
 .תויולעב ןוכסחו תוימוליס ,תוליעי ,תונמיהמ רופישל םיינשדח םימתירוגלאו
 םינותנ ןוסחא לש תונכתיהה תא תומדקמ הז רקחמב תוגצומה תודובעה ,וידחי

 .הז רקחמ םוחתב תויטרואת תויעבל המורת ידכ ךות א״נד ססובמ

 תוצופנה תואיגשל םירושקה םיירוטניבמוק םינבמ תחתנמ וז רקחמ תדובע
 הדובעה ,טרפב .הרסהו הסנכה תואיגש ומכ ,א״נד תוססובמ ןוסחא תוכרעמב
 הניהש ,FLL-ה תקירטמ תחת האיגש ירודכ ילדג לש טרופמ חותינ הגיצמ
 .תורסהה רפסמל הווש תוסנכהה רפסמ רשאכ ןובשחב תחקל שיש הקירטמה



 

 ידיצל הבישיהמ .ייחל רועיש ןיאל החמש סינכהש לע ,ןביטס ,ילש לותחל תדחוימ
 ןפואב יתגצהש האצרהו לוגרת לכב תופתתשהל דעו םוז תושיגפ רופסניא ךלהמב
 .הזה עסמה ךרואל חמשמ ךא יופצ יתלב היוול ןב תייה ,ןווקמ

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 בשחמה יעדמל הטלוקפהו עדמל תימואלה ןרקה ,טריווטוג ןורהאו םירמל הדומ ינא
 .יתומלתשהב הבידנה תיפסכה הכימתה לע ןוינכטב בואט ןילירמו ירנה ש״ע



 

 .הזה עסמה ךרואל הבר האנהו הכימתל רוקמ התייהש ונינב תורבחה לע ךל הדומ
 .דחי ונגשהש המ לכ לע הדות תריסא ינאו ,תוכז התייה םכינש םע הדובעה

 ירט םעפ רמאש יפכ .טרוטקודה ךלהמב רקחמל ייפתושו ייתימע לכל םג תודוהל ינוצרב
 דחא לכ ".םישנא םע רבדל אוה תושעל לוכי התאש רתויב בוטה רקחמה" ,ט'צארפ
 וזה היווחה .םכלוכ םע דובעל יתינהנו יתדמל .תיתועמשמ הרוצב ילש עסמל םרת םכמ
 ןיב .םכלש יווילהו הלועפה ףותיש ,הכימתה ,תוניינעתהה אלל רבדה ותוא התייה אל
 ינא - הפק תוקספהו םיירהצ תוחוראב תונמדזמ תוחיש וליפא וא ,הנווכה ,תוצע ךרד םא
 .תופתושמ תוחלצה םא ןיבו ישוק לש םינמזב םא ןיב ,ונקלחש עגר לכ לע הדות תריסא
 ר"ד ,ךיירטשנטור ירוא ׳פורפ ,סירבג ןייאר ר"ד ,יניכי רהז 'פורפל תודוהל ינוצרב ,טרפב
 ןאירוא ,יקסבוחורוב לטיבא ,היננח תינגד ,סיורפ לבנע ,הקיורג הנינא ר״ד ,ילאקזחי ןתנוי
 עסמה ךרואל תורבחהו הכימתה ,תיתועמשמה םתמורת לע ץיבובוק רידאו ףרודסרטייל
 .הזה

 האירקה לע ,ץרווש השמ 'פורפו טור ינור 'פורפ ,ילש הזתה ינחובל תדחוימ הדות
 רופישל תובר םרת םכלש בושמה .תוקימעמה םהיתורעה לעו יתדובע לש תידוסיה
 ועקשוהש ץמאמהו ןמזה תא הכירעמ תמאב ינאו ,וזה הזתה תדובע לש תוכיאה
 ,ינורל .הזה עסמה ךרואל םכתוחכונ לע יתדות תא עיבהל ינוצרב ,ךכמ הרתי .םכדיצמ
 ילש רקחמב יתימא ןיינע תיליג ,ילש תואצרההו םירנימסב תפתתשה דימתש לע הדות
 יתדובע דודיחל תמרתו ףרה אלל יתוא תרגתא .תוליעומ תועצהו םילועמ תונויער תקלחו
 ןימז יתייה דימתש ךכ לע הדות תריסא ינא ,השמל .תכנחמו תרקוחכ יתחימצלו יירושיכו
 .תוימדקאה ייתופיאש יבגל דחוימב ,תבשק ןזוא תעצהו ןיווכהלו ץעייל

 םתכימת לע ןוינכטב בשחמה יעדמל הקלחמה תווצל יתכרעה תא עיבהל הצור םג ינא
 ילהנמ ךרוצ לכב יל העייסש לע ןומולוס-ןח תעפיל תודוהל ינוצרב ,טרפב .תדמתמה
 .םידומילה ךלהמב

 ךרואל ידיצל היהש ,רדלסיו לחש ,ילעבל .יתחפשמל הזתה תא שידקהל ינוצרב ,ףוסבל
 הנכהו יתימאה ןיינעהו דודיעה ,תרערועמ יתלבה הכימתה לע הדות - הזה עסמה לכ
 ,דובעל ןמזהו בחרמה תא יל ונתנ ךלש הנבההו תונלבסה .יתדובעבו ילש רקחמב ךלש

 ךישממו ,תייה התא .ילש תא תונבלו ןעשיהל יתלוכי וילעש סיסבל ךפה ךלש ןסוחהו
 ,בל-רב ןדע יתוחאל ,בל-רב טרבלאו האל ,ירוהל .ילש תושיחנהו חוכה רוקמ ,תויהל
 יתוא םתלדיגש הדות - לאינד הויז יתבסלו יליוושלוגילא בקעיו הרמת ,יתבסו יבסלו
 .הזה עסמה תא חולצל יל ורשפאש םיכרה םירושיכהו תונרקסה ,םילכה תא יל םתינקהו

 ידכ הכירצ יתייהש המ לכ תא יל םתקפיסו ילש ןרקסה יפואה תא םתדדוע דימת
 רגתא לכ ךרד ,םכלש םייפוסניאה הכימתהו תויתפכאה ,הבהאה ,ךכמ בושח .חילצהל

 התייה ,ריעצ ליגמ רבכ ,יב םכלש הנומאה .םויה ינאש םדאל יתוא ובציע ,ואיבה םייחהש
 הדות ,ביבח ןורחא .ייחב םכתוחכונ לע חצנל הדות תריסא ינא .היצביטומל דימתמ רוקמ



 

 יעדמל הטלוקפב ,יבוקעי ןתיא 'פורפו ןויצע יבוט ׳פורפ לש םתייחנהב עצוב רקחמה
  .ןוינכטב בשחמה

 ,םתגצהו םדוביע ,םינותנה ףוסיא ללוכ ,רקחמה יכ ה/ריהצמ הז רוביח ת/רבחמ
 רקחממ הפוצמכ ,הרשי הרוצב ולוכ השענ ,'וכו םימדוק םירקחמל האוושהו תוסחייתה
 לע חווידה ,ןכ ומכ .ימדקאה םלועה לש תויתאה הדימה תומא יפל עצובמה יעדמ
 .הדימ תומא ןתוא יפל ,האלמו הרשי הרוצב השענ הז רוביחב ויתואצותו רקחמה

 תודות
 ןויצע יבוט 'פורפ ,ילש םיחנמל הקומעה יתדות תא עיבהל ינוצרב הנושארבו שארב
 תוטלחהה תחא קפס אלל התייה םכינש םע דובעל הריחבה .יבוקעי ןתיא 'פורפו

 תחת חומצלו דומלל תונמדזהה לע הדות תריסא ינאו ייחב יתישעש רתויב תובוטה
 .םכתכרדהו םכתייחנה

 תרקוח תויהל לש תועמשמה המ יתוא תדמילש ךכ לעו ידימתה דודיעה לע הדות ,יבוטל
 םלועב להנתהל דציכ יתדמל ,טרפבו ,םיירקחמ םילכל רבעמ הברה ךממ יתדמל .הבוט
 שמיש יב תינקהש ןוחטיבהו ,ימצעב יתקפקפ םהב םינמזב םג יב תנמאה .ימדקאה
 ,ךלש תיפוסניאה תונלבסה .דיתעב יתוא שמשל ךישמיו הזה עסמה ךרואל תובר יתוא
 הבישחו תויתפכא ךותמ ונתינ דימתש ךלש תולועמה תוצעהו ,ןיינע לכב רוזעל תונוכנה
 יל תתנ דימתו ,יוקיחל לדומ ךניה ,ןתיא .דואמ הכירעמ ינאש תונוכת ןה - יתבוט לע
 רוקחל יתוא ועינה ךלש תילאוטקלטניאה תונרקסהו תובהלתהה .תולובג ץורפל הארשה
 תא תדדוע דימתש הדות .םייתרגש אל וארנ םה המכ דע הנשמ אל ,םישדח תונויער
 יל םתחתפ םכינש .רתויב םיזעונ ועמשנש ולא םג ,ילש תונויערב תכמתו יתונרקס
 יתלבה םכתכימת .ןהילע םולחל יתלוכי קרש תויונמדזה םתקפיסו תותלד רופסניא
 ,רקחמב תואמצעל דעו ילש ימדקאה עסמה לש םינושארה םיבלשהמ לחה ,תרערועמ
 ,תוגלמה לע חצנל הדות תריסא ינא .םויה ינאש תרקוחה תויהל יתוא הבציע
 לכ תא םשייל יתלוכי בטימכ השעא ינא .יל םתקנעהש עדיה ,בושח יכהו ,תויונמדזהה
 םכמ יתלביקש הממ קלח קר ולו האלה ריבעהל חילצאש הווקמ ינאו ,םכמ יתדמלש המ
  .ילש תימדקאה הריירקה ךשמהב

 ותוא ךפהש הממו הזה עסמהמ יתוהמ קלח תייה .ירבצ רמועל בל ברקמ הדומ ינא
 הגלוק רותב ,ךילע ךומסל יתלוכי דימת .שגרמו הנהמל דבב דבו ,תימדקא קפסמל
 ךלש הכימתה ,תומולחו םידחפ ונקלח וא תוחלצה ונגגח םא ןיב .בורק רבחכו תיעוצקמ
 ר"דל .דואמ הרישעמל וזה היווחה תא וכפה םיבר םיטקיורפב ונלש הלועפה ףותישו

 ךלש עדיהו ןויסינה .תונויער ףותישו םינויד רופסניא לע הדות תריסא ינא ,רוא יתיא
 ינא ,הזל רבעמ .הדימל לש עגר לכמ יתינהנו תושדח טבמ תודוקנו םיגשומל יתוא ופשח
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